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Introduction

“Content is king.” Cliché, yes; but it has never been more true. Once you've mastered HTML and learned a
few neat tricks in JavaScript and Dynamic HTML, you can probably design a pretty impressive-looking
Website. But your next task must be to fill that fancy page layout with some real information. Any site that
successfully attracts repeat visitors has to have fresh and constantly updated content. In the world of
traditional site building, that means HTML files—and lots of ‘em.

The problem is that, more often than not, the people who provide the content for a site are not the same
people who handle its design. Frequently, the content provider doesn't even know HTML. How, then, is the
content to get from the provider onto the Website? Not every company can afford to staff a full-time
Webmaster, and most Webmasters have better things to do than copying Word files into HT ML templates

anyway.

Maintenance of a content-driven site can be a real pain, too. Many sites (perhaps yours?) feel locked into a
dry, outdated design because rewriting those hundreds of HTML files to reflect a new look would take
forever. Server-side includes (SSIs) can help alleviate the burden a little, but you still end up with hundreds
of files that need to be maintained should you wish to make a fundamental change to your site.

The solution to these headaches is database-driven site design. By achieving complete separation
between your site's design and the content you want to present, you can work with each without disturbing
the other. Instead of writing an HTML file for every page of your site, you only need to write a page for
eachkind of information you want to be able to present. Instead of endlessly pasting new content into your
tired page layouts, create a simple content management system that allows the writers to post new
content themselves without a lick of HT ML!

In this book, I'll provide you with a hands-on look at what's involved in building a database-driven Website.
We'll use two tools for this, both of which may be new to you: the PHP scripting language and the MySQL
relational database management system. If your Web host provides PHP and MySQL support, you're in
great shape. If not, we'll be looking at the setup procedures under Linux, Windows, and Mac OS X, so
don't sweat it.

Who Should Read This Book

This book is aimed at intermediate or advanced Web designers looking to make the leap into server-side
programming. You'll be expected to be comfortable with simple HTML, as I'll make use of it without much
in the way of explanation. No knowledge of JavaScript is assumed or required, but if you do know
JavaScript, you'll find it will make learning PHP a breeze.

By the end of this book, you can expect to have a grasp of what's involved in setting up and building a
database-driven Website. If you follow the examples, you'll also learn the basics of PHP (a server-side
scripting language that gives you easy access to a database, and a lot more) and Structured Query
Language (SQL — the standard language for interacting with relational databases) as supported by
MySQL, one of the most popular free database engines available today. Most importantly, you'll come
away with everything you need to get started on your very own database-driven site in no time!



What's In This Book

This book comprises the following 12 chapters. Read them in order from beginning to end to gain a
complete understanding of the subject, or skip around if you need a refresher on a particular topic.

"Installation"

"Getting
Started with

MySQL"

"Getting
Started with

PHP"

"Publishing

MySQL Data
on the Web"

"Relational
Database

Design"

"A Content

Management
System"

Before you can start building your database-driven Web presence, you must first ensure
that you have the right tools for the job. In this first chapter, I'll tell you where to obtain the
two essential components you'll need: the PHP scripting language and the MySQL
database management system. Il step you through the setup procedures on Windows,
Linux, and Mac OS X, and show you how to test that PHP is operational on your Web
server.

Although I'm sure you'll be anxious to get started building dynamic Web pages, Il begin
with an introduction to databases in general, and the MySQL relational database
management system in particular. If you've never worked with a relational database
before, this should definitely be an enlightening chapter that will whet your appetite for
things to come! In the process, we'll build up a simple database to be used in later
chapters.

Here's where the funreally starts. In this chapter, I'll introduce you to the PHP scripting
language, which can be easily used to build dynamic Web pages that present up-to-the-
moment information to your visitors. Readers with previous programming experience will
probably be able to get away with a quick skim of this chapter, as | explain the essentials
of the language from the ground up. This is a must-read chapter for beginners, however,
as the rest of this book relies heavily on the basic concepts presented here.

In this chapter we bring together PHP and MySQL, which you'll have seen separately in
the previous two chapters, to create some of your first database-driven Web pages. We'll
explore the basic techniques of using PHP to retrieve information from a database and
display it on the Web in real time. I'll also show you how to use PHP to create Web-based
forms for adding new entries to, and modifying existing information in, a MySQL database
on-the-fly.

Although we'll have worked with a very simple sample database in the previous chapters,
most database-driven Websites require the storage of more complex forms of data than
we'll have dealt with so far. Far too many database-driven Website designs are
abandoned midstream, or are forced to start again from the beginning, because of
mistakes made early on, during the design of the database structure. In this critical
chapter, I'll teach the essential principles of good database design, emphasizing the
importance of data normalization. If you don't know what that means, then this is definitely
an important chapter for you to read!

In many ways the climax of the book, this chapter is the big payoff for all you frustrated
site builders who are tired of updating hundreds of pages whenever you need to make a
change to a site's design. I'll walk you through the code for a basic content management
system that allows you to manage a database of jokes, their categories, and their authors.
A system like this can be used to manage simple content on your Website, and with a few
modifications you should be able to build a Web administration system that will have your
content providers submitting content for publication on your site in no time - all without
having to know a shred of HTML!
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Just because you're implementing a nice, easy tool to allow site administrators to add
content to your site without their knowing HTML, doesn't mean you have to restrict that
content to plain, unformatted text. In this chapter, I'll show you some neat tweaks you can
make to the page that displays the contents of your database—tweaks that allow it to
incorporate simple formatting such as bold or italicized text, among other things. I'll also
show you a simple way to safely make a content submission form directly available to
your content providers, so that they can submit new content directly into your system for
publication, pending an administrator's approval.

While MySQL is a good, simple database solution for those who don't need many frills, it
does have some complexities of its own that you'll need to understand if you're going to
rely on a MySQL database to store your content. In this section, Il teach you how to
perform backups of, and manage access to, your MySQL database. In addition to a
couple of inside tricks (like what to do if you forget your MySQL password), I'l explain how
to repair a MySQL database that has become damaged in a server crash.

In"Relational Database Design" we saw what was involved in modelling complex
relationships between pieces of information in a relational database like MySQL. Although
the theory was quite sound, putting these concepts into practice requires that you learn a
few more tricks of Structured Query Language. In this chapter, I'll cover some of the more
advanced features of this language to get you juggling complex data like a pro.

PHP lets you do a lot more than just retrieve, display, insert, and update information
stored in a MySQL database. In this chapter, I'll give you a peek at some other interesting
things you can do with PHP, such as server-side includes, handling file uploads, and
sending email. As we'll see, these features are really useful for improving the
performance and security of your database-driven site, as well as sending feedback to
your visitors.

Some of the most interesting applications of database-driven Web design include some
juggling of binary files. Online file storage services like the now-defunct iDrive, are prime
examples, but a system as simple as a personal photo gallery can benefit from storing
binary files (e.g. pictures) in a database for retrieval and management on the fly. In this
chapter, we develop a simple online file storage and viewing system and learn the ins and
outs of working with binary data in MySQL.

One of the most hyped new features in PHP 4.0 was built-in support for sessions. But
what are sessions? How are they related to cookies, a long-suffering technology for
preserving stored data on the Web? What makes persistent data so important in current
ecommerce systems and other Web applications? This chapter answers all those
questions by explaining how PHP supports both cookies and sessions, and exploring the
link between the two. At the end of this chapter, we'll develop a simple shopping cart
system to demonstrate their use.



The Book's Web Site

Located at http:/Awww.site point.com/books/, the Website supporting this book will give you accessto the
following facilities:

The Code Archive

As you progress through the text, you'll note a number of references to the code archive. This is a
downloadable ZIP archive that contains complete code for all the examples presented in the book.

Updates and Errata

No book is perfect, and even though thisis a second edition, | expect that watchful readers will be able to
spot at least one or two mistakes before the end of this one. Also, PHP and MySQL (and even the Web in
general) are moving targets, constantly undergoing changes with each new release. The Errata page on
the book's Website will always have the latest information about known typographical and code errors, and
necessary updates for changes to PHP and MySQL.


http://www.sitepoint.com/books/

The SitePoint Forums

While I've made every attempt to anticipate any questions you may have and answer them in this book,
there is no way that any book could cover everything there is to know about PHP and MySQL. If you have
a question about anything in this book that needs answering, the best place to go for a quick answer is

http :/ivww.site pointforums.com/. Not only will you find a vibrant and knowledgeable PHP community there,
but you'll occasionally even find me, the author, there in my spare hours.
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The SitePoint Tech Times

In addition to books like this one, | write a free, biweekly (that's every two weeks) email newsletter called
The SitePoint Tech Times. In it, | write about the latest news, product releases, trends, tips, and techniques
for all technical aspects of Web development. If nothing else, you'll get useful PHP articles and tips, but if
you're interested in learning other languages, you'll find it especially useful. Sign up to the Tech Times
(and other SitePoint newsletters) at http :/Avww.site point.com/newsletter/.
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Your Feedback

If you can't find your answer through the forums, or if you wish to contact me for any other reason, the best
place to write is <books@ sitepoint.com>. We have a well-manned email support system set up to track
your inquiries, and if our support staff is unable to answer your question, they send it straight to me.
Suggestions for improvement as well as notices of any mistakes you may find are especially welcome.

And so, without further ado, let's get started!



Chapter 1: Installation

Welcome to the Show

Over the course of this book, it will be my job to guide you as you take your first steps beyond the HT ML
world of client-side site design. Together we'll explore what it takes to build the kind of large, content-
driven sites that are so successful today, but which can be areal headache to maintain if they aren't done
right.

Before we get started, you need to gather together the tools you'll need for the job. In this first chapter, I'll
guide you as you download and set up the two software packages you'll need: PHP and MySQL.

PHP is a server-side scripting language. You can think of it as a "plug-in" for your Web server that will
allow it to do more than just send plain Web pages when browsers request them. With PHP installed, your
Web server will be able to read a new kind of file (called a PHP script) that can do things like retrieve up-
to-the-minute information from a database and insert it into a Web page before sending it to the browser
that requested it. PHP is completely free to download and use.

To retrieve information from a database, you first need to have a database. That's where MySQL comes
in. MySQL is a relational database management system, or RDBMS. Exactly what role it plays and how it
works we'll get into later, but basically it's a software package that is very good at the organization and
management of large amounts of information. MySQL also makes that information really easy to access
with server-side scripting languages like PHP. MySQL is released under the GNU General Public License
(GPL), and is thus free for most uses on all of the platforms it supports. This includes most Unix-based
platforms, like Linux and even Mac OS X, as well as Windows.

If you're lucky, your current Web host may already have installed MySQL and PHP on your Web server for
you. If that's the case, much of this chapter will not apply to you, and you can skip straight to "If Your Web
Host Provides PHP and MySQL" to make sure your setup is ship shape.

Everything we'll discuss in this book may be done on a Windows- or Unix-based(l server. The installation
procedure will differ in accordance with the type of server you have at your disposal. The next few sections
deal with installation on a Windows-based Web server, installation under Linux, and installation on Mac OS
X. Unless you're especially curious, you need only read the section that applies to you.

[LFrom this point forward, I'll refer to all Unix-style platforms supported by PHP and MySQL, such as Linux,
FreeBSD, and Mac OS X, with the collective name 'Unix’.



Windows Installation

Installing My SQL

As Imentioned above, MySQL may be downloaded free of charge. Simply proceed to
http:/Aww.mysal.com/downloads/ and choose the recommended stable release (as of this writing, it is
MySQL 3.23). On the MySQL 3.23 download page, under the heading of Windows downloads, click the
Download link next to the latest version of MySQL (3.23.54 as of this writing). After downloading the file (it's
about 13MB as of this writing), unzip it and run the setup.exe program contained therein.

Once installed, MySQL is ready to roll (barring a couple of configuration tasks that we'll look at shortly),
except for one minor issue that only affects you if you're running Windows NT, 2000, XP, or .NET Server. If
you use any of those operating systems, find a file called my-small.cnf in the directory to which you just
installed MySQL. Copy it to the root of your C: drive and rename it to my.cnf. See the following sidebar if
you have any trouble working with .cnf files on your Windows system.

Working with .cnf files in Windows

It just so happens that files ending in .cnf have a special meaning to Windows, so even if you have
Windows configured to show file extensions, the my-small.cnf file will still appear as simply my-small
with a special icon. Windows actually expects these files to contain SpeedDial links for Microsoft
NetMeeting.

Assuming you don't use NetMeeting (or at least you don't use its SpeedDial facility) you can remove
this file type from your system, enabling you to work with these files normally:

1. Open the Windows Registry Editor (in WinNT/2000/XP/.NET, click Start, Run..., and then type
regedt32.exe to launch it, in Win9x/ME run regedit.exe instead).

2. Navigate to the HKEY_LOCAL_MACHI NE\ SOFTWARE\ Cl asses branch of the registry, where
you'll find a list of all the registered file types on the system.

3. Selectthe .cnf key and choose Edit, Delete from the menu to remove it.
4. Log outand log back in, or restart Windows for the change to take effect.

If you prefer not to mess with the file types on your system, however, you should still be able to open
the files in Notepad to edit them and you can rename it to my.cnf by renaming the SpeedDial link icon
tomy (Windows will maintain the .cnf extension automatically).

If you don't like the idea of a MySQL configuration file sitting in the root of your C: drive, you can instead
name it my.ini and put it in your Windows directory (e.g. DAWINDOWS or DAWINNT if Windows is
installed on drive D:). Whichever you choose, open the file in Notepad and look for the following lines:

#basedir d:/ mysql /
#dat adi r d: / nysql / dat a/

Uncomment these lines by removing the # symbol at the start, and change the paths to point to your
MySQL installation directory, using slashes (/) instead of backslashes (\ ). For instance, | changed the
lines on my system to read as follows:

basedir = d:/Program Fi |l es/ MySQL/
datadir = d:/Program Fil es/ MySQ./ dat a/

With that change made, save the file and close Notepad. MySQL will now run on your Windows
NT/2000/XP system! If you're using Windows 95/98/ME, this step is not necessary—MySQL will run just
fine as-installed.
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Just like your Web server, MySQL is a program that should be run in the background so that it may
respond to requests for information at any time. The server program may be found in the bin subfolder of
the folder into which you installed MySQL. To make things complicated, however, there are actually
several versions of the MySQL server to choose from:

m mysqld.exe This is the basic version of MySQL if you run Windows 95, 98, or ME. It includes support
for all advanced features, and includes debug code to provide additional information in the case of a
crash (if your system is set up to debug programs). As a result of this code, however, the server might
run a little slow, and I've generally found that MySQL is so stable that crashes aren't really a concern.

m mysqld-opt.exe This version of the server lacks a few of the advanced features of the basic server,
and does not include the debug code. It's optimized to run quickly on today's processors. For
beginners, the advanced features are not a big concern. You certainly won't be using them while you
complete the tasks in this book. This is the version of choice for beginners running Windows 95, 98, or
ME.

m mysqld-nt.exe This version of the server is compiled and optimized like mysgld-opt, but is designed to
run under Windows NT/2000/XP/.NET as a service. If you're using any of those operating systems,
this is probably the server for you.

m mysqld-max.exe This version is like mysqld-opt, but contains advanced features that support
transactions.

m mysqld-max-nt.exe This version's similar to mysqgld-nt, but has advanced features that support
transactions.

All these versions were installed for you in the bin directory. If you're running on Win98x/ME | recommend
sticking with mysql-opt for now—move to mysgld-max if you ever need the advanced features. On
Windows NT/2000/XP/.NET, mysqld-nt is my recommendation. Upgrade to mysqld-max-nt when you need
more advanced features.

Starting MySQL is also a little different under WinNT/2000/XP/.NET, but this time let's start with the
procedure for Win95/98/ME. Open an MS-DOS Command Prompt2 and proceed to the MySQL bin
directory, and run your chosen server program:

C.\nysqgl \ bi n>nysql d- opt

Don't be surprised when you receive another command prompt. This command launches the server
program so that it runs in the background, even after you close the command prompt. If you press Ctrl-Alt-
Del to pull up the task list, you should see the MySQL server listed as one of the tasks that's active on your
system.

To ensure that the server is started whenever Windows starts, you might want to create a short cut to the
program and put it in your Startup folder. This is just like creating a short cut to any other program on your
system.

On WInNT/2000/XP/.NET, you must install MySQL as a system service. Fortunately, this is very easy to do.
Simply open a Command Prompt (under Accessories in the Start Menu) and run your chosen server
program with the - - i nst al | option:

C.\nysqgl\ bi n>nysql d-nt --install
Service successfully installed.

This will install MySQL as a service that will be started the next time you reboot Windows. To manually
start MySQL without having to reboot, just type this command (which can be run from any directory):

C.\>net start nysql



The MySQL service is starting.
The MySQL service was started successfully.

To verify that the MySQL server is running properly, press Ctrl-Alt-Del and open the Task List. If all is well,
the server program should be listed on the Processes tab.

Installing PHP

The next step is to install PHP. At the time of this writing, PHP 4.x has become well-established as the
version of choice; however, some old servers still use PHP 3 .x (usually because nobody has bothered to
update it). I'll cover the installation of PHP 4.3.0 here, so be aware that if you're still working with PHP 3.x
there may be some differences.

Download PHP for free from http://www.php.net/downloads.php. You'll want the Windows Binaries
package, and be sure to grab the version that includes both the CGI binary and the server API versions if
you have a choice.

In addition to PHP itself, you will need a Web server such as Internet Information Services (lIS), Apache,
Sambar or OmniHTTPD. PHP was designed to run as a plug-in for existing Web server software. To test
dynamic Web pages with PHP, you'll need to equip your own computer with Web server software, so that
PHP has something to plug into. If you have Windows 2000, XP Professionall®l, or .NET Server, then
install IS (if it's not already on your system): open Control Panel, Add/Remove Programs, Add/Remove
Windows Components, and select IIS from the list of components. If you're not lucky enough to have IIS at
your disposall4l, you can instead use a free 3rd party Web server like Apache. I'll give instructions for both
options in detail.

First,whether you have IIS or not, complete these steps:

1. Unzip the file you downloaded into a directory of your choice. | recommend C:\PHP and will refer to
this directory from here onward, but feel free to choose another directory if you like.

2. Find the file called php4ts.dll in the PHP folder and copy it to the System32 subfolder of your
Windows folder (e.g. C:\Windows\System32).

3. Find the file called php.ini-dist in the PHP folder and copy it to your Windows folder. Once there,
rename it to php.ini.

4. Open the php.ini file in your favourite text editor (use WordPad if Notepad doesn't display the file
properly). It's a large file with a lot of confusing options, but look for a line that begins with
ext ensi on_di r and set it so that it points to your PHP folder:

extension_dir = C\PHP

A little further down, look for a line that starts with sessi on. save_pat h and set it to your Windows
TEMP folder:

sessi on. save_path = C \ W NDOWE\ TEMP
Save the changes you made and close your text editor.

Now, if you have IIS, follow these instructions:

1. Inthe Windows Control Panel, open Administrative Tools, Internet Information Services.

2. In the tree view, expand the entry labelled local computer, then under Web Sites look for Default
Web Site (unless you have virtual hosts set up, in which case, choose the site you want to add PHP
support to). Right-click on the site and choose Properties.

3. Click the ISAPI Filters tab, and click Add.... In the Filter Name field, type PHP, and in the Executable
field, browse for the file called php4isapi.dll in the sapi subfolder of your PHP folder (e.g.
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C:\PHP\sapi\php4isapi.dll). Click OK.

4. Click the Home Directory tab, and click the Configuration... button. On the Mappings tab click Add.
Again choose your php4isapi.dll file as the executable and type .php in the extension box (including
the '. ). Leave everything else unchanged and click OK. If you want your Web server to treat other
file extensions as PHP files (. php3,. php4, and . pht nl are common choices), repeat this step for
each extension. Click OK to close the Application Configuration window.

5. Click the Documents tab, and click the Add... button. Type index.php as the Default Document
Name and click OK. This will ensure that a file called index.php will be displayed as the default
document in a given folder on your site. You may also want to add entries for index.php3 and
index.phtml.

6. Click OK to close the Web Site Properties window. Close the Internet Information Services window.

7. Again, in the Control Panel under Administrative Tools, open Services. Look for the World Wide
Web Publishing service near the bottom of the list. Right-click on it and choose Restart to restart IS
with the new configuration options. Close the Services window.

8. You're done! PHP is installed!

Ifyou don't have IIS, you'll first need to install some other Web server. For our purposes I'll assume you
have downloaded and installed Apache server from http://httpd.apache.ora/; however, PHP can also be
installed on Sambar Server,OmniHTTPD, and others. | recommend Apache 1.3 for now, but if you want
to use Apache 2.0, be sure to read the following sidebar.

PHP and Apache 2.x in Windows

As of this writing, the PHP team continues to insist that support for running PHP on Apache 2.0 is
experimental only. There are a number of bugs that arise within PHP when it is run on an Apache 2.0
server, and on Windows especially, installation can be problematic. That said, many people are
running PHP on Apache 2.0 quite successfully, and the bugs that do exist probably won't affect you if
you're just setting up a low-traffic testing server.

The instructions below apply to both Apache 1.3 and Apache 2.0; however, it is possible that after
configuring Apache 2.0 to use PHP, the server will fail to start. It is also possible that it will start, but
that it will fail to process PHP scripts. In both cases, an error message should appear when you start
Apache and/or in the Apache error log file.

This problem is caused by the fact that Apache 2.0 is a server still very much under development.
With each minor release they put out, they tend to break compatibility with all server plug-in modules
(such as PHP) that were compiled to work with the previous version. On Unix, this isn't such a big deal
because people tend to compile PHP for themselves, so they simply re-compile PHP at the same time
they're compiling the new release of Apache and PHP adapts accordingly. Unfortunately, on
Windows, where people are used to simply downloading pre-compiled files, the situation is different.

Thephp4dapache?2.dll file that is distributed with PHP will only work on versions of Apache 2.0 up to the
one that was current at the time that version of PHP was released. So if you run into problems, the
version of PHP you're using is probably older than the version of Apache you're using. This problem
can often be fixed by downloading the very latest version of PHP; however, every time a new release
of Apache 2.0 comes out, the current release of PHP will be incompatible until they get around to
updating it.

Should you ever install a later version of Apache and break compatibility with the latest PHP build, you
should be able to download a 'work-in-progress' version of PHP and grab just the files you need
(those responsible for the PHP-Apache interface). Information about doing this can be found in the
PHP bug database.
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Once you've downloaded and installed Apache according to the instructions included with it, open
http://1 ocal host/ inyour Web browser, to make sure it works properly. If you don't see a Web page
explaining that Apache was successfully installed, then either you haven't run Apache yet, or your
installation is faulty. Check the documentation and make sure Apache is running properly before you
install PHP.

If you've made sure Apache is up and running, you can add PHP support:

1. On your Start Menu, choose Programs, Apache HT TP Server, Configure Apache Server, Edit
Configuration. This will open the httpd.conf file in Notepad.

2. All of the options in this long and intimidating configuration file should have been set up correctly by
the Apache install program. All you need to do is add the following three lines to the very bottom of
the file:

LoadModul e php4_nodul e c:/ php/ sapi / php4apache. dl |
AddType application/x-httpd-php .php .php3 .phtmn
AddType application/ x-httpd-php-source . phps

Make sure the LoadModul e line points to the appropriate file in the PHP installation directory on

your system, and note the use of slashes (/ ) instead of backslashes (\).

Important If you're using Apache 2.0 or later, the LoadMbdul e line needs to point to
phpdapache2.dll instead of phpd4apache.dll.

3. Next, look for the line that begins with Di r ect or yl ndex. This line tells Apache what file names to
use when it looks for the default page for a given directory. You'll see the usual index.html and so
forth, but you need to add index.php,index.php3, and index.phtml to that list if they're not there
already:

Directoryl ndex index.htm ... index.php index.php3 index.phtm
4. Save your changes and close Notepad.

5. Restart Apache by choosing Programs, Apache HTTP Server, Control Apache Server, Restart on
the Start menu (or type NET STOP Apache && NET START Apache at the command prompt). If all
iswell, Apache will start up again without complaint.

6. You're done! PHP is installed!

With MySQL and PHP installed, you're ready to proceed to "Post-Installation Setup Tasks".
2lIf you're unfamiliar with the workings of the Command Prompt, check out my article Kev's Command
Prompt Cheat Sheet to get familiar with how it works before you proceed further.

Blwindows XP Home Edition does not come with IIS.

[4IA feature-limited edition of IIS called “Personal Web Server” (PWS) was distributed on the Windows 98
Second Edition CD, and was available for earlier editions of Windows as well. While PHP can technically
run on PWS, this Web server is somewhat unstable and has a great many known security holes. For these
reasons, | highly recommend using Apache if an up-to-date version of IIS is not available for your Windows
operating system.
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Linux Installation

This section covers the procedure for installing PHP and MySQL under most current distributions of Linux.
These instructions were tested under the latest version Debian Linux (3.0); however, they should work on
other distributions such as RedHat and Mandrake without much trouble. The steps involved will be very
similar, if not identical.

As a user of one of the handful of Linux distributions available, you may be tempted to download and
installpackaged distributions of PHP and MySQL. Debian users will be used to installing software using
theapt-get utility, while other distributions often rely on RPM packages. These prepackaged versions of
software are really easy to install; unfortunately, they also limit the software configuration options available
to you. If you already have MySQL and PHP installed in packaged form, then feel free to proceed with
those versions, and skip forward to "Post-Installation Setup Tasks". If you encounter any problems, you
can always return here to uninstall the packaged versions and reinstall PHP and MySQL by hand.

Since many Linux distributions will automatically install PHP and MySQL for you, your first step should be
toremove any old packaged versions of PHP and MySQL from your system. If one exists, use your
distribution's graphical software manager to remove all packages with php or mysql in their names.

If your distribution doesn't have a graphical software manager, or if you didn't install a graphical user
interface for your server, you can remove these from the command line. You'll need to be logged in as the
r oot user to issue the commands to do this. Note that in the following commands, shel | # represents
the shell prompt, and shouldn't be typed in.

In Debian, you can use apt-get to remove the relevant packages:

shel | #apt - get renove nysql - server
shel | #apt-get renove nysql-client
shel | #apt-get renove php4

In RedHat or Mandrake, you can use the rpom command-line utility:

shel | #rpm -e nysql
shel | #rpm -e php

If any of these commands tell you that the package in question is not installed, don't worry about it unless
you know for a fact that it is. In such cases, it will be necessary for you to remove the offending item by
hand. Seek help from an experienced user if you don't know how. If the last command runs successfully
(i.e. no message is displayed), then you did indeed have an RPM version of PHP installed, and you'll need
to do one more thing to get rid of it entirely. Open your Apache configuration file (usually
/etc/httpd/conf/httpd.conf) in your favourite text editor and look for the two lines shown here. They usually
appear in separate sections of the file, so don't worry if they're not together. The path of the libphp4.so file
may also be slightly different (e.g. extramodules instead of just modules). If you can't find them, don't
worry - it just means that the package utility was smart enough to remove them for you.

LoadMbdul e php4_nodul e nodul es/ | i bphp4. so
AddModul e nmod_php4. c

These lines are responsible for telling Apache to load PHP as a plug-in module. Since you just uninstalled
that module, you'll need to get rid of these linesto make sure Apache keeps working properly. You can
comment out these lines by adding a hash (#) at the beginning of both lines.

To make sure Apache is still in working order, you should now restart it without the PHP plug-in:

shel | #apachect| graceful



With everything neat and tidy, you're ready to download and install MySQL and PHP.

Installing My SQL

MySQL is freely available for Linux from http://www.mysqgl.com/. Download the latest stable release (listed
as recommended on the download page); as of this writing this is MySQL 3.23.544a, which you'll find at
http:/AMww.mysal.com/downloads/mysgl-3.23.html. You should grab the Linux (x86, libc6) version under
Binary packages in the Linux downloads section.

With the program downloaded (it was about 9.4MB as of this writing), you should make sure you're logged
in as root before proceeding with the installation, unless you only want to install MySQL in your own home
directory. To begin, move to /usr/local (unless you want to install MySQL elsewhere for some reason) and
unpack the downloaded file to create the MySQL directory (replace ver si on with the full version of your

MySQL download to match the downloaded file name on your system):

shel | #cd /usr/ | ocal
shel | #tar xfz nysql -version.tar.gz

Next, create a symbolic link to the mysql-ver si on directory with the name mysql to make accessing the
directory easier, then enter the directory:

shell #ln -s nysql -versi on nysql
shel | #cd nysql

MySQL is now installed, but before it can do anything useful its database files need to be installed too. Still
in the new mysq|l directory, type the following command:

shel | #scri pts/ nysql _install _db

With MySQL installed and ready to store information, all that's left is to get the server running on your
computer. While you can run the server as the root user, or even as yourself (if, for example, you installed
the server in your own home directory), the best idea is to set up on the system a special user whose sole
purpose is to run the MySQL server. This will remove any possibility of someone using the MySQL server
as a way to break into the rest of your system. To create a special MySQL user, you'll need to log in as
root and type the following commands:

shel | #gr oupadd nysql
shel | #useradd -g nysqgl nysql

By default, MySQL stores all database information in the data subdirectory of the directory to which it was
installed®. We want to make it so that nobody can access that directory except our new MySQL user. Still
assuming you installed MySQL to the /ust/local/mysql directory, you can use these commands:

shel | #cd /usr/ | ocal / nysql
shel | #chown - R mysql data
shel | #chgrp - R nysdql

shel | #chnmod - R go-rwx data

Now everything's set for you to launch the MySQL server for the first time. From the MySQL directory, type
the following command:
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shel | #bi n/ saf e_nysqgl d --user=nysqgl &

If you see the message mysql daenon ended, then the MySQL server was prevented from starting.
The error message should have been written to a file called host name.err (where host name is your
machine's host name) in MySQL's data directory. You'll usually find that this happens because another
MySQL server is already running on your computer.

If the MySQL server was launched without complaint, the server will run (just like your Web or FTP server)
until your computer is shut down. To test that the server is running properly, type the following command:

shel | #bi n/ mysgl adm n -u root status

A little blurb with some statistics about the MySQL server should be displayed. If you receive an error
message, something has gone wrong. Again, check the host nane.err file to see if the MySQL server
output an error message while starting up. If you retrace your steps to make sure you followed the process
described above, and this doesn't solve the problem, a post to the SitePoint Forums will help you pin it
down in no time.

If you want your MySQL server to run automatically whenever the system is running (just like your Web
server probably does), you'll have to set it up to do so. In the support-files subdirectory of the MySQL
directory, you'll find a script called mysql.server that can be added to your system start-up routines to do
this.

First of all, assuming you've set up a special MySQL user to run the MySQL server, you'll need to tell the
MySQL server to start as that user by default. To do this, create in your system's /etc directory a file called
my.cnf that contains these two lines:

[nysql d]
user =nysql

Now, when you run safe_mysqld or mysql.server to start the MySQL server, it will launch as user nysql
automatically. You can test this by stopping MySQL, and then running mysql.server with the st art
argument:

shel | #bi n/ nysqgl adnmi n -u root shut down
shel | #chnod u+x support-files/ mysql.server
shel | #support-fil es/ nysql.server start

Dealing with '@HOSTNAME@ conmmand not found'

In recent versions of MySQL as of this writing, mysgl.server may spit out an error message along the
lines of '@HOSTNAME@ comrand not found'. This error is the result of a bug in the binary
distribution of MySQL for Linux, and can be easily remedied. Simply open mysgl.server in your
favourite text editor and find the single occurrence of the string GHOSTNAMVE@in the file. Replace it with
/ bi n/ host nane, to point to the program on your server that will output the machine's host name.
Save that change, shutdown MySQL again, and try starting it using mysql.server start. This time, it
should work.

Request the server's status using mysqgladmin as before to make sure it's running correctly.

All that's left to do is to set up your system to run mysql.server automatically at start-up (to launch the
server) and at shutdown (to terminate the server). This is a highly operating system-dependant task. If



you're not sure of how to do it, you'd be best to ask someone who knows. The following commands,
however, will do the trick for most versions of Linux:

shel | #cp /usr/ 1l ocal / nysqgl / support-files/mysql.server /etc/init.d/
shel | #cd /etc/init.d

shel | #chmod 755 nysql . server

shel | #cd /etc/rc2.d

shell#ln -s ../init.d/ nysql.server S99nysql
shel | #cd /etc/rc3.d

shell#ln -s ../init.d/ nysql.server S99nysql
shel | #cd /etc/rc5.d

shell#ln -s ../init.d/ nysql.server S99nysql
shel | #cd /etc/rc0.d

shell#ln -s ../init.d/ nysql.server KOlnysql

That's it! To test that this works, reboot your system and request the status of the server as before.

One final thing you might like to do for convenience's sake is to place the MySQL client programs, which
you'll use to administer your MySQL server later on, in the system path. To this end, you can place
symbolic links to mysql,mysgladmin, and mysgldump in your /usr/local/bin directory:

shell#ln -s /usr/local/mysql/bin/nmysql /usr/local/bin/msql
shel I #ln -s /usr/local/mysql/bin/nmysgl adm n
/usr/1ocal/bin/msqgl adm n

shell #ln -s [/usr/local/nysql/bin/nysqgl dunp
/usr/1ocal/bin/nmysqgl dunp

Installing PHP

As mentioned above, PHP is not really a program in and of itself. Instead, it's a plug-in module for your
Web server (probably Apache). There are actually three ways to install the PHP plug-in for Apache:

m As a CGl program that Apache runs every time it needs to process a PHP-enhanced Web page.
m As an Apache module compiled right into the Apache program.
m As an Apache module loaded by Apache each time it starts up.

The first option is the easiest to install and set up, but it requires Apache to launch PHP as a program on
your computer every time a PHP page is requested. This activity can really slow down the response time
of your Web server, especially if more than one request needsto be processed at a time.

The second and third options are almost identical in terms of performance, but since you're likely to have
Apache installed already, you'd probably prefer to avoid having to download, recompile, and reinstall it
from scratch. For this reason, we'll use the third option.

To start, download the PHP Complete Source Code package from http://iwww.php.net/. At the time of this
writing, PHP 4.x has become well-established as the version of choice; however, some old servers still use
PHP 3.x (usually because nobody has bothered to update it). I'll be covering the installation of PHP 4.3.0
here, so be aware that if you still work with PHP 3.x there may be some minor differences.

The file you downloaded should be called php-ver si on.tar.gz. To begin, we'll extract the files it contains
(theshel | %prompt is to represent that you can run these steps without being logged in as r oot ):

shell % ar xfz php-version.tar. gz
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shel | %€d php-version

To install PHP as a loadable Apache module, you'll need the Apache apxs program. This comes with
most versions of Apache, but if you're using the copy that was installed with your distribution of Linux, you
may need to install the Apache development RPM package to access Apache apxs. You should be able
to install this package by whatever means your software distribution provides. For example, on Debian
Linux, you can use apt-get to install it as follows (you'll have to log in as r oot first):

shel | #apt-get install apache-dev

By default, RedHat and Mandrake will install the program as /usr/sbin/apxs, so if you see this file, you
know it's installed.

For the rest of the install procedure, you'll need to be logged in as the root user so you can make changes
to the Apache configuration files.

The next step is to configure the PHP installation program by telling it which options you want to enable,
and where it should find the programs it needs to know about (like Apache and MySQL). Unless you know
exactly what you're doing, simply type the command like this (all on one line):

shel | #./ configure --prefix=/usr/local/php --wth-apxs
--enabl e- magi c- quot es

Important If you're using Apache 2.0 or later, you need to type - - wi t h- apxs2 instead of - - wi t h- apxs
to enable support for Apache 2.0. As of this writing, this support is still experimental and is not
recommended for production sites. As a result of the ongoing work on this front, you may need
to download the latest pre-release (unstable) version of PHP to get it working with the latest
release of Apache 2.0, but it's worth trying the stable release version first.

For full instructions on how to download the latest pre-release version of PHP, see
http :/mvww.php .net/anoncvs.php.

Again, check for any error messages and install any files it identifies as missing. On Mandrake 8.0, for
example, it complained that the | ex command wasn't found. | searched for 'lex in the Mandrake package
list and it came up with f | ex, which it described as a program for matching patterns of text used in many
programs' build processes. Once that was installed, the configuration process went without a hitch. After
you watch several screens of tests scroll by, you'll be returned to the command prompt. The following two
commands will compile and then install PHP. Take a coffee break: this will take some time.

shel | #make
shel | #make i nstall

As of this writing, the make command often ends with a warning message about the function t enpnam
being dangerous (the exact wording will vary with your configuration), and is often mistaken as a sign that
the process has failed. Don't worry - the warning is normal, and you can safely proceed with make install.

Upon completion of make install, PHP is installed in /usr/local/php (unless you specified a different
directory with the - - pr ef i x option of the configure script above), with one important exception - its
configuration file, php.ini. PHP comes with two sample php.ini files called php.ini-dist and php.ini-
recommended. Copy these files from your installation work directory to the /usr/local/php/lib directory, then
make a copy of the php.ini-dist file and call it php.ini:

shel | #cp php.ini* [usr/local/php/lib/
shel | #cd /usr/ | ocal /php/lib
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shel | #cp php.ini-di st php.ini

You may now delete the directory from which you compiled PHP - it's no longer needed.

We'll worry about fine-tuning php.ini shortly. For now, we need to tweak Apache's configuration to make it
more PHP-friendly. Open your Apache httpd.conf configuration file (usually under /etc/apache/ or
/etc/httpd/ if you're using your Linux distribution's copy of Apache) in your favourite text editor.

Next, look for the line that begins with Di r ect or yl ndex. In certain distributions, this may be in a separate
file called commonhttpd.conf. This line tells Apache what file names to use when it looks for the default
page for a given directory. You'll see the usual index.html and so forth, but you need to add index.php,
index.php3, and index.phtml to that list if they're not there already:

Di rectoryl ndex index.htm ... index.php index.php3 index.phtm

Finally, go right to the bottom of the file (again, this should go in commonhttpd.conf if you have such a file)
and add these lines, to tell Apache which file extensions should be seen as PHP files:

AddType application/x-httpd-php .php .php3 .phtm

AddType application/ x-httpd-php-source . phps

That should do it! Save your changes and restart your Apache server. If all things go according to plan,
Apache should start up without any error messages. If you run into any trouble, the helpful folks in the
SitePoint Forums (myself included) will be happy to help.

[Bluntil recently, it used the var subdirectory.




Mac OS X Installation

As of version 10.2 (Jaguar), Mac OS X distinguishes itself by being the only consumer OS to install both
Apache and PHP as components of every standard installation. That said, the version of PHP provided is a
little out-of-date, and you'll need to install the MySQL database as well.

In this section, I'll briefly cover what's involved in setting up up-to-date versions of PHP and MySQL on Mac
OS X. Before doing that, however, I'll ask you to make sure that the Apache Web server built into your Mac
OS X installation is enabled.

1. Click to pull down the Apple menu.
2. Choose System Preferences from the menu.
3. Select Sharing from the System Preferences panel.

4. If the Sharing preference panel says Web Sharing Off, click the Start button to launch the Apache
Web server.

5. Extthe System Preferences program.

With this procedure complete, Apache will be automatically run at start-up on your system from now on.
You're now ready to enhance this server by installing PHP and MySQL!

Installing My SQL

Apple maintains a fairly comprehensive guide to installing MySQL on Mac OS X on its Mac OS X Internet
Developer site. In this section, I'll attempt to boil down this information to the essentials to permit you to get
started as quickly as possible.

First of all, if you happen to be running Mac OS X Server, MySQL is already installed for you. You can run
Applications/Utilities/MySQL Manager to access it. More likely, however, you are using the client version of
Mac OS X.

To install MySQL on the client version of Mac OS X, begin by downloading the Mac OS X 'pkg' format
installation package from http://www.entropy.ch/software/MacOSx/mysql/. As of this writing, that site is the
official source of MySQL for Mac OS X; however, MySQL AB (the developers of MySQL) have announced
that they plan to take over distribution of this version beginning in February 2003, very soon after this book
goes to print. You may, therefore, need to visit the download section of http://www.mysqgl.com/ to obtain an
up-to-date installation package (and possibly updated installation instructions) by the time you read this.

Download and unpack the mysgl-ver si on.pkg.tar.gz file to obtain the mysql-ver si on.pkg installation
file, then double-click it to install MySQL.

Now, unlike most .pkg installations, MySQL requires some further configuration before it's ready to run on
your system. Complete the following steps:

1. If you're running a version of Mac OS X older than 10.2 (Jaguar), you need to create a special user
on your system that can run the server securely (this is already done for you on Mac OS 10.2 or
later). To do this, open a Terminal window and type the following commands (don't type shel | %-
that's just there to represent the prompt displayed by the terminal):

shel | %sudo niutil -create / /groups/nmysql

shel | %sudo niutil -createprop / /groups/nysql gid 401
shel | %sudo niutil -create / /users/nysql

shel | %sudo niutil -createprop / /users/nysql gid 401

shel | %sudo niutil -createprop / /users/nysql uid 401
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This creates a new user called nysql as well as a new user group for that user, also called nysql .
You'll need to provide the administrator password for the first of these commands. Once the user is
created, assign it a password of your choice by typing this command:

shel | %sudo passwd nysql

2. Next, you need to initialize MySQL's databases. In a Terminal window, type the following commands
(and provide the administrator password if you are prompted):

shel | %d /usr/| ocal / nysql
shel | %sudo ./scripts/nysql __install _db

3. Finally, you must assign permissions to the mysq|l directory to prevent unauthorized access to it by
anyone except the mysql user:

shel | %sudo chown -R nysql /usr/local/nysql/*

4. With all the configuration done, you can launch the MySQL server with this command:

shel | %sudo /usr/local / mysqgl/bin/safe_mysqgld --user=nysql &

5. Presumably, you'll want your system to automatically launch the MySQL server at start-up. You can
download, extract, and run mysql-startupitem.pkg.tar.gz from
http :/Awww.entropy.ch/software/MacOSx/mysql/ to make this happen - that's all there is to it!

Installing PHP

As with MySQL, a Mac OS X version of PHP is not available from the official Website, but from a third
party. Again, Apple also maintains a Web page detailing the installation procedure (although in this case, it
is somewhat out of date).

Download the latest version of libphp4.so.tar.gz from http:/Awww.entropy.ch/software/macosx/php/. It may
be named libphp4.so-ver si on.tar.gz; if so, rename itto | i bphp4. so. t ar. gz before proceeding with
the following steps:

1. Double-click the downloaded file to extract libphp4.so onto your desktop.

2. Open a new Terminal window and type this command to move the file to the Apache configuration
directory:

shel | %sudo nv Desktop/|ibphp4.so /usr/libexec/httpd/

Provide the administrator password if you are prompted.

3. Go to the /etc/httpd directory and run the Apache module configuration program (apxs) to install or
upgrade to the new module with the following commands:

shel | %d /etc/httpd
shel | %sudo apxs -e -a -n php4 |libexec/httpd/libphp4.so
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4. Add a line telling Apache which file extensions to treat as PHP scripts to the httpd.conf configuration
file with the following command (which you must type all on one line):

shel | %echo ' echo "AddType application/x-httpd-php .php . php3"
>> [etc/httpd/ httpd.conf' | sudo sh -s'

5. Finally, restart Apache with the new PHP module in place:

shel | %sudo apachect| graceful

Mac OS X and Unix

Because Mac OS X is based on the BSD operating system, much of its internals work just like any other
Unix-like OS (e.g. Linux). From this point on in the book, owners of Mac OS X servers can follow the
instructions provided for Unix/Linux systems unless otherwise indicated. No separate instructions are
provided for Mac OS X unless they differ from those for other Unix-like systems.



Post-Installation Setup Tasks

No matter which operating system you're running, once PHP is installed and the MySQL server is in
operation, the very first thing you need to do is assign a root password for MySQL. MySQL lets only
authorized users view and manipulate the information stored in its databases, so you'll need to tell MySQL
who is an authorized user, and who isn't. When MySQL is first installed, it's configured with a user named
r oot that hasaccess to do pretty much any task without even entering a password. Your first task should
be to assign a password to the root user so that unauthorized users can't tamper with your databases.

It's important to realize that MySQL, just like a Web server or an FTP server, can be accessed from any
computer on the same network. If you're working on a computer connected to the Internet that means
anyone in the world could try to connect to your MySQL server! The need to pick a hard-to-guess
password should be immediately obvious!

To set a root password for MySQL, type the following command in the bin directory of your MySQL
installation:

mysql -u root mysql

This command connects you to your newly-installed MySQL server as ther oot user, and chooses the
mysql database. After a few lines of introductory text, you should see the MySQL command prompt
(mysqgl >). To assign a password to the r oot user, type the following three commands (pressing Enter
after each one):

mysql >SET PASSWORD FOR r oot @ ocal host =PASSWORD( " new passwor d") ;
Query OK, 0 rows affected (0.00 sec)

mysql >SET PASSWORD FOR r oot @ % =PASSWORD( " new passwor d");

Query OK, 0 rows affected (0.00 sec)

nysql >FLUSH PRI VI LEGES;

Query OK, 0 rows affected (0.00 sec)

Be sure to replace both instances of new passwor d with the password you want to assign to your r oot
user. The first command sets the password required when connecting from the machine on which the
server is running; the second sets the password for all other connections.

With that done, disconnect from MySQL with the qui t command:

mysql >qui t
Bye

Now, to try out your new password, at the system command prompt again, request that the MySQL server
tell you its current status:

mysqladmin -u root -p status

Enter your new password when prompted. You should see a brief message that provides information
about the server and its current status. The - u r oot argument tells the program that you want to be
identified as the MySQL user called r oot . The - p argument tells the program to prompt you for your
password before it tries to connect. The st at us argument just tells it that you're interested in viewing the
system status.

If at any time you want to shut down the MySQL server, you can use the command below. Notice the same
-u root and - p arguments as before:



nmysgl adnmn -u root -p shutdown

With your MySQL database system safe from intrusion, all that's left is to configure PHP. To do this, we'll
use a text file called php.ini. If you installed PHP under Windows, you should already have copied php.ini
into your Windows directory. If you installed PHP under Linux using the instructions above, you should
already have copied php.ini into the PHP lib folder (/usr/local/php/lib), or wherever you chose to put it.

Nophp.ini on Mac OS X?

Mac OS X distributions of PHP don't come with a php. i ni file by default; you can usually just let it
use its own default settings. If you're happy to do this, you can go ahead and skip the rest of this
section. If not, you can pinch a copy of php.ini-dist from the Windows Binary distribution at
http://www.php.net/, rename it to php.ini, and place it in /usr/local/lib (which you may have to create).

Openphp.ini in your favourite text editor and have a glance through it. Most of the settings are pretty well
explained, and most of the default settings are just fine for our purposes. Just check to make sure that
your settings match these:

regi ster_globals = Of
magi c_quotes_gpc = On
doc_root = the root docunent folder of your Web serverl8l
extension_dir = the directory where you installed PHPLZ

Save the changes to php.ini, and then restart your Web server. To restart Apache under Linux, log in as
r oot and type this command:

shel | #apachect| gracef ul

You're done! Now you just need to test to make sure everything's working (see "Your First PHP Script").
[EIThe "root document folder" of a Web server is the folder on the server computer where you must place
a file to make it available in the root of your Website. On IS servers, this is usually c:\inetpub\Wwwwroot,
unless you have specifically set it to something else. On Apache servers, this is often the htdocs folder in
the Apache installation directory unless you set it to something else yourself. Many Unix distributions use
other locations when installing their packaged version of Apache; examples include /var/www and
/home/httpd.

[[ysuallyc:\php on Windows, and / usr/ | ocal / php on Unix.
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If Your Web Host Provides PHP and MySQL

If the host that provides you with Web space has already installed and set up MySQL and PHP for you and
you just want to learn how to use them, there really isn't a lot you need to do. Now would be a good time to
get in touch with your host and request any information you may need to access these services.

Specifically, you'll need a user name and password to access the MySQL server they've set up for you.
They'll probably have provided an em pty database for you to use as well, which prevents you from
interfering with the databases of other users who share the same MySQL server, and you'll want to know
the name of your database.

There are two ways you can access the MySQL server directly. Firstly, you can use telnet or secure shell
(SSH) to log in to the host. You can then use the MySQL client programs (mysgl,mysqgladmin,mysqgldump)
installed there to interact with the MySQL server directly. The second method is to install those client
programs onto your own computer, and have them connect to the MySQL server. Your Web host may
support one, both, or neither of these methods, so you'll need to ask.

If your host allows you to log in by telnet or SSH to do your work, you'll need a user name and password
for the login, in addition to those you'll use to access the MySQL server (they can be different). Be sure to
ask for both sets of information.

If they support remote access to the MySQL server, you'll want to download a program that lets you
connect to, and interact with, the server. This book assumes you've downloaded from

http :/mvww.mysgl.com/ a binary distribution of MySQL that includes the three client programs (mysq|l,
mysgladmin, and mysgldump). Free packages are available for Windows, Linux and other operating
systems. Installation basically consists of finding the three programs and putting them in a convenient
place. The rest of the package, which includes the MySQL server, can be freely discarded. If you prefer a
more graphical interface, download something like MySQLGUI. I'd really recommend getting comfortable
with the basic client programs first, though, as the commands you use with them will be similar to those
you'll include in your PHP scripts to access MySQL databases.

Many less expensive Web hosts these days support neither telnet/SSH access, nor direct access to their
MySQL servers. Instead, they normally provide a management console that allows you to browse and edit
your database through your Web browser (though some actually expect you to install one yourself, which
I'll cover briefly in "Getting Started with MySQL"). Although this is a fairly convenient and not overly
restrictive solution, it doesn't help you learn. Instead, I'd recommend you install a MySQL server on your
own system to experiment with, especially in the next chapter. Once you're comfortable working with your
learning server, you can start using the server provided by your Web host with the Web-based
management console. See the previous sections for instructions on installing MySQL under Windows,
Linux, and Mac OS X.



http://www.mysql.com/

Your First PHP Script

It would be unfair of me to help you get everything installed and not even give you ataste of what a PHP-
driven Web page looks like until "Getting Started with PHP", so here's a little something to whet your
appetite.

Open up your favourite text or HTML editor and create a new file called today.php. Windows users should
note that, to save a file with a . php extension in Notepad, you'll need to either select All Files as the file
type, or surround the file name with quotes in the Save As dialogue; otherwise, Notepad will helpfully save
the file as today.php.txt, which won't work. Mac OS users are advised not to use TextEdit to edit .php files,
as it saves them in Rich Text Format with an invisible .rtf file name extension. Learn to use the vi editor in a
Terminal window or obtain an editor that can save . php files as plain text.

Whichever editor you use, type this into the file:

<htm >

<head>

<title>Today's Date</title>

</ head>

<body>

<p>Today's Date (according to this Wb server) is
<?php

echo( date('l, FdS Y.") );

?></ p>
</ body>
</htm >

If you prefer, you can download this file along with the rest of the code in this book in the code archive. See
the"Introduction" for details on how to download the archive.

Save this material, and place it on your Website as you would any regular HTML file, then view it in your
browser. Note that if you view the file on your own machine, you cannot use the File,Open feature of your
browser, because your Web server must intervene to interpret the PHP code in the file. Instead, you must
move the file into the root document folder of your Web server software (e.g. C:\inetpub\wwwroot\ in IIS, or
C:\Apache Group\Apache\htdocs\ in Apache for Windows), then load it into your browser by typing
http://1 ocal host/t oday. php. This process allows the Web server to run the PHP code in the file
and replace it with the date before it's sent to the Web browser. "Output of today.php" shows what the
output should look like.

A Today's Date - Microsoft Internet Explorer E]@

File Edit W“iew Favorites Tools Help

Address @ hikp v, webmasterbase, comfexamples/today | Go

Today's Date (according to this Web server) 13 MMonday,
June 11th 2001

@ Done a Inkernet

Output of today.php


http://localhost/today.php

Pretty neat, huh? If you use the View Source feature in your browser, all you'll see is a regular HTML file
with the date in it. The PHP code (everything between <?php and ?> in the code above) has been
interpreted by the Web server and converted to normal text before it's sent to your browser. The beauty of
PHP, and other server-side scripting languages, is that the Web browser doesn't have to know anything
about it - the Web server does all the work!

And don't worry too much about the exact code | used in this example. Before too long you'll know it like
the back of your hand.

If you don't see the date, then something is wrong with the PHP support in your Web server. Use View
Source in your browser to look at the code of the page. You'll probably see the PHP code there in the
page. Since the browser doesn't understand PHP, it just sees <?php ... ?>asonelong, invalid HT ML
tag, which it ignores. Make sure that PHP support has been properly installed on your Web server, either in
accordance with the instructions provided in previous sections of this chapter, or by your Web host.



Summary

You should now have everything you need to get MySQL and PHP installed on your Web Server. If the
little example above didn't work (for example, if the raw PHP code appeared instead of the date),
something went wrong with your setup procedure. Drop by the SitePoint Forums and we'll be glad to help
you figure out the problem!

In"Getting Started with MySQL", you'll learn the basics of relational databases and get started working
with MySQL. If you've never even touched a database before, | promise you it'll be a real eye opener!




Chapter 2: Getting Started with MySQL

In"Installation”, we installed and set up two software programs: PHP and MySQL. In this chapter, we'll
learn how to work with MySQL databases using Structured Query Language (SQL).

An Introduction to Databases

As I've already explained, PHP is a server-side scripting language that lets you insert into your Web pages
instructions that your Web server software (be it Apache, IIS, or whatever) will execute before it sends
those pages to browsers that request them. In a brief example, | showed how it was possible to insert the
current date into a Web page every time it was requested.

Now that's all well and good, but things really get interesting when a database is added to the mix. A
database server (in our case, MySQL) is a program that can store large amounts of information in an
organized format that's easily accessible through scripting languages like PHP. For example, you could
tell PHP to look in the database for a list of jokes that you'd like to appear on your Website.

In this example, the jokes would be stored entirely in the database. The advantages of this approach
would be twofold. First, instead of having to write an HTML file for each of your jokes, you could write a
single PHP file that was designed to fetch any joke out of the database and display it. Second, adding a
joke to your Website would be a simple matter of inserting the joke into the database. The PHP code
would take care of the rest, automatically displaying the new joke along with the others when it fetched the
list from the database.

Let's run with this example as we look at how data is stored in a database. A database is composed of one
or more tables, each of which contains a list of things. For our joke database, we'd probably start with a
table called Jokes that would contain a list of jokes. Each table in a database has one or more columns, or
fields. Each column holds a certain piece of information about each item in the table. In our example, our
Jokes table might have columns for the text of the jokes, and the dates on which the jokes were added to
the database. Each joke that we stored in this table would then be said to be a row in the table. These
rows and columns form a table that looks like "Structure of a typical database tabletables structural
overview".

Column Column Column
1 1 1
JokeText JokeDate
Row = 1 Why did the 2000-04-01
chicken...?
Row = 2 "Knock-knock!" 2000-02-22

"Whao's there ?"

Structure of a typical database table

Notice that, in addition to columns for the joke text (JokeText) and the date of the joke (JokeDate), |
included a column named ID. As a matter of good design, a database table should always provide a way
to identify uniquely each of its rows. Since it's possible that a single joke could be entered more than once
on the same date, the JokeText and JokeDate columns can't be relied upon to tell all the jokes apart. The
function of the ID column, therefore, is to assign a unique number to each joke, so we have an easy way to
refer to them, and to keep track of which joke is which. Such database design issues will be covered in
greater depth in "Relational Database Design".

So, to review, the above is a three-column table with two rows, or entries. Each row in the table contains
three fields, one for each column in the table: the joke's ID, its text, and the date of the joke. With this basic
terminology under our belts, we're ready to get started with MySQL.






Logging On to MySQL

The standard interface for working with MySQL databases is to connect to the MySQL server software
(which you set up in "Installation") and type commands one at atime. To make this connection to the
server, you'll need the MySQL client program. If you installed the MySQL server software yourself, either
under Windows or under some brand of UNIX, you already have this program installed in the same
location as the server program. Under Linux, for example, the program is called mysql and is located by
default in the /usr/local/mysql/bin directory. Under Windows, the program is called mysgl.exe and is
located by default in the C:\mysql\bin directory.

If you didn't set up the MySQL server yourself (if, for example, you'll be working on your Web host's
MySQL server), there are two ways to connect to the MySQL server. The first is to use Telnet or a Secure
Shell (SSH) connection to log into your Web host's server, and then run mysql from there. The second is
to download and install the MySQL client software from http:/imwww.mysgl.com/ (available free for Windows
and Linux) on your own computer, and use it to connect to the MySQL server over the Internet. Both
methods work well, and your Web host may support one, the other, or both — you'll need to ask.

Warning Many Web hosts do not allow direct access to their MySQL servers over the Internet for
security reasons. If your host has adopted this policy (you'll have to ask them if you're not
sure), installing the MySQL client software on your own computer won't do you any good.
Instead, you'll need to install a Web-based MySQL administration script onto your site.
phpMyAdmin is the most popular one available; indeed, many Web hosts will configure your
account with a copy of phpMyAdmin for you.

While Web-based MySQL administration systems provide a convenient, graphical interface
for working with your MySQL databases, it is still important to learn the basics of MySQL's
command-line interface. The commands you use in this interface are the very same
commands you'll have to include in your PHP code later in this book. | therefore recommend
going back to "Installation" and installing MySQL on your own computer so you can
complete the exercises in this chapter before getting comfortable with your Web-based
administration interface.

Whichever method and operating system you use, you'll end up at a command line, ready to run the
MySQL client program and connect to your MySQL server. Here's what you should type:

mysql -h hostnane —-u usernanme -p

You need to replace host nane with the host name or IP address of the computer on which the MySQL
server is running. If the client program is run on the same computer as the server, you can actually leave
off the - hhost nane part of the command instead of typing - h | ocal host or—h 127.0.0. 1.

user name should be your MySQL user name. If you installed the MySQL server yourself, this will just be
r oot . If you're using your Web host's MySQL server, this should be the MySQL user name they assigned
you.

The- p argument tells the program to prompt you for your password, which it should do as soon as you
enter the command above. If you set up the MySQL server yourself, this password is the root password
you chose in "Installation”. If you're using your Web host's MySQL server, this should be the MySQL
password they gave you.

If you typed everything properly, the MySQL client program will introduce itself and then dump you on the
MySQL command line:

nysql >

Now, the MySQL server can actually keep track of more than one database. This allows a Web host to set
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up a single MySQL server for use by several of its subscribers , for example. So your next step should be
to choose a database with which to work. First, let's retrieve a list of databases on the current server. Type
this command (don't forget the semicolon!), and press Enter.

mysql >SHOW DATABASES;

MySQL will show you a list of the databases on the server. If this is a brand new server (i.e. if you installed
this server yourself in Chapter 1), the list should look like this:

Fomm e e oo - +
| Dat abase |
Fomm e e oo - +
| nysal I
| test |
Fomm e e oo - +

2 rows in set (0.11 sec)

The MySQL server uses the first database, called mysq|, to keep track of users, their passwords, and what
they're allowed to do. We'll steer clear of this database for the time being, and come back to it in "MySOL
Administration” when we discuss MySQL Administration. The second database, called test, is a sample
database. You can actually get rid of this database. | won't be referring to it in this book, and we'll create
our own example database momentarily. Deleting something in MySQL is called "dropping" it, and the
command for doing so is appropriately named:

mysql >DROP DATABASE t est ;

If you type this command and press Enter, MySQL will obediently delete the database, saying "Query OK"
in confirmation. Notice that you're not prompted with any kind of "are you sure?" message. You have to be
very careful to type your commands correctly in MySQL because, as this example shows, you can
obliterate your entire database—along with all the information it contains—with one single command!

Before we go any further, let's learn a couple of things about the MySQL command line. As you may have
noticed, all commands in MySQL are terminated by a semicolon (; ). If you forget the semicolon, MySQL

will think you haven't finished typing your command, and will let you continue to type on another line:

nmysql >SHOW
- >DATABASES;

MySQL shows you that it's waiting for you to type more of your command by changing the prompt from
mysqgl > to - >. For long commands, this can be handy, as it allows you to spread your commands out

over several lines.
If you get halfway through a command and realize you made a mistake early on, you may want to cancel
the current command entirely and start over from scratch. To do this, type \ ¢ and press Enter:

nysqgl >DROP DATABASE\ ¢
nysql >

MySQL will completely ignore the command you had begun to type, and will go back to the prompt to wait
for another command.

Finally, if at any time you want to exit the MySQL client program, just type qui t or exi t (either one will
work). This is the only command that doesn't need a semicolon, but you can use one if you want to.



mysql >qui t
Bye



So what's SQL?

The set of commands we'll use to tell MySQL what to do for the rest of this book is part of a standard
calledStructured Query Language, or SQL (pronounced either "sequel” or "ess-cue-ell" — take your
pick). Commands in SQL are also called queries (I'll use these two terms interchangeably in this book).

SQL is the standard language for interacting with most databases, so even if you move from MySQL to a
database like Microsoft SQL Server in the future, you'll find that most of the commands are identical. It's
important that you understand the distinction between SQL and MySQL. MySQL is the database server
software that you're using. SQL isthe language that you use to interact with that database.



Creating a Database

Those of you who are working on your Web host's MySQL server have probably already been assigned a
database with which to work. Sit tight, we'll get back to you in a moment. Those of you running a MySQL
server that you installed yourselves will need to create your own database. It's just as easy to create a
database as it is to delete one:

mysql >CREATE DATABASE | okes;

| chose to name the database jokes, because that fits with the example we're using. Feel free to give the
database any name you like, though. Those of you working on your Web host's MySQL server will
probably have no choice in what to name your database, since it will usually already have been created for
you.

Now that we have a database, we need to tell MySQL that we want to use it. Again, the command isn't too
hard to remember:

mysql >USE j okes;

You're now ready to use your database. Since a database is empty until you add some tables to it, our first
order of business will be to create a table that will hold our jokes.



Creating a Table

The SQL commands we've encountered so far have been reasonably simple, but as tables are so flexible,
it takes a more complicated command to create them. The basic form of the command is as follows:

mysql >CREATE TABLE t abl e_nane (
-> colum_1 nane colum_1 typecolum_1 details,
-> colum_2 _nane colum_2 typecolum_2 details,
->
->);

Let's return to our example Jokes table. Recall that it had three columns: ID (a number), JokeText (the text
of the joke), and JokeDate (the date the joke was entered). The command to create this table looks like
this:

mysql >CREATE TABLE Jokes (
-> | D INT NOT NULL AUTO | NCREMENT PRI MARY KEY,
-> JokeText TEXT,
-> JokeDat e DATE NOT NULL
->);

It looks pretty scary, huh? Let's break it down:
m The first line is fairly simple: it says that we want to create a new table called Jokes.

m The second line says that we want a column called ID that will contain an integer (I NT), thatis, a
whole number. The rest of this line deals with special details for this column. First, this column is not
allowed to be left blank (NOT NULL). Next, if we don't specify any value in particular when we add a
new entry to the table, we want MySQL to pick a value that is one more than the highest value in the
table so far (AUTO_I NCREMENT). Finally, this column is to act as a unique identifier for the entries in
this table, so all values in this column must be unique (PRI MARY KEY).

m The third line is super-simple; it says that we want a column called JokeT ext, which will contain text
(TEXT).

m The fourth line defines our last column, called JokeDate, which will contain data of type DATE, and
which cannot be left blank (NOT NULL).

Note that, while you're free to type your SQL commands in upper or lower case, a MySQL server running
on a UNIX-based system will be case-sensitive when it comes to database and table names, as these
correspond to directories and files in the MySQL data directory. Otherwise, MySQL is completely case-
insensitive, but for one exception: table, column, and other names must be spelled exactly the same when
they're used more than once in the same command.

Note also that we assigned a specific type of data to each column we created. ID will contain integers,
JokeText will contain text, and JokeDate will contain dates. MySQL requires you to specify a data type for
each column in advance. Not only does this help keep your data organized, but it allows you to compare
the values within a column in powerful ways, as we'll see later. For a complete list of supported MySQL
data types, see "MySOQL Column Types".

Now, if you typed the above command correctly, MySQL will respond with Query OK and your first table
will be created. If you made a typing mistake, MySQL will tell you there was a problem with the query you
typed, and will try to give you some indication of where it had trouble understanding what you meant.

For such a complicated command, Query OK is a pretty boring response. Let's have a look at your new



table to make sure it was created properly. Type the following command:

mysql >SHOW TABLES;

The response should look like this:

o m e e e e e oo - +
| Tables in jokes |
o m e e e e e oo - +
| Jokes |
o m e e e e e oo - +

1 rowin set

This is a list of all the tables in our database (which | named jokes above). The list contains only one table:
the Jokes table we just created. So far everything looks good. Let's have a closer look at the Jokes table
itself:

mysql >DESCRI BE Jokes;

Fomm e o - Fomm e oo - Fomm e o - . Fom e e e e o - e e e e e e oo - +
| Field | Type | Null | Key | Default | Extra |
Fomm e o - Fomm e oo - Fomm e o - . Fom e e e e o - e e e e e e oo - +
| ID | int(11) | | PRI | NULL | auto_increnment |
| JokeText | text | YES | | NULL | |
| JokeDate | date | | | 0000-00-00 | |
Fomm e o - Fomm e oo - Fomm e o - . Fom e e e e o - e e e e e e oo - +

3 rows in set

As we can see, there are three columns (or fields) in this table, which appear as the 3 rows in this table of
results. The details are somewhat cryptic, but if you look at them closely for a while you should be able to
figure out what most of them mean. Don't worry about it too much, though. We've got better things to do,
like adding some jokes to our table!

We need to look at just one more thing before we get to that, though: deleting a table. This task is as
frighteningly easy as deleting a database. In fact, the command is almost identical:

mysql >DROP TABLE t abl eNane;



Inserting Datainto a Table

Our database is created and our table is built; all that's left is to put some actual jokes into our database.
The command for inserting data into our database is called, appropriately enough, | NSERT. There are two

basic forms of this command:

mysql > NSERT | NTO t abl e_nanme SET
-> col umNanmel = val uel,
-> col umName2 = val ue2,
-> L.
->;

nmysql >I NSERT | NTO t abl e_nane
-> (col umNanel, col umNanme2, .. .)
-> VALUES (val uel, value2, ...);

So, to add a joke to our table, we can choose from either of these commands:

mysql >1 NSERT | NTO Jokes SET
->JokeText = "Why did the chicken cross the road? To get to
"> the other side!",
->JokeDate = "2000-04-01";

nmysql >1 NSERT | NTO Jokes
->(JokeText, JokeDate) VALUES (
->"Why did the chicken cross the road? To get to the other
"> sidel",
->"2000- 04- 01"
- >),

Note that in the second form of the | NSERT command, the order in which you list the columns must match
the order in which you list the values. Otherwise, the order of the columns doesn't matter, as long as you
give values for all required fields. Now that you know how to add entries to a table, let's see how we can
view those entries.



Viewing Stored Data

The command we use to view data stored in your database tables, SELECT, is the most complicated
command in the SQL language. The reason for this complexity is that the chief strength of a database is its
flexibility in data retrieval and presentation. As, at this point in our experience with databases, we need only
fairly simple lists of results, we'll just consider the simpler forms of the SELECT command. This command
will list everything stored in the Jokes table:

mysql >SELECT * FROM Jokes;

Read aloud, this command says "select everything from Jokes". If you try this command, your results will
resemble this:

o m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e ema oo
------------ o m e e e - -+
| ID| JokeText

| JokeDate |
o m e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e ema oo
------------ o m e e e - -+

| 1| Wiy did the chicken cross the road? To get to the
ot her side! | 2000-04-01 |

1 rowin set (0.05 sec)

It looks a little disorganised because the text in the JokeText column is too long for the table to fit properly
on the screen. For this reason, you might want to tell MySQL to leave out the JokeText column. The
command for doing this is as follows:

mysqgl >SELECT I D, JokeDate FROM Jokes;

This time instead of telling it to "select everything”, we told it precisely which columns we wanted to see.
The results look like this:

T +
| ID| JokeDate |
T +
| 1 | 2000-04-01 |
T +

1 rowin set (0.00 sec)

Not bad, but we'd like to see at least some of the joke text, wouldn't we? In addition to listing the columns
that we want the SELECT command to show us, we can modify those columns with functions. One
function, called LEFT, lets us tell MySQL to display up to a specified maximum number of characters
when it displays a column. For example, let's say we wanted to see only the first 20 characters of the
JokeText column:

nmysqgl >SELECT | D, LEFT(JokeText, 20), JokeDate FROM Jokes;

om e e e ee oo Fom e me e oo o +
| 1D | LEFT(JokeText, 20) | JokeDate |
om e e e ee oo Fom e me e oo o +
| 1 | Wy did the chicken | 2000-04-01 |
om e e e ee oo Fom e me e oo o +

1 rowin set (0.05 sec)



See how that worked? Another useful function is COUNT, which simply lets us count the number of results
returned. So, for example, if we wanted to find out how many jokes were stored in our table, we could use
the following command:

mysql >SELECT COUNT(*) FROM Jokes;

Fommm e o +
| COUNT(*) |
Fommm e o +
| 1 |
Fommm e o +

1 rowin set (0.06 sec)

As you can see, we have just one joke in our table. So far, all our examples have fetched all the entries in
the table. But if we add what's called a WHERE clause (for reasons that will become obvious in a
moment) to a SELECT command, we can limit which entries are returned as results. Consider this

example:

mysql >SELECT COUNT(*) FROM Jokes WHERE JokeDate >= "2000-01-01";

This query will count the number of jokes that have dates "greater than or equal to" January 1st, 2000.
"Greater than or equal to", when dealing with dates, means "on or after". Another variation on this theme
lets you search for entries that contain a certain piece of text. Check out this query:

mysql >SELECT JokeText FROM Jokes WHERE JokeText LIKE "%hi ckend% ;

This query displays the text of all jokes that contain the word "chicken" in their JokeText column. The LI KE

keyword tells MySQL that the named column must match the given pattern. In this case, the pattern we've
used is" %chi cken% . The %signs here indicate that the word "chicken" may be preceded and/or

followed by any string of text.

Additional conditions may also be combined in the WHERE clause to further restrict results. For example, to
display knock-knock jokes from April 2000 only, we could use the following query:

mysql >SELECT JokeText FROM Jokes VWHERE
->JokeText LIKE "%nock% AND
->JokeDat e >= "2000-04- 01" AND
->JokeDat e < "2000-05-01";

Enter a few more jokes into the table and experiment with SELECT statements a little. A good familiarity
with the SELECT statement will come in handy later in this book.

There's a lot more you can do with the SELECT statement, but we'll save looking at some of its more
advanced features for later, when we need them.



Modifying Stored Data

Having entered your data into a database table, you might like to change it. Whether you want to correct a
spelling mistake, or change the date attached to ajoke, such alterations are made using the UPDATE
command. This command contains elements of the | NSERT command (that set column values) and of
theSELECT command (that pick out entries to modify). The general form of the UPDATE command is as

follows:

mysql >UPDATEt abl e_nanme SET
-> col _nanme = new_val ue, ...
- >WHEREcondi ti ons;

So, for example, if we wanted to change the date on the joke we entered above, we'd use the following
command:

mysql >UPDATE Jokes SET JokeDat e="1990-04-01" WHERE | D=1;

Here's where that | D column comesin handy. It allows us to easily single out a joke for changes. The
VWHERE clause here works just like it does in the SELECT command. This next command, for example,
changesthe date of all entries that contain the word "chicken":

mysql >UPDATE Jokes SET JokeDat e="1990- 04-01"
- >WHERE JokeText LIKE "%hi cken% ;



Deleting Stored Data

The deletion of entries in SQL is dangerously easy, which, if you haven't noticed yet, is a recurring theme.
Here's the command syntax:

mysql >DELETE FROM t abl e_name VWHERE condi t ons;

So to delete all chicken jokes from your table, you'd use the following query:

mysql >DELETE FROM Jokes WHERE JokeText LIKE "%hi cken% ;

One thing to note is that the WHERE clause is actually optional. You should be very careful, however, if you
leave it off, as the DELETE command will then apply to all entries in the table. This command will empty
the Jokes table in one fell swoop:

mysqgl >DELETE FROM Jokes;

Scary, huh?



Summary

There's a lot more to the MySQL database system and the SQL language than the few basic commands
we've looked at here, but these commands are by far the most commonly used. So far we've only worked
with a single table. To realize the true power of arelational database, we'll also need to learn how to use
multiple tables together to represent potentially complex relationships between database entities.

We'll cover all this and more in "Relational Database Design", where we'll discuss database design
principles, and look at some more advanced examples. For now, though, we've accomplished our
objective, and you can comfortably interact with MySQL using the command line interface. In "Getting
Started with PHP", the fun continues as we delve into the PHP server-side scripting language, and use it to
create dynamic Web pages. If you like, you can practice with MySQL a little before you move on, by
creating a decent-sized Jokes table - this knowledge will come in handy in "Publishing MySQL Data on the
Web"!




Chapter 3: Getting Started with PHP

In"Getting Started with MySQL", we learned how to use the MySQL database engine to store a list of jokes
in a simple database (composed of a single table named Jokes). To do so, we used the MySQL
command-line client to enter SQL commands (queries). In this chapter, we'll introduce the PHP server-
side scripting language. In addition to the basic features we'll explore here, this language has full support
for communication with MySQL databases.

Introducing PHP

As we've discussed previously, PHP is a server-side scripting language. This concept is not obvious,
especially if you're used to designing pages with just HTML and JavaScript. A server-side scripting
language is similar to JavaScript in many ways, as they both allow you to embed little programs (scripts)
into the HTML of a Web page. When executed, such scripts allow you to control what will actually appear
in the browser window with more flexibility than is possible using straight HTML.

The key difference between JavaScript and PHP is simple. JavaScript is interpreted by the Web browser
once the Web page that contains the script has been downloaded. Meanwhile, server-side scripting
languages like PHP are interpreted by the Web server before the page is even sent to the browser. And,
once it's interpreted, the results of the script replace the PHP code in the Web page itself, so all the
browser sees is a standard HTML file. The script is processed entirely by the server, hence the
designation: server-side scripting language.

Let's look back at the today.php example presented in "Installation”:

<htm >

<head>

<title>Today's Date</title>

</ head>

<body>

<p>Today's Date (according to this Wb server) is
<?php

echo( date("l, FdS VY.") );

?></ p>
</ body>
</ htm >

Most of thisis plain HTML. The line between <?php and ?>, however, is written in PHP. <?php means
"begin PHP code", and ?> means "end PHP code". The Web server is asked to interpret everything
between these two delimiters, and to convert it to regular HTML code before it sends the Web page to the
requesting browser. The browser is presented with something like this:

<htm >

<head>

<title>Today's Date</title>

</ head>

<body>

<p>Today's Date (according to this Wb server) is
Wednesday, May 30th 2001. </ p>

</ body>

</htm >

Notice that all signs of the PHP code have disappeared. In its place, the output of the script has appeared,
and looks just like standard HTML. This example demonstrates several advantages of server-side
scripting:



m No browser compatibility issues. PHP scripts are interpreted by the Web server and nothing else, so
you don't have to worry about whether the language you're using will be supported by your visitors'
browsers.

m Access to server-side resources. In the above example, we placed the date according to the Web
server into the Web page. If we had inserted the date using JavaScript, we would only be able to
display the date according to the computer on which the Web browser was running. Now, while this
isn't an especially impressive example of the exploitation of server-side resources, we could just as
easily have inserted some other information that would be available only to a script running on the
Web server. An example might be information stored in a MySQL database that runs on the Web
server computer.

m Reduced load on the client. JavaScript can slow significantly the display of a Web page on slower
computers, as the browser must run the script before it can display the Web page. With server-side
scripting, this burden is passed to the Web server machine.



Basic Syntax and Commands

PHP syntax will be very familiar to anyone with an understanding of C, C++, Java, JavaScript, Perl, or any
other C-derived language. A PHP script consists of a series of commands, or statements, each of which is
an instruction that the Web server must follow before it can proceed to the next. PHP statements, like
those in the above-mentioned languages, are always terminated by a semicolon (; ).

This is a typical PHP statement:
echo( "This is a <b>test</b>!" );

This statement invokes a built-in function called echo and passes it astring oftext: This is a

<b>t est </ b>! Built-in functions can be thought of as things that PHP knows how to do without us having
to spell out the details. PHP has a lot of built-in functions that let us do everything from sending email, to
working with information that's stored in various types of databases. The echo function, however, simply
takes the text that it's given, and places it into the HTML code of the page at the current location. Consider
the following (echo.php in the code package):

<ht m >

<head>

<title> Sinple PHP Exanple </title>

</ head>

<body>

<p><?php echo('This is a <b>test</b>!"); ?></p>
</ body>

</htm >

If you paste this code into a file called echo.php and place it on your Web server, a browser that views the
page will see this:

<htm >

<head>

<title> Sinple PHP Exanple </title>
</ head>

<body>

<p>This is a <b>test</b>!</p>

</ body>

</htm >

Notice that the string of text contained HT ML tags (<b> and </ b>), which is perfectly acceptable.

You may wonder why we need to surround the string of text with both parentheses (() ) and single quotes
(' '). Quotes are used to mark the beginning and end of strings of text in PHP, so their presence is fully
justified. The parentheses serve a dual purpose. First, they indicate that echo is a function that you want to
call. Second, they mark the beginning and end of a list of parameters that you wish to provide, in order to
tell the function what to do. In the case of the echo function, you need only provide the string of text that
you want to appear on the page. Later on, we'll look at functions that take more than one parameter, and
we'll separate those parameters with commas. We'll also consider functions that take no parameters at
all, for which we'll still need the parentheses, though we won't type anything between them.



Variables and Operators

Variables in PHP are identical to variables in most other programming languages. For the uninitiated, a
variable is a name given to an imaginary box into which any value may be placed. The following statement
creates a variable called $t est vari abl e (all variable names in PHP begin with a dollar sign) and
assigns it a value of 3:

$testvariable = 3;

PHP is a loosely typed language. This means that a single variable may contain any type of data, be it a
number, a string of text, or some other kind of value, and may change types over its lifetime. So the
following statement, if it appears after the statement above, assigns a hew value to our existing

$t est vari abl e. In the process, the variable changes type: where it used to contain a number, it now
contains a string of text:

$testvariable = "Three";

The equals sign we used in the last two statements is called the assignment operator, as it is used to
assign values to variables. Other operators may be used to perform various mathematical operations on
values:

$testvariable = 1 + 1; /'l Assigns a value of 2
$testvariable = 1 - 1; /'l Assigns a value of O
$testvariable = 2 * 2; /'l Assigns a value of 4
$testvariable = 2 / 2; /'l Assigns a value of 1

The lines above each end with a comment. Comments are a way to describe what your code is doing-they
insert explanatory text into your code, and tell the PHP interpreter to ignore it. Comments begin with / /
and they finish at the end of the same line. You might be familiar with / * */ style comments in other
languages-these work in PHP as well. Il be using comments throughout the rest of this book to help
explain what the code | present is doing.

Now, to get back to the four statements above, the operators we used are called the arithmetic operators,
and allow you to add, subtract, multiply, and divide numbers. Among others, there is also an operator that
sticks strings of text together, called the concatenation operator:

$testvariable = "H " . "there!";
/1l Assigns a value of "H there!"

Variables may be used almost anywhere that you use an actual value. Consider these examples:

$varl = ' PHP'; /'l Assigns a value of "PHP' to $varl
$var2 = 5; /1l Assigns a value of 5 to $var2
$var3 = $var2 + 1; /1 Assigns a value of 6 to $var3
$var2 = $varl; /1 Assigns a value of "PHP" to $var2
echo($var1l); /1 Qutputs "PHP"

echo( $var 2) ; /1 Qutputs "PHP"

echo( $var 3) ; /] Qutputs 6

echo($varl . ' rules!'); // Qutputs "PHP rules!"

echo("$varl rules!"); /1l Qutputs "PHP rules!"

echo(' $varl rules!'); /] Qutputs '$varl rules!’

Notice the last two linesin particular. You can include the name of a variable right inside a text string, and
have the value inserted in its place if you surround the string with double quotes. This process of
converting variable namesto their values is known in technical circles as variable interpolation. However,
as the last line demonstrates, a string surrounded with single quotes will not interpolate variable names
within the string.



Arrays

Anarray is a special kind of variable that contains multiple values. If you think of a variable as a box that
contains a value, then an array can be thought of as a box with compartments, where each compartment
is able to store an individual value.

The simplest way to create an array in PHP is with the built-in ar r ay function:
$nyarray = array('one', 2, 'three');

This code creates an array called $myar r ay that contains three values: ' one' ,2,and 't hree' . Just
like an ordinary variable, each space in an array can contain any type of value. In this case, the first and
third spaces contain strings, while the second contains a number,

To get at a value stored in an array, you need to know its index. Typically, arrays use numbers, starting
with zero, asindices to point to the values they contain. That is, the first value (or element) of an array has
index 0, the second has index 1, the third has index 2, and so on. In general, therefore, the index of the nth
element of an arrayis n-1. Once you know the index of the value you're interested in, you can get that
value by placing the index in square brackets following the array variable name:

echo($nyarray[0]); /] CQutputs "one"
echo($nyarray[1]); /1 Qutputs "2"
echo($nyarray[2]); /] CQutputs "three"

You can also use the index in square brackets to create new elements, or assign new values to existing
array elements:

$nyarray[1] = 'two'; /1 Assign a new val ue
$nyarray|[ 3] "four'; /]l Create a new el enent

You can add elements to the end of an array by using the assignment operator as usual, except with
empty square brackets following the variable name:

$nyarray[] = 'the fifth elenent';
echo($nyarray[4]); /] Qutputs "the fifth elenment”

Array indices don't always have to be numbers; that is just the most common choice. You can also use
strings as indices to create what is called an associative array. This type of array is called associative
because it associates values with meaningful indices. In this example, we associate a date with each of
three names:

$bi rt hdays[' Kevin'] = '1978-04-12";

$bi rt hdays[' Stephani e'] = '1980-05-16";

$bi rt hdays[' David'] = '1983-09-09';

Now if we want to know Kevin's birthday, we just look it up using the name as the index:
echo('My birthday is: ' . $birthdays['Kevin']);

This type of array is especially important when it comes to user interaction in PHP, as we'll see in the next
section. I'll also demonstrate other uses of arrays throughout this book.



User Interaction and Forms

For many applications of PHP, the ability to interact with users who view the Web page is essential.
Veterans of JavaScript tend to think in terms of event handlers, which let you react directly to the actions of
the user - for example, the movement of the mouse over a link on the page. Server-side scripting
languages such as PHP have a more limited scope when it comes to user interaction. As PHP code is
activated when a page is requested from the server, user interaction can occur only in a back-and-forth
fashion: the user sends requests to the server, and the server replies with dynamically generated pages.

The key to creating interactivity with PHP is to understand the technigues we can use to send information
about a user'sinteraction along with his or her request for a new Web page. PHP makes this fairly easy,
as we'll now see.

The simplest method we can use to send information along with a page request uses the URL query
string. If you've ever seen a URL with a question mark following the file name, you've witnessed this
technique in use. Let's look at an easy example. Create a regular HTML file called welcome1.html (no
.php file extension is required, since there will be no PHP code in this file) and insert this link:

<a href="wel conel. php?nane=Kevi n">Hi, |I' m Kevin! </ a>

This is a link to a file called welcome1.php, but as well as linking to the file, we're also passing a variable
along with the page request. The variable is passed as part of the query string, which is the portion of the
URL that follows the question mark. The variable is called name and its value is Kevi n. To restate, we
have created a link that loads welcomel.php, and informs the PHP code contained in the file that nanme
equalskevi n.

To really understand the results of this process, we need to look at welcomel.php. Create it as a new
HTML file, but this time note the .php extension - this tells the Web server that it can expect to interpret
some PHP code in the file. In the body of this new file, type:
<?php

$name = $_CET[' nane'];

echo( "Welcone to our Wbsite, $nane!" );
?>

Now, if you use the link in the first file to load this second file, you'll see that the page says "Welcome to
our Website, Kevin!"

PHP automatically creates an array variable called $_GET! that contains any values passed in the query
string.$_GET is an associative array, so the value of the name variable passed in the query string can be
accessed as$_GET[ ' nane' ] . Our script assigns this value to an ordinary PHP variable ($nane) and
then displays it as part of a text string using the echo function.

regi ster_gl obal s before PHP 4.2

In versions of PHP prior to 4.2, the r egi st er _gl obal s setting in php.ini was set to On by default.
This setting tells PHP to create automatically ordinary variables for all the values supplied in the
request. In the previous example, the $name = $_CGET[ ' nane' ] ; line is completely unnecessary if
ther egi st er _gl obal s setting were set to On, since PHP would do it automatically. Although the
convenience of this feature was one aspect of PHP that helped to make it such a popular language in
the first place, novice developers could easily leave security holes in sensitive scripts with it enabled.

For a full discussion of the issues surrounding r egi st er _gl obal s, see my article Write Secure
Scripts with PHP 4.2! at sitepoint.com.

You can pass more than one value in the query string. Let's look at a slightly more complex version of the
same example. Change the link in the HTML file to read as follows (this is welcome2.html in the code



archive):

<a href="wel cone2. php?first nane=Kevi n& ast nane=Yank" > Hi,
"' m Kevin Yank! </a>

This time, we'll pass two variables: fi r st nane and | ast nane. The variables are separated in the query
string by an ampersand (&). You can pass even more variables by separating each nane=val ue pair
from the next with an ampersand.

As before, we can use the two variable values in our welcome.php file (this is welcome2.php in the code
archive):
<?php

$firstname = $_CGET[' firstnane'];

$l astnanme = $_GET[' | astnane'];

echo( "Welcone to nmy Website, $firstnane $l astnane!" );
?>

This is all well and good, but we still have yet to achieve our goal of true user interaction, where the user
can actually enter arbitrary information and have it processed by PHP. To continue with our example of a
personalized welcome message, we'd like to allow the user to actually type his or her name and have it
appear in the message. To allow the user to type in a value, we'll need to use an HTML form.

Here's the code (welcome 3.html):

<f orm acti on="wel cone3. php" net hod="get">

First Name: <input type="text" nane="firstnanme" /><br />
Last Name: <input type="text" name="| astname" /><br />
<i nput type="submt" val ue="G0O' />

</fornp

Note Don't be alarmed at the slashes that appear in some of these tags (e.g. <br />). The new
XHTML standard for coding Web pages calls for these in any tag that does not have a closing
tag, which includes <i nput > and <br > tags, among others. Current browsers do not require
you to use the slashes, of course, but for the sake of standards-compliance, the HTML code in
this book will observe this recommendation. Feel free to leave the slashes out if you prefer - |
agree that they're not especially nice to look at.

This form has the exact same effect as the second link we looked at (with

firstname=Kevi n& ast name=Yank in the query string), except that you can enter whatever names
you like. When you click the submit button (which has a label of "GQO"), the browser will load
welcome3.php and automatically add the variables and their values to the query string for you. It retrieves
the names of the variables from the nane attributes of the i nput type="text" tags, and it obtains the
values from the information the user typed into the text fields.

Therret hod attribute of the f or mtag is used to tell the browser how to send the variables and their

values along with the request. A value of get (as used above) causes them to be passed in the query
string (and appear in PHP's $_GET array), but there is an alternative. It's not always desirable-or even
technically feasible-to have the values appear in the query string. What if we included a <t ext ar ea> tag
in the form, to let the user enter a large amount of text? A URL that contained several paragraphs of text in
the query string would be ridiculously long, and would exceed by far the maximum length of the URL in
today's browsers. The alternative is for the browser to pass the information invisibly, behind the scenes.
The code for this looks exactly the same, but where we set the form method to get in the last example,
here we setitto post (welcome4.html):

<form acti on="wel cone4. php" net hod="post">

First Nane: <input type="text" name="firstname" /><br />
Last Nane: <input type="text" nane="|astnane" /><br />
<i nput type="submit" val ue="G0" />

</ fornmp



As we're no longer sending the variables as part of the query string, they no longer appear in PHP's
$_CET array. Instead, they are placed in another array reserved especially for 'posted' form variables:
$_POsSTIZ. We must therefore modify welcome3.php to retrieve the values from this new array
(welcome4.php):
<?php

$firstname = $_POST[' firstname'];

$l astnanme = $_POST[' | ast nane' ];

echo( "Welcome to nmy Website, $firstnanme $l astnane!" );
2>

This form is functionally identical to the previous one. The only difference is that the URL of the page that's
loaded when the user clicks the "GO" button will not have a query string. On the one hand, this lets you
include large values, or sensitive values (like passwords) in the data that's submitted by the form, without
their appearing in the query string. On the other hand, if the user bookmarks the page that results from the
form's submission, that bookmark will be useless, asit doesn't contain the submitted values. This,
incidentally, is the main reason that search engines like Google use the query string to submit search
terms. If you bookmark a search results page on AltaVista, you can use that bookmark to perform the
same search again later, because the search terms are contained in the URL.

Sometimes, you want access to a variable without having to worry about whether it was sent as part of the
query string or a form post. In cases like these, the special $_REQUESTL] array comes in handy. It
contains all the variables that appear in both $_GET and $_PGOST. With this variable, we can modify
welcome4.php one more time so that it can receive the first and last names of the user from either source
(welcome5.php):
<?php

$firstname = $ REQUEST[' firstnane'];

$l astnanme = $ _REQUEST[' | ast nane' | ;

echo( "Welcone to nmy Website, $firstnane $l astnane!" );
?>

That covers the basics of using formsto produce rudimentary user interaction with PHP. I'll cover more
advanced issues and techniques in later examples.
Prior to PHP 4.1, this variable was called $HTTP_GET_VARS. This variable name remains in current

PHP versions for backwards compatibility. If your server has an older version of PHP installed, or if you're
writing a script that must be compatible with older versions, you should use $HTTP_GET_VARS instead of
$_CET.

[2IPrior to PHP 4.1, 'posted' form variables were available in the $HTTP_POST_VARS array. This array
remains available in current versions of PHP for backwards compatibility.

[Bl$ REQUEST is not available in versions of PHP prior to PHP 4.1.



Control Structures

All the examples of PHP code that we've seen so far have been either simple, one-statement scripts that
output a string of text to the Web page, or have been series of statements that were to be executed one
after the other in order. If you've ever written programs in any other languages (be they JavaScript, C, or
BASIC) you already know that practical programs are rarely so simple.

PHP, just like any other programming language, provides facilities that allow us to affect the flow of control
in a script. That is, the language contains special statements that permit you to deviate from the one-after-
another execution order that has dominated our examples so far. Such statements are called control
structures. Don't get it? Don't worry! A few examples will illustrate perfectly.

The most basic, and most often-used, control structure is the if-else statement. Here's what it looks like:
if ( condition ) {

/]l Statenent(s) to be executed if

/!l condition is true.
} else {

/1l (Optional) Statenent(s) to be

/'l executed if condition is fal se.

}

This control structure lets us tell PHP to execute one set of statements or another, depending on whether
some condition is true or false. If you'll indulge my vanity for a moment, here's an example that shows a
twist on the welcomel.php file we created earlier:

$nane = $_REQUEST[' nane'];

if ( $name == 'Kevin' ) {

echo( 'Welcone, oh glorious |eader!' );
} else {

echo( "Wel conme, $nane!" );
}

Now, if the nane variable passed to the page has a value of Kevi n, a special message will be displayed.
Otherwise, the normal message will be displayed and will contain the name that the user entered.

As indicated in the code structure above, the else clause (that part of the i f - el se statement that says
what to do if the condition is false) is optional. Let's say you wanted to display the special message above
only if the appropriate name was entered, but otherwise, you didn't want to display any message. Here's
how the code would look:
$name = $_REQUEST[' nane'];
if ( $nane == 'Kevin' ) {

echo( 'Wel cone, oh glorious |eader!' );

}

The== used in the condition above is the PHP equal-to operator that's used to compare two values to see

whether they're equal.

Important Remember to type the double-equals, because if you were to use a single equals sign you'd be
using the assignment operator discussed above. So, instead of comparing the variable to the
designated value, instead, you'd assign a new value to the variable (an operation which,
incidentally, evaluates as true). This would not only cause the condition always to be true, but
might also change the value in the variable you're checking, which could cause all sorts of
problems.

Conditions can be more complex than a single comparison for equality. Recall that we modified
welcomel.php to take a first and last name. If we wanted to display a special message only for a particular
person, we'd have to check the values of both names (welcome®6.php):

$firstname = $ REQUEST[' firstnane'];



$l astname = $_REQUEST[' | ast nane' | ;

if ( $firstname == 'Kevin' and $l astnane == 'Yank' ) {
echo( 'Wel cone, oh glorious |eader!' );
} else {
echo( "Welcome to my Website, $firstnane $l astnane!" );
}

This condition will be true if and only if $f i r st name has a value of Kevi n and $I ast nane has a value
ofYank. The word and in the above condition makes the whole condition true only if both of the
comparisons evaluate to true. Another such operator is or , which makes the whole condition true if one or
both of two simple conditions are true. If you're more familiar with the JavaScript or C forms of these
operators (&% and | | forand and or respectively), they work in PHP as well.

We'll look at more complicated comparisons as the need arises. For the time being, a general familiarity
with the i f - el se statement is sufficient.

Another often-used PHP control structure is the while loop. Where the i f - el se statement allowed us to
choose whether or not to execute a set of statements depending on some condition, the whi | e loop
allows us to use a condition to determine how many times we'll execute repeatedly a set of statements.
Here's what a whi | e loop looks like:

while ( condition ) {
/] statenent(s) to execute over
/1 and over as long as condition
/1l remains true

}

Thewhi | e loop works very similarlyto ani f - el se statement without an el se clause. The difference
arises when the condition is true and the statement(s) are executed. Instead of continuing the execution
with the statement that follows the closing brace (} ), the condition is checked again. If the condition is still
true, then the statement(s) are executed a second time, and a third, and will continue to be executed as
long as the condition remains true. The first time the condition evaluates false (whether it's the first time it's
checked, or the one-hundred-and-first), execution jumps immediately to the next statement following the
whi | e loop, after the closing brace.

Loops like these come in handy whenever you're working with long lists of things (such as jokes stored in a
database... hint-hint!), but for now we'll illustrate with a trivial example: counting to ten. This script is
available as count10.php in the code archive.

$count = 1;

while ($count <= 10) {
echo( "$count " );
$count ++;

}

It looks a bit frightening, | know, but let me talk you through it line by line. The first line creates a variable
called$count and assignsit a value of 1. The second line is the start of a whi | e loop, the condition for
which is that the value of $count is less than or equal (<=) to 10. The third and fourth lines make up the
body of the whi | e loop, and will be executed over and over, as long as that condition holds true. The third
line simply outputs the value of $count followed by a space. The fourth line adds one to the value of
$count ($count ++ is a short cut for count = $count + 1—both will work).

So here's what happens when this piece of code is executed. The first time the condition is checked, the
value of $count is 1, so the condition is definitely true. The value of $count (1) is output, and $count is
given a new value of 2. The condition is still true the second time it is checked, so the value (2) is output
and a new value (3) is assigned. This process continues, outputting the values 3, 4, 5, 6, 7, 8, 9, and 10.
Finally,$count is given a value of 11, and the condition is false, which ends the loop. The net result of the
code isto outputthe string”l 2 3 4 56 7 8 9 10 ".



The condition in this example used a new operator: <= (less than or equal). Other numerical comparison
operators of this type include >= (greater than or equal),< (less than),> (greater than), and ! = (hot
equal). That last one also works when comparing text strings, by the way.

Another type of loop that is designed specifically to handle examples like that above, where we are
counting through a series of values until some condition is met, is called a for loop. Here's what they look
like:
for ( initialize;condition;update ) {

/] statenent(s) to execute over

/1 and over as long as condition

/1l remains true after each update

}

Here's what the above whi | e loop example looks like when implemented as a f or loop:

for ($count = 1; $count <= 10; Scount++) {
echo( "$count " );

}

As you can see, the statements that initialize and increment the $count variable join the condition on the
first line of the f or loop. Although the code is a little harder to read at first glance, having everything to do

with controlling the loop in the same place actually makes it easier to understand once you're used to the
syntax. Many of the examples in this book will use f or loops, so you'll have plenty of opportunity to
practice reading them.



Multipurpose Pages

Let's say you wanted to construct your site so that it showed the visitor's name at the top of every page.
With our custom welcome message example above, we're halfway there already. Here are the problems
we'll need to overcome to extend the example into what we need:

m We need the name on every page of the site, not just on one.
m We have no control over which page of our site users will view first.

The first problem isn't too hard to overcome. Once we have the user's name in a variable on one page, we
can pass it with any request to another page by adding the name to the query string of all links4:

<a href ="newpage. php?nane=<?php echo(url encode($_GET[' nane']));

?>"> Alink </a>

Notice that we've embedded PHP code right in the middle of an HTML tag. This is perfectly legal, and will
work just fine. A short cut exists for those times when you simply want to echo a PHP value in the middle
of your HTML code. The short cut looks like this:

<a href ="newpage. php?nane=<?=url encode($_CET[' nanme']) ?>"> A link

</ a>

The tags <?=. .. ?> perform the same function as the much longer code <?php echo( ... ); ?>.
This is a handy short cut that I'l use several times through the rest of this book.

You're familiar with the echo function, but ur | encode is probably new to you. This function takes any
special characters in the string (for example, spaces) and converts them into the special codes they need
tobe in order to appear in the query string. For example, if the $nane variable had a value of " Kevi n
Yank" , then, as spaces are not allowed in the query string, the output of ur | encode (and thus the string
output by echo) would be " Kevi n+Yank" . PHP would then automatically convert it back when it created
the$_GET variable in newpage.php.

Okay, so we've got the user's name being passed with every link in our site. Now all we need is to get that
name in the first place. In our welcome message example, we had a special HTML page with a form in it
that prompted the user for his or her name. The problem with this (identified by the second point above) is
that we couldn't—nor would we wish to—force the user to enter our Website by that page every time he or
she visited our site.

The solution is to have every page of our site check to see if a name has been specified, and prompt the
user for a name if necessary3l. This means that every page of our site will either display its content, or
prompt the user to enter a name, depending on whether the $nane variable is found to have a value. If
this is beginning to sound to you like a good place for ani f - el se statement, you're a quick study!

We'll refer to pages that can decide whether to display one thing or another as multipurpose pages. The
code of a multipurpose page looks something like this:

<htm >

<head>

<title> Miultipurpose Page Qutline </title>

</ head>

<body>

<?php if (condition) { ?>

<l-- HTM. content to display if condition is true -->

<?php } else { ?>

<l-- HTM. content to display if condition is false -->



<?php } ?>

</ body>
</htm >

This code may confuse you at first, but in fact this is just a normal i f - el se statement with HTML code
sections that depend on the condition, instead of PHP statements. This example illustrates one of the big
selling points of PHP: that you can switch in and out of "PHP mode" whenever you like. If you think of <?
php as the command to switch into "PHP mode", and ?> as the command to go back into "normal HTML
mode", the above example should make perfect sense.

There's an alternate form of the i f - el se statement that can make your code more readable in situations
like this. Here's the outline for a multipurpose page using the alternate i f - el se form:

<htm >
<head>
<title> Miulti-Purpose Page Qutline </title>
</ head>
<body>

<?php if (condition): ?>

<l-- HTM. content to display if condition is true -->
<?php else: ?>

<l-- HTM. content to display if condition is false -->
<?php endif; ?>

</ body>
</htni >

Okay, now that we have all the tools we need in hand, let's look at a sample page of our site
(samplepage.php in the code archive):

<ht m >

<head>

<title> Sanple Page </title>

</ head>

<body>

<?php if ( !isset($_CET['nanme']) ): ?>

<l-- No nane has been provided, so we
pronpt the user for one. -->

<form acti on="<?=$_SERVER[ ' PHP_SELF' ] ?>" met hod="get" >
Pl ease enter your name: <input type="text" nanme="name" />
<i nput type="submt" value="GO" />
</ fornmp
<?php else: ?>

<p>Your nane: <?=$_CET[' nane'] ?></p>

<p>Thi s paragraph contains a



<a href ="newpage. php?nanme=<?=url encode($_CET[ ' nanme']) ?>"
>l i nk</a> that passes the nane variable on to the next
docunent . </ p>

<?php endif; ?>

</ body>
</ htm >

There are two new tricks in the above code, but overall you should be fairly comfortable with the way it
works. First of all, we're using a new function called i sset in the condition. This function returns (outputs)
a value of true if the variable it is given has been assigned a value (i.e. if a name has been provided in this
example), and false if the variable does not exist (i.e. if a name has not yet been given). The exclamation
mark (also known as the negation operator, or the not operator), which appears before the name of the
function, reverses the returned value from true to false, or vice-versa. Thus, the form is displayed when the
$_CET[ ' nane' ] variable is not set.

The second new trick is the use of the variable $_SERVER[ ' PHP_SELF' ] to specify the act i on attribute
of the <f or > tag. Like $_GET,$_POST, and $_REQUEST,$_SERVER is an array variable that is
automatically created by PHP. $ SERVER contains a whole bunch of information supplied by your Web
server. In particular, $_SERVER[ ' PHP_SELF' ] will always be set to the URL of the current page. This
gives us an easy way to create a form that, when submitted, will load the very same page, but this time
with the $nane variable specified.[8]

If we structure all the pages on our site in this way, visitors will be prompted for their name by the first page
they attempt to view, whichever page this happens to be. Once they enter their name and click "GO",
they'll be presented with the exact page they requested. The name they entered is then passed in the
query string of every link from that point onward, ensuring that they are prompted only once.

[4If this sounds like a lot of work to you, it is. Don't worry; we'll learn much more practical methods for
sharing variables between pages in "Cookies and Sessions in PHP".

BlAgain, if you're dreading the thought of adding PHP code to prompt the user for a name to every page of
your site, don't fret; we'll cover a more practical way to do this later.

EIThe$_SERVER array was introduced in PHP 4.1. In previous versions of PHP, these values were
available in an array called $HTTP_SERVER_VARS. Also, when r egi st er _gl obal s is setto On in the
php.ini file (the default setting in PHP versions prior to 4.2), $_SERVER[ ' PHP_SELF' ] was available
simply as $PHP_SELF.



Summary

In this chapter, we've had a taste of the PHP server-side scripting language by exploring all the basic
language features: statements, variables, operators, and control structures. The sample applications
we've seen have been reasonably simple, but don't let that dissuade you. The real power of PHP is in the
hundreds of built-in functions that let you access data in a MySQL database, send email, dynamically
generate images, and even create Adobe Acrobat PDF files on the fly.

In"Publishing MySQL Data on the Web", we'll delve into the MySQL functions in PHP, to show how to
publish the joke database that we created in "Getting Started with MySOL" on the Web. This chapter will
set the scene for the ultimate goal of this book—creating a complete content management system for
your Website in PHP and MySQL.




Chapter 4: Publishing MySQL Data on the Web

This is it-the stuff you signed up for! In this chapter, you'll learn how to take information stored in a
database and display it on a Web page for all to see. So far you have installed and learned the basics of
MySQL, a relational database engine, and PHP, a server-side scripting language. Now you'll see how to
use these two new tools together to create a true database-driven Website!

A Look Back at First Principles

Before we leap forward, it's worth a brief look back to remind you of our ultimate goal. We have two
powerful, new tools at our disposal: the PHP scripting language, and the MySQL database engine. It's
important to understand how these two will fit together.

The whole idea of a database-driven Website is to allow the content of the site to reside in a database, and
for that content to be dynamically pulled from the database to create Web pages for people to view with a
regular Web browser. So on one end of the system you have a visitor to your site who uses a Web browser
toload htt p: // www. your si t e. cont , and expects to view a standard HTML Web page. On the other
end you have the content of your site, which sits in one or more tables in a MySQL database that
understands only how to respond to SQL queries (commands).

et
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PHP retrieves MySQL data to produce Web pages

As shown in "PHP retrieves MySOL data to produce Web pages", the PHP scripting language is the go-
between that speaks both languages. It processes the page request and fetches the data from the MySQL
database, then spits it out dynamically as the nicely-formatted HTML page that the browser expects. With
PHP, you can write the presentation aspects of your site (the fancy graphics and page layouts) as
"templates" in regular HTML. Where the content belongs in those templates, you use some PHP code to
connect to the MySQL database and-using SQL queries just like those you used to create a table of jokes
in"Getting Started with MySQL"-retrieve and display some content in its place.

Just so it's clear and fresh in your mind, this is what will happen when someone visits a page on your
database-driven Website:

m The visitor's Web browser requests the Web page using a standard URL.

m The Web server software (Apache, IIS, or whatever) recognizes that the requested file is a PHP script,
and so the server interprets the file using its PHP plug-in, before responding to the page request.

m Certain PHP commands (which you have yet to learn) connect to the MySQL database and request
the content that belongs in the Web page.

= The MySQL database responds by sending the requested content to the PHP script.

m The PHP script stores the content into one or more PHP variables, and then uses the now-familiar


http://www.yoursite.com/

echo function to output the content as part of the Web page.
m The PHP plug-in finishes up by handing a copy of the HTML it has created to the Web server.

m The Web server sends the HTML to the Web browser as it would a plain HTML file, except that
instead of coming directly from an HTML file, the page is the output provided by the PHP plug-in.



Connecting to MySQL with PHP

Before you can get content out of your MySQL database for inclusion in a Web page, you must first know
how to establish a connection to MySQL from inside a PHP script. Back in "Getting Started with MySQL",

you used a program called mysql that allowed you to make such a connection. PHP has no need of any

special program, however; support for connecting to MySQL is built right into the language. The following
PHP function call establishes the connection:

mysql _connect (addr ess, user nane, password) ;

Here,addr ess is the IP address or host name of the computer on which the MySQL server software is
running ("I ocal host " ifit's running on the same computer as the Web server software), and user nanme
andpasswor d are the same MySQL user name and password you used to connect to the MySQL server
in"Getting Started with MySQL".

You may remember that functions in PHP usually return (output) a value when they are called. Don't worry
if this doesn't ring any bells for you—it's a detail that | glossed over when | first discussed functions. In
addition to doing something useful when they are called, most functions output a value, and that value
may be stored in a variable for later use. The mysql _connect function shown above, for example,
returns a number that identifies the connection that has been established. Since we intend to make use of
the connection, we should hold onto this value. Here's an example of how we might connect to our MySQL
server.

$dbcnx = nysqgl _connect ('l ocal host', 'root', 'nypasswd');

As described above, the values of the three function parameters may differ for your MySQL server. What's
important to see here is that the value returned by mysql _connect (which we'll call a connection
identifier) is stored in a variable named $dbcnx.

As the MySQL server is a completely separate piece of software, we must consider the possibility that the
server is unavailable or inaccessible due to a network outage, or because the username/password
combination you provided is not accepted by the server. In such cases, the mysql _connect function
doesn't return a connection identifier, as no connection is established. Instead, it returns false. This allows
us to react to such failuresusing ani f statement:

$dbcnx = @wysql _connect ('l ocal host', 'root', 'nypasswd');
if (!$dbcnx) {
echo( '<p>Unable to connect to the
' dat abase server at this tine.</p> );
exit();
}

There are three new tricks in the above code fragment. First, we have placed an @symbol in front of the
mysgl _connect function. Many functions, including mysql _connect , automatically display ugly error
messages when they fail. Placing the @symbol (also known as the error suppression operator) in front of
the function name tells the function to fail silently, allowing us to display our own, friendlier error message.

Next, we put an exclamation point in front of the $dbcnx variable in the condition of the i f statement. The
exclamation point is the PHP negation operator, which basically flips a false value to true, or a true value to
false. Thus, if the connection failsand mysql _connect returns false, ! $dbcnx will evaluate to true, and
cause the statements in the body of our i f statement to be executed. Alternatively, if a connection was
made, the connection identifier stored in $dbcnx will evaluate to true (any number other than zero is
considered "true" in PHP), so ! $dbcnx will evaluate to false, and the statements in thei f statement will
not be executed.

The last new trick is the exi t function, which is the first example that we've encountered of a function that
takes no parameters. All this function does is cause PHP to stop reading the page at this point. This is a
good response to a failed database connection, because in most cases the page will be unable to display



any useful information without that connection.

As in "Getting Started with MySQL", once a connection is established, the next step is to select the
database with which you want to work. Let's say we want to work with the joke database we created in
"Getting Started with MySQL". The database we created was called jokes. Selecting that database in PHP
is just a matter of another function call:

mysql _sel ect _db('jokes', $dbcnx);

Notice we use the $dbcnx variable that contains the database connection identifier to tell the function
which database connection to use. This parameter is actually optional. When it's omitted, the function will
automatically use the link identifier for the last connection opened. This function returns true when it's
successful and false if an error occurs. Once again, it's prudentto use an i f statement to handle errors:
if (! @ysqgl _select_db('jokes') ) {
die( '<p>Unable to locate the joke
'dat abase at this tine.</p> );

}

Notice that this time, instead of assigning the result of the function to a variable and then checking if the
variable is true or false, | have simply used the function call itself as the condition. This may look a little
strange, but it's a very commonly used short cut. To check if the condition is true or false, PHP executes
the function and then checks its return value—exactly what we need to happen.

Another short cut I've used here is the di e function.di e works just like echo, except that the script exits
after it. So calling di e is equivalent to a call to echo followed by a call to exi t , which is what we used for
mysql _connect above.

With a connection established and a database selected, we are now ready to begin using the data stored
in the database.



Sending SQL Queries with PHP

In"Getting Started with MySQL", we connected to the MySQL database server using a program called
nysql that allowed us to type SQL queries (commands) and view the results of those queries
immediately. In PHP, a similar mechanism exists: the mysql _query function.

mysql _query(query, connection_id);

Herequery is a string that contains the SQL command we want to execute. As with mysql _sel ect _db,
the connection identifier parameter is optional.

What this function returns will depend on the type of query being sent. For most SQL commands,
mysgl _query returns either true or false to indicate success or failure respectively. Consider the

following example, which attempts to create the Jokestable we created in "Getting Started with MySOL":

$sgl = ' CREATE TABLE Jokes (
I D I NT NOT NULL AUTO_I NCREMENT PRI MARY KEY,
JokeText TEXT,
JokeDat e DATE NOT NULL
)
if ( @ysql _query($sql) ) {
echo(' <p>Jokes table successfully created!</p>');
} else {
di e(' <p>Error creating Jokes table:

nysql _error() . '</p>);

}

Again, we use the @trick to suppress any error messages produced by nysql _query, and instead print
out a friendlier error message of our own. The mysql _er r or function used here returns a string of text
that describes the last error message that was sent by the MySQL server.

ForDELETE,| NSERT, and UPDATE queries (which serve to modify stored data), MySQL also keeps track
of the number of table rows (entries) that were affected by the query. Consider the SQL command below,
which we used in "Getting Started with MySQL" to set the dates of all jokes that contained the word
"chicken":
$sql = "UPDATE Jokes SET JokeDat e=' 1990- 04- 01"

WHERE JokeText LIKE '9%hi cken% ";

When we execute this query, we can use the nysql _af f ect ed_r ows function to view the number of
rows that were affected by this update:
if ( @ysgl _query($sql) ) {
echo(' <p>Updat e affected
"rows. </p>');
} else {
di e(' <p>Error perfornm ng update:
F<Ip>");

nysql _affected_rows()

mysql _error ()

}

SELECT queries are treated a little differently, since they can retrieve a lot of data, and PHP must provide
ways to handle that information.



HandlingseLect Result Sets

For most SQL queries, the nysql _query function returns either true (success) or false (failure). For
SELECT queries this justisn't enough. You'll recall that SELECT queries are used to view stored data in the
database. In addition to indicating whether the query succeeded or failed, PHP must also receive the
results of the query. As a result, when it processes a SELECT query, nysqgl _query returns a number that
identifies a result set, which contains a list of all the rows (entries) returned from the query. False is still
returned if the query fails for any reason.
$result = @wsql _query(' SELECT JokeText FROM Jokes');
if (!$result) {

di e(' <p>Error perform ng query:

L<lIp>');

mysql _error()

}

Provided no error was encountered in processing the query, the above code will place a result set that
contains the text of all the jokes stored in the Jokes table into the variable $r esul t . As there's no

practical limit on the number of jokes in the database, that result set can be pretty big.

We mentioned before that the whi | e loop is a useful control structure for dealing with large amounts of
data. Here's an outline of the code to process the rows in a result set one at a time:

while ( $row = nysql _fetch_array($result) ) {
/1 process the row. ..

}

The condition for the whi | e loop probably doesn't much resemble the conditions you're usedto, so let me
explain how it works. Consider the condition as a statement all by itself:

$row = nysqgl _fetch array($result);

Thenysql _fetch_array function accepts a result set as a parameter (stored in the $r esul t variable

in this case), and returns the next row in the result set as an array (see "Getting Started with PHP" for a
discussion of arrays). When there are no more rows in the result set, nysql _fetch_array instead

returns false.

Now, the above statement assigns a value to the $r ow variable, but at the same time the whole statement
itself takes on that same value. This is what lets you use the statement as a condition in the whi | e loop.
Since a whi | e loop will keep looping until its condition evaluates to false, this loop will occur as many
times as there are rows in the result set, with $r ow taking on the value of the next row each time the loop
executes. All that's left is to figure out how to get the values out of the $r ow variable each time the loop
runs.

Rows of a result set are represented as associative arrays. The indices are named after the table columns
in the result set. If $r ow is a row in our result set, then $r ow] ' JokeText '] is the value in the JokeText
column of that row. So here's what our whi | e loop should look like if we want to print the text of all the
jokes in our database:

while ( $row = nysql _fetch_array($result) ) {
echo(' <p>' . $row ' JokeText'] . '</p>');
}

To summarize, here's the complete code of a PHP Web page that will connect to our database, fetch the
text of all the jokes in the database, and display them in HTML paragraphs. The code of this example is
available as jokelist.php in the code archive.

<htm >

<head>

<title> Qur List of Jokes </title>

</ head>



<body>
<?php

/'l Connect to the database server
$dbcnx = @rysql _connect ('l ocal host', 'root', 'nypasswd');
if (!$dbcnx) {
die( '<p>Unable to connect to the
' dat abase server at this tinme.</p> );

}

/1 Select the jokes database
if (! @vysqgl _select_db('jokes') ) {
die( '<p>Unable to | ocate the joke
"database at this tinme.</p> );

}

?>

<p> Here are all the jokes in our database: </p>
<bl ockquot e>

<?php

/'l Request the text of all the jokes
$result = @wsql _query(' SELECT JokeText FROM Jokes');
if (!$result) {
di e(' <p>Error perform ng query:
t<lp>);

mysqgl _error()
}

/'l Display the text of each joke in a paragraph

while ( $row = nysqgl _fetch_array($result) ) {
echo('<p>' . $rowf ' JokeText'] . '</p>");

}

?>

</ bl ockquot e>
</ body>

</ htm >



Inserting Data into the Database

In this section, we'll see how we can use all the tools at our disposal to allow visitors to our site to add their
own jokes to the database. If you enjoy a challenge, you might want to try to figure this out on your own
before you read any further. There is little new material in this section. It's mostly just a sample application
of everything we've learned so far.

If you want to let visitors to your site type in new jokes, you'll obviously need a form. Here's the code for a
form that will fit the bill:

<form acti on="<?=$_SERVER[ ' PHP_SELF' ] ?>" net hod="post">
<p>Type your joke here:<br />

<t ext area name="j oketext" rows="10" col s="40" wrap>
</textarea><br />

<i nput type="subm t" name="subnitjoke" value="SUBM T" />
</ p>

</fornp

As we've seen before, this form, when submitted, will load the very same page (because we used the
$_SERVER[ ' PHP_SELF' ] variable for the form'sact i on attribute), but with two variables attached to the
request. The first, j oket ext , will contain the text of the joke as typed into the text area. The second,
subni t j oke, will always contain the value " SUBM T" ; the presence of this variable is a signal that a joke
has been submitted. Both of these variables will appear in the $_POST and $_REQUEST arrays created by
PHP.

To insert the submitted joke into the database, we just use mysqgl _query to run an | NSERT query, using
the$j oket ext variable for the value to be submitted:

if (isset($_POST['submitjoke'])) {
$j oketext = $_POST['j oketext'];
$sql = "I NSERT | NTO Jokes SET
JokeText =' $j oketext ',
JokeDat e=CURDATE() ";
if (@ysqgl _query($sal)) {
echo(' <p>Your joke has been added. </p>');
} else {
echo(' <p>Error adding submtted joke:

nysql _error() . '</p>");

}
}

The one new trick in this whole example is shown here in bold. The MySQL function CURDATE( ) is used
here to assign the current date as the value of the JokeDate column. MySQL actually has dozens of these
functions, but we'll only introduce them as required. For a complete function reference, refer to "MySOL
Functions".

We now have the code that will allow a user to type a joke and add it to our database. All that remains is to
slot it into our existing joke viewing page in a useful fashion. Since most users will only want to view our
jokes, we don't want to mar our page with a big, ugly form unless the user expresses an interest in adding
a new joke. For this reason, our application is well suited for implementation as a multipurpose page.
Here's the code (available as jokes.php in the code archive):

<htm >
<head>
<title> The Internet Joke Database </title>
</ head>
<body>
<?php
if (isset($_CET['addjoke'])): // If the user wants to add a joke



?>

<form acti on="<?=$_SERVER[' PHP_SELF' ] ?>" net hod="post">
<p>Type your joke here:<br />
<t ext area name="j oketext" rows="10" col s="40" w ap>
</textarea><br />
<i nput type="subm t" nane="subm tjoke" val ue="SUBM T" />
</ p>
</ forne
<?php

el se: // Default page display

/1l Connect to the database server
$dbcnx = @rysql _connect ('l ocal host', 'root', 'nypasswd');
if (!$dbcnx) {
die( '<p>Unable to connect to the
' dat abase server at this tinme.</p> );

}

/1l Select the jokes database
if (! @vysql _select_db('jokes') ) {
die( '<p>Unable to | ocate the joke
"database at this tinme.</p> );

}

/1 If a joke has been submtted,
// add it to the database.
if (isset($_POST['submitjoke'])) {
$j oketext = $_POST[ ' oketext'];
$sgl = "INSERT | NTO Jokes SET
JokeText =' $j oket ext ',
JokeDat e=CURDATE() ";
if (@uysql _query($sql)) {
echo(' <p>Your joke has been added. </ p>');
} else {
echo(' <p>Error adding submtted joke: '
mysql _error() . '</p>);
}
}

echo(' <p> Here are all the jokes in our database: </p>');

/'l Request the text of all the jokes
$result = @wsql _query(' SELECT JokeText FROM Jokes');
if (!$result) {
di e(' <p>Error perform ng query:
nmysqgl _error() . '"</p>");

}

/1l Display the text of each joke in a paragraph

while ( $row = nysql _fetch_array($result) ) {
echo('<p>' . $rowf'JokeText'] . '</p>");

}

/1 When clicked, this link will load this page
/'l with the joke subm ssion form di spl ayed.



echo(' <p><a href="' . $_SERVER]' PHP_SELF']
' ?addj oke=1">Add a Joke! </ a></p>"');

endi f;
?>
</ body>
</htm >

There we go! With a single file that contains alittle PHP code we're able to view existing jokes in, and add
new jokes to, our MySQL database.



A Challenge

As homework, see if you can figure out how to put a link labelled "Delete this Joke" next to each joke on
the page that, when clicked, will remove that joke from the database and display the updated joke list.
Here are a few hints to get you started:

m You'll still be able to do it all in a single multipurpose page.

m You'll needto use the SQL DELETE command, which we learned about in "Getting Started with

MySQL".

m This is the tough one. To delete a particular joke, you'll need to be able to identify it uniquely. The ID
column in the Jokes table was designed to serve this purpose. You're going to have to pass the ID of
the joke to be deleted with the request to delete a joke. The query string of the "Delete this Joke" link
is a perfect place to put this value.

If you think you have the answer, or if you'd just like to see the solution, turn the page. Good luck!



Summary

In this chapter, you learned some new PHP functions that allow you to interface with a MySQL database
server. Using these functions, you built your first database-driven Website, which published the jokes
database online, and allowed visitors to add jokes of their own to it.

In"Relational Database Design", we go back to the MySQL command line. We'll learn how to use
relational database principles and advanced SQL queries to represent more complex types of information,
and give our visitors credit for the jokes they add!




'Homework' Solution

Here's the solution to the "homework" challenge posed above. These changes were required to insert a
"Delete this Joke" link next to each joke:

m Previously, we passed an $addj oke variable with our "Add a Joke!" link at the bottom of the page to
signal that our script should display the joke entry form, instead of the usual list of jokes. In a similar
fashion, we pass a del et ej oke variable with our "Delete this Joke" link to indicate our desire to have
a joke deleted.

m For each joke, we fetch the ID column from the database, along with the JokeText column, so that we
know which ID is associated with each joke in the database.

m We set the value of the $_GET[ ' del et ej oke' ] variable to the ID of the joke that we're deleting. To
do this, we insert the ID value fetched from the database into the HTML code for the "Delete this Joke"
link of each joke.

m Usingani f statement, we watchto seeif $_GET[ ' del et ej oke' ] is setto a particular value
(through the i sset function) when the page loads. If it is, we use the value to which it is set (the ID of
the joke to be deleted) in an SQL DELETE statement that deletes the joke in question.

Here's the complete code, which is also available as challege.php in the code archive. If you have any
questions, don't hesitate to post them in the SitePoint Forums!

<htm >
<head>
<title> The Internet Joke Database </title>
</ head>
<body>
<?php
if (isset($_GET['addjoke'])): // If the user wants to add a joke
?>

<form acti on="<?=$_SERVER[ ' PHP_SELF' ] ?>" net hod="post">
<p>Type your joke here:<br />
<t ext area name="j oketext" rows="10" col s="40" wrap>
</textarea><br />
<i nput type="subm t" name="subnitjoke" value="SUBM T" />
</ p>
</fornp
<?php

el se: // Default page display

/1 Connect to the database server
$dbcnx = @rysql _connect ('l ocal host', 'root', 'nypasswd');
if (!$dbcnx) {
di e( ' <p>Unable to connect to the
' dat abase server at this tinme.</p> );

}

/1l Select the jokes database
if (! @ysqgl _select_db('jokes') ) {
die( '<p>Unable to |l ocate the joke
‘database at this tinme.</p> );

}

/1 If a joke has been submtted,



// add it to the database.
if (isset($_POST['submitjoke'])) {
$j oketext = $_POST['j oketext'];
$sgl = "INSERT | NTO Jokes SET
JokeText =' $j oket ext ',
JokeDat e=CURDATE() ";
if (@uysql _query($sql)) {
echo(' <p>Your joke has been added. </ p>');
} else {
echo(' <p>Error adding subnitted joke:

nysql _error() . "</p>);

}
}

/1 If a joke has been del et ed,
/1l remove it fromthe database
if (isset($_CET['deletejoke' ])) {
$j okeid = $_GET[' del et ej oke'];
$sql = "DELETE FROM Jokes
VHERE | D=%j okei d";
if (@uysql _query($sql)) {
echo(' <p>The j oke has been del eted. </p>");
} else {
echo(' <p>Error del eting joke:

nysql _error() . "'</p>);

}
}

echo(' <p> Here are all the jokes in our database: </p>');

/'l Request the ID and text of all the jokes
$result = @wsql _query(' SELECT I D, JokeText FROM Jokes');
if (!$result) {
di e(' <p>Error perform ng query:
nmysqgl _error() . '"</p>");

}

/1 Display the text of each joke in a paragraph
/1 with a "Delete this Joke" |link next to each
while ( $row = nysql _fetch_array($result) ) {
$j okeid = $rowf ' ID ];
$j oket ext = $row ' JokeText'];

echo(' <p>'" . $j oket ext
"<a href="" . $_SERVER' PHP_SELF']
' ?del et ej oke=" . $jokeid . '">'
"Del ete this Joke</a></p>');
}
/1 When clicked, this link will load this page
/'l with the joke subm ssion form di spl ayed.
echo(' <p><a href="' . $_SERVER]' PHP_SELF']
' ?addj oke=1">Add a Joke! </ a></p>');
endi f;

?>



</ body>
</ htm >



Chapter 5: Relational Database Design

Since"Getting Started with MySQL" of this book, we've worked with a very simple database of jokes, which
iscomposed of a single table named, appropriately enough, Jokes. While this database has served us
well as an introduction to MySQL databases, there's more to relational database design than this simple
example illustrates. In this chapter, we'll expand on our example, and learn a few new features of MySQL,
in an effort to realize and appreciate what relational databases have to offer.

Be forewarned that many topics will be covered only in an informal, hands-on (i.e. non-rigorous) sort of
way. As any computer science major will tell you, database design is a serious area of research, with
tested and mathematically provable principles that, while useful, are beyond the scope of this text. If you
want more information, stop by http:/Awww.datamodel.org/ for a list of good books, as well as several
useful resources on the subject. In particular, check out the 5 Rules of Normalization in the Data Modelling
section of the site.

Giving Credit where Credit is Due

To start things off, let's recall the structure of our Jokes table. It contains three columns: ID, JokeText, and
JokeDate. Together, these columns allow us to identify jokes (ID), and keep track of their text (JokeT ext)
and the date they were entered (JokeDate). The SQL code that creates this table and inserts a couple of
entries is provided as jokes1.sqgl in the code archive.

Now let's say we wanted to track another piece of information about our jokes: the names of the people
who submitted them. It would seem natural to want to add a new column to our Jokes table for this. The
SQLALTER command (which we haven't seen before) lets us do exactly what we need. Log into your
MySQL server using the mysgl command-line program as in "Getting Started with MySQL", select your
database (jokes if you used the name suggested in that chapter) then type this command:

nmysql >ALTER TABLE Jokes ADD COLUWN
- >Aut hor Name VARCHAR( 255) ;

This code adds a column called AuthorName to your table. The type declared is a variable-length
character string of up to 255 characters, plenty of space for even very esoteric names. Let's also add a
column for the author's email address:

nysql >ALTER TABLE Jokes ADD COLUWN
- >Aut hor EMai | VARCHAR( 255) ;

For more information about the ALTER command, see "MySOL Syntax". Just to make sure the two
columnswere added properly, we should ask MySQL to describe the table to us:

nmysql >DESCRI BE Jokes;

D R, R TR, S e Fom e m o aas +-- -
| Field | Type | Null | Key | Default |
D R, R TR, S e Fom e m o aas +-- -
| ID | int(11) | | PRI | NULL |
| JokeText | text | YES | | NULL |
| JokeDat e | date | | | 0000-00-00 |
| AuthorName | varchar(255) | YES | | NULL |
| AuthorEMail | varchar(255) | YES | | NULL |

5 rows in set (0.01 sec)


http://www.datamodel.org/

Looks good, right? Obviously, we would need to make changes to the HTML and PHP form code we
created in "Publishing MySOL Data on the Web" that allows us to add new jokes to the database, but [l
leave the figuring out of those details to you, as an exercise. Using UPDATE queries, we could now add
author details to all the jokes in the table. But before we get carried away with these additions, we need to
stop and consider whether this new table design was the right choice here. In this case, it turns out that it

wasn't.




Rule of Thumb: Keep Things Separate

As your knowledge of database-driven Websites continues to grow, you may decide that a personal joke
listisn't enough. In fact, you might begin to receive more submitted jokes than you have original jokes of
your own. Let's say you decide to launch a Website where people from all over the world can share jokes
with each other. You've heard of the Internet Movie Database (IMDB)? You decide to open the Internet
Joke Database (IJDB)! To add the author's name and email address to each joke certainly makes alot of
sense, but the way we did it above leads to several potential problems:

m What if a frequent contributor to your site named Joan Smith changed her email address? She might
begin to submit new jokes using the new address, but all the old jokes would still have the old address
attached to them. Looking at your database, you might simply think there were two different people
named Joan Smith who submit jokes. If she were especially thoughtful, she might inform you of the
change of address, and you might try to update all the old jokes with the new address, but if you
missed just one joke, your database would still have incorrect information stored in it. Database
design experts refer to this sort of problem as an update anomaly.

m It would be natural for you to rely on your database to provide a list of all the people who've ever
submitted jokes to your site. In fact, you could easily obtain a mailing list by using the following query:

nysql >SELECT DI STI NCT Aut hor Narme, Aut hor EMai |
- >FROM Jokes;

The word DI STI NCT in the above query tells MySQL not to output duplicate result rows. For example,
if Joan Smith submitted 20 jokes to your site, her name and email address would appear 20 times in
the list, instead of just once, if you failed to use the DI STI NCT option.

If for some reason you decided to remove all the jokes that a particular author had submitted to your
site, you'd remove any record of this person from the database in the process, and you'd no longer be
able to email him or her with information about your site! As your mailing list might be a major source
of income for your site, you wouldn't want to go throwing away an author's email address just because
you didn't like the jokes that person had submitted to your site. Database design experts call this a
delete anomaly.

= You have no guarantee that Joan Smith would not enter her name as "Joan Smith" one day, as "J.
Smith" the next, and as "Smith, Joan" on yet another occasion. This would make keeping track of a
particular author exceedingly difficult, especially if Joan Smith had several email addresses she liked
to use, too.

These problems-and more-can be dealt with very quickly. Instead of storing the information for the authors
in the Jokes table, let's create an entirely new table for our list of authors. Since we used a column called
ID in the Jokes table to identify each of our jokes with a unique number, we'll use an identically-named
column in our new table to identify our authors. We can then use those "author ID's" in our Jokes table to
associate authors with their jokes. The complete database layout is shown in "The AID field associates
each row in Jokes with a row in Authors".




JokeText JokeDate

Why did the. . 1990-04-01
Amanwalked... 1999-01-26
Knock-knock. .. 1999-03-10

D Name EMail
1 Kevin ¥ank  kevin@sitepoint.com
2 Joan Smith  joani@somewhere net

The AID field associates each row in Jokes with a row in Authors

What the above two tables show are three jokes and two authors. The AID column (short for "Author ID")
of the Jokes table provides a relationship between the two tables, indicating that Kevin Yank submitted
jokes 1 and 2 and Joan Smith submitted joke 3. Notice also that, since each author now only appears
once in the database, and appears independently of the jokes he or she has submitted, we've avoided all
the problems outlined above.

The most important characteristic of this database design, however, is that, since we're storing information
about two types of "things" (jokes and authors), it's most appropriate to have two tables. This is a rule of
thumb that you should always keep in mind when designing a database: each type of entity (or "thing")
that you want to be able to store information about should be given its own table.

To set up the above database from scratch is fairly simple (involving just two CREATE TABLE queries), but

since we'd like to make these changes in a non-destructive manner (i.e. without losing any of our precious
knock-knock jokes), we'll use the ALTER command again. First, we get rid of the author-related columns
in the Jokes table:

nysqgl >ALTER TABLE Jokes DROP COLUWN Aut hor Narme;
Query OK, O rows affected (0.00 sec)
Records: O Duplicates: 0 Warnings: O

nysql >ALTER TABLE Jokes DROP CCLUWN Aut hor EMai | ;
Query OK, O rows affected (0.00 sec)
Records: O Duplicates: 0 Warnings: O

Now we create our new table:

nysql >CREATE TABLE Aut hors (
-> | D INT NOT NULL AUTO_| NCREMENT PRI MARY KEY,
-> Nane VARCHAR(255),
-> EMai | VARCHAR( 255)
->);

Finally, we add the AID column to our Jokes table:

nmysqgl >ALTER TABLE Jokes ADD COLUWN Al D | NT;

If you prefer, the CREATE TABLE commands that will create the two tables from scratch are provided in
2tables.sql in the code archive. All that's left is to add some authors to the new table, and assign authors
to all the existing jokes in the database by filling in the AID columnlll. Go ahead and do this now if you like.



This should give you some practice with | NSERT and UPDATE queries.
(LIFor now you'll have to do this manually. But don't worry, in "A Content Management System"we'll see
how PHP can insert entries with the correct IDs automatically to reflect the relationships between them.




Dealing with Multiple Tables

With your data now separated into two tables, it may seem that you're complicating the process of data
retrieval. Consider, for example, our original goal: to display a list of jokes with the name and emaiil
address of the author next to each joke. In the single-table solution, you could get all the information you
needed to produce such a list using a single SELECT statement in your PHP code:

$j okel i st = nysql _quer y(
"SELECT JokeText, AuthorNane, AuthorEMail FROM Jokes");

while ($joke = nysqgl _fetch array($jokelist)) {
$j oket ext = $j oke[ "JokeText"];
$nane = $j oke[ " Aut hor Nanme"];
$enmmi | = $j oke[" Aut hor EMai | "];

/1 Display the joke with author infornation
echo( "<p>$%j oket ext <br ></ br >"
"(by <a href='"numilto: $ennil' >$nane</a>) </ p>" );

}

In the new system, this would, at first, no longer seem possible. As the details about the author of each
joke aren't stored in the Jokes table, you might think that you'd have to fetch those details individually for
each Joke you wanted to display. The code to do perform this task would look like:

/1l Get the list of jokes
$j okel i st = mysqgl _query("SELECT JokeText, Al D FROM Jokes");

while ($joke = nysgl _fetch array($jokelist)) {

[/l Get the text and Author ID for the joke
$j oket ext = $j oke[ "JokeText"];
$aid = $j oke["AID'];

/1l Get the author details for the joke
$aut hordetails = mysqgl _query(
"SELECT Name, EMail FROM Aut hors WHERE | D=%ai d");
$aut hor = nysql _fetch_array($aut hordetails);
$nane = $aut hor [ " Nanme"];
$enmmi | = $author["EMail"];

/1l Display the joke with author infornation
echo( "<p>$j oket ext <br ></ br>"
"(by <a href='"nuilto: $enni |l ' >$nane</ a>) </ p>" );

}

It's pretty messy, and it involves a query to the database for every single joke that's displayed, which could
slow down the display of your page considerably. With all this taken into account, it would seem that the
"old way" was actually the better solution, despite its weaknesses. Fortunately, relational databases like
MySQL are designed to make working with data stored in multiple tables easy! Using a new form of the
SELECT statement, called a join, you can have the best of both worlds. Joins allow you to treat related
data in multiple tables as if they were stored in a single table. Here's what the syntax of a simple join looks
like:

mysqgl >SELECTcol ums FROM t abl es
->WHEREcondi tion(s) for data to be rel ated;



In your case, the columns you're interested in are JokeText in the Jokes table, and Name and EMail in the
Authors table. The condition for an entry in the Jokes table to be related to an entry in the Authors table is
that the value of the AID column in the Jokes table is equal to the value of the ID column in the Authors
table. Here's an example of ajoin (the first two queries simply show you what's contained in the two tables
- they aren't necessary):

mysql >SELECT LEFT(JokeText, 20), Al D FROM Jokes;

o e e e e e e e e e Fomm o +
| LEFT(JokeText, 20) | AID |
o e e e e e e e e e Fomm o +
| Why did the chicken | 1|
| A nman wal ked into a | 1|
| Knock knock. Who's t | 2 |
o e e e e e e e e e Fomm o +

3 rows in set (0.00 sec)

mysql >SELECT * FROM Aut hors;

Fom e e e e oo o o e e e e e ao o - +
| 1D| Nane | EMail |
Fom e e e e oo o o e e e e e ao o - +
| 1| Kevin Yank | kyank@tt gl obal . net |
| 2] Joan Smith | joan@onewhere.net |
Fom e e e e oo o o e e e e e ao o - +

2 rows in set (0.00 sec)

mysql >SELECT LEFT(JokeText, 20), Nane, EMil
->FROM Jokes, Authors WHERE AID = Aut hors.|D;

| Why did the chicken | Kevin Yank | kyank@tt gl obal . net |
| A man walked into a | Kevin Yank | kyank@tt gl obal . net |
| Knock knock. Who's t | Joan Snith | joan@onewhere. net |

3 rows in set (0.00 sec)

See? The results of the third SELECT, which is a join, group the values stored in the two tables into a
single table of results, with related data correctly appearing together. Even though the data is stored in two
tables, you can still get all the information you need to produce the joke list on your Web page with a
single database query. Note in the query that, since there are columns named ID in both tables, you must
specify the name of the table when you refer to the ID column in the Authors table (Aut hor s. | D). If you
don't specify the table name, MySQL won't know which ID you're referring to, and will produce this error:

mysql >SELECT LEFT(JokeText, 20), Nane, EMil
->FROM Jokes, Authors WHERE AID = | D
ERROR 1052: Columm: 'ID in where clause is anbi guous

Now that you know how to access the data stored in your two tables efficiently, you can rewrite the code
for your joke list to take advantage of joins. The following is reproduced with complete error checking
(which has been omitted here for brevity) in jokelist2.php in the code archive.
$j okel i st = nysql _quer y(
' SELECT JokeText, Nane, EMail
FROM Jokes, Authors WHERE Al D=Aut hors.ID);



while ($joke = nysgl _fetch array($jokelist)) {
$j oket ext = $j oke[' JokeText'];
$nanme = $j oke[' Nane'];
$emai | = $j oke[' EMail'];

/1l Display the joke with author information
echo( "<p>$j oket ext <br ></ br >"
"(by <a href='"nuilto: $enni |l ' >$nane</ a>) </ p>" );

}

The more you work with databases, the more you'll come to realize just how powerful this simple ability to
combine data contained in separate tables into a single table of results really is. Consider, for example,
the following query, which displays alist of all jokes written by Joan Smith:

mysql >SELECT JokeText FROM Jokes, Authors WHERE
->Nane="Joan Sm th" AND Al D=Aut hors. | D;

The results that are output from the above query come only from the Jokes table, but the query uses ajoin
tolet it search for jokes based on a value stored in the Authors table. There will be plenty more examples
of clever queries like this throughout this book, but this example alone illustrates that the practical
applications of joins are many and varied, and in almost all cases can save you a lot of work!



Simple Data Relationships

The best type of database layout for a given situation is usually dictated by the type of relationship that
exists between the pieces of data that it needs to store. In this section, I'll examine the typical relationship
types, and explain how best to represent them in a relational database.

In the case of a simple one-to-one relationship, a single table is all you'll need. An example of a one-to-
one relationship that you've seen is the email address of each author in our joke database. Since there will
be one email address for each author, and one author for each email address, there is no reason to split
the addresses off into a separate table.

Amany-to-one relationship is a litle more complicated, but you've already seen one of these as well. Each
joke in our database is associated with just one author, but many jokes may have been written by that one
author. This joke-author relationship is many-to-one. I've already covered the problems that result from
storing the information associated with a joke's author in the same table as the joke itself. In brief, it can
result in many copies of the same data, which are difficult to keep synchronized, and which waste space. If
we split the data into two tables, and use an ID column to link the two together, which will make joins
possible as shown above, all these problems disappear.

You have yet to see a one-to-many relationship, but finding an example isn't difficult. In our database so
far, we've assumed that each author has only one email address. While this may not always be the case,
this is a reasonable limitation to impose since you only really need one email address to get in touch with
an author. You simply trust that each author would enter his or her most-used email address—or at least
one that is checked regularly—when adding him or herself to the database. If you did, however, want to
support multiple email addresses, you'd be faced with a one-to-many relationship (one author may have
many email addresses, but each email address belongs to exactly one author).

When someone inexperienced in database design approaches a one-to-many relationship like this one,
his or her first approach is often to try to store multiple valuesin a single database field, as shown in
"Never overload a table field to store multiple values, as is done here".

I Name EMail
1 Kewvin Yank kevin@sitepoint. com,
kyankiZattglobal.net

2 Joan Smith  joan@somewhere.net,
JsmithE@else. net

Never overload a table field to store multiple values, as is done here

While this would work, to retrieve a single email address from the database, we'd need to break up the
string by searching for commas (or whatever special character you chose to use as a separator)—a not-
so-simple, and potentially time-consuming operation. Try to imagine the PHP code necessary to remove
one particular email address from one particular author! In addition, you'd need to allow for much longer
values in the EMail column, which could result in wasted disk space, because the majority of authors
would have just one email address.

The solution for a one-to-many relationship such as thisis very similar to the solution we saw for a many-
to-one relationship above. As you might expect, the pattern is simply reversed. You just break the Authors
table into two tables—Authors and EMails—and then associate the email addresses with their authors
using an Author ID (AID) column in the EMails table (see "The AID field associates each row of Emails
with one row of Authors").




ID Mame
1 kevin Yank
2 Joan Smith

EMails
I EMail AID
1 kevin@sitepoint.com 1
2 kyank@attglobal net 1
3 joan@@somewhere. net &
4 jsmith@else.net 2

The AID field associates each row of Emails with one row of Authors

Using a join, it's easy to list the email addresses associated with a particular author:

mysql >SELECT EMai | FROM Aut hors, EMails WHERE
->Nane="Kevi n Yank" AND Al D=Aut hors. | D;

| kevin@itepoint.com |
| kyank@tt gl obal . net |

2 rows in set (0.00 sec)



Many-to-Many Relationships

Okay, you've now got a steadily-growing database of jokes published on your Website. It's growing so
quickly, in fact, that the number of jokes has become unmanageable! People who visit your site are faced
with a mammoth page that contains hundreds of jokes listed with no structure whatsoever. Something has
to change.

You decide to place your jokes into categories such as "Knock-Knock Jokes", "Crossing the Road Jokes",
"Lawyer Jokes", and "Political Jokes". Remembering our rule of thumb from earlier, you identify joke
categories as a different type of "thing", and create a new table for them:

nmysqgl >CREATE TABLE Cat egories (
-> | D INT NOT NULL AUTO | NCREMENT PRI MARY KEY,
-> Nane VARCHAR(255)
->);

Query OK, O rows affected (0.00 sec)

Now you come to the daunting task of assigning categories to your jokes. It occurs to you that a "political"
joke might also be a "crossing the road" joke, and a "knock-knock" joke might also be a "lawyer" joke. A
single joke might belong to many categories, and each category will contain many jokes. This is a many-
to-many relationship.

Once again, many inexperienced developers begin to think of ways to store several values in a single
column, because the obvious solution is to add a Categories column to the Jokes table and use it to list
the ID's of those categories to which each joke belongs. A second rule of thumb would be useful here: if
you need to store multiple values in a single column, your design is probably flawed.

The correct way to represent a many-to-many relationship is to use a look-up table. This is a table that
contains no actual data, but which defines pairs of entries that are related. "The JokelLookup table
associates pairs of rows from the Jokes and Categories tables" shows what the database design would
look like for our joke categories.

Jokel ookup Categories

1D JokeText JID CID ID Name
1 YWhy did the chicken... 1 2 1 Knock-Knock
2 Hiree many lsanavers. .. 2 4 Cross the Road

Knock-knock... ..9 Palitical

] 2 5
'a Wiy did Bill Clinton... i Latanyver
______ @-J 5 Light Bulk

The JokeLookup table associates pairs of rows from the Jokes and Categories tables

The JokeLookup table associates joke IDs (JID) with category IDs (CID). In this example, we can see that
the joke that starts with "How many lawyers..." belongs to both the "Lawyer" and "Light Bulb" categories.

A look-up table is created in much the same way as is any other table. The difference lies in the choice of
the primary key. Every table we've created so far has had a column named ID that was designated to be
thePRI MARY KEY when the table was created. Designating a column as a primary key tells MySQL not to
allow two entries to have the same value in that column. It also speeds up join operations based on that
column.

In the case of a look-up table, there is no single column that we want to force to have unique values. Each
joke ID may appear more than once, as a joke may belong to more than one category, and each category
ID may appear more than once, as a category may contain many jokes. What we don't want to allow is the
samepair of values to appear in the table twice. And since the sole purpose of this table is to facilitate



joins, the speed benefits offered by a primary key would come in very handy. For this reason, we usually
create look-up tables with a multi-column primary key as follows:

mysql >CREATE TABLE JokeLookup (
-> JID I NT NOT NULL,
-> CID I NT NOT NULL,
-> PRI MARY KEY(JI D, Cl D)
->);

This creates the table in which the JID and CID columns together form the primary key. This enforces the
unigueness that is appropriate to a look-up table, preventing a particular joke from being assigned to a
particular category more than once, and speeds up joins that make use of this table.

With your look-up table in place and containing category assignments, you can use joins to create several
interesting and very practical queries. This query lists all jokes in the "Knock-Knock" category:

mysql >SELECT JokeText
- >FROM Jokes, Categories, JokeLookup
- >WHERE Nane="Knock- Knock" AND
-> ClD=Categories.| D AND Jl D=Jokes. | D

The following query lists the categories that contain jokes that begin with "How many lawyers...":

mysql >SELECT Cat egori es. Nane
- >FROM Jokes, Categories, JokeLookup
->WHERE JokeText LIKE "How many | awyers%
-> AND Cl D=Cat egori es.| D AND JI D=Jokes. | D

And this query, which also makes use of our Authors table to form ajoin of four tables (!!), lists the names
of all authors who have written knock-knock jokes:

mysql >SELECT Aut hor s. Nane
->FROM Jokes, Authors, Categories, JokelLookup
- >\WWHERE Cat egori es. Name=" Knock- Knock"
-> AND Cl D=Cat egories.| D AND JI D=Jokes. | D
-> AND Al D=Aut hors. | D;



Summary

In this chapter, | explained the fundamentals of good database design, and we learned how MySQL and,
for that matter, all relational database management systems, provide support for the representation of
different types of relationships between entities. From your meagre understanding of one-to-one
relationships, you should now have expanded your knowledge to include many-to-one, one-to-many, and
many-to-many relationships. And in the process, you learned a few new features of common SQL
commands. In particular, you learned how to use a SELECT to join data spread between multiple tables
into a single set of results. In "A Content Management System", you'll use all the knowledge you have
gained so far, plus a few new tricks, to build a basic content management system in PHP. The aim of such
a system is to provide a customized, secure, Web-based interface that manages the contents of the
database, instead of requiring you to type everything in by hand on the MySQL command line.




Chapter 6: A Content Management System

Overview

So far, we've seen several examples of database-driven Web pages: pages that display information that's
culled from a MySQL database when the page is requested. Until now, however, we haven't seen a
solution that would be much more manageable than raw HT ML files if it was scaled up to encompass a
Website as large and complex as, say, sitepoint.com. Sure, our Internet Joke Database was nice, but
when it came to managing categories and authors, we'd always have to return to the MySQL command
line and try to remember complicated SELECT and | NSERT statements, as well as table and column
names, to accomplish the most menial of tasks.

To make the leap from a Web page that displays information stored in a database to a completely
database-driven Website, we need to add a content management system. Such a system usually takes
the form of a series of Web pages, access to which is restricted to users who are authorized to make
changesto the Website. These pages provide a database administration interface, which allows a user to
view and change the information that's stored in the database without bothering with the mundane details
of SQL syntax.

The beginnings of a content management system were seen at the end of "Publishing MySQL Data on the
Web", where we allowed site visitors to add jokes to, and (if you worked through the challenge) delete
jokes from, the database using a Web-based form and a "delete this joke" link, respectively. While
impressive, these are not features that you'd normally include in the interface presented to casual site
visitors. For example, you don't want someone to be able to add offensive material to your Website without
your knowledge. And you definitely don't want just anyone to be able to delete jokes from your site.

By relegating those "dangerous" features to the restricted-access site administration pages, you avoid the
risk of exposing your data to the average user, and you maintain the power to manage the contents of your
database without having to memorize SQL queries. In this chapter, we'll expand on the capabilities of our
joke management system to take advantage of the enhancements we made to our database in
"Relational Database Design". Specifically, we'll allow a site administrator to manage authors and
categories, and assign these to appropriate jokes.

As we've seen, these administration pages must be protected by an appropriate access restriction
scheme. One way to do this would be to place the relevant PHP files into a directory that was protected by
an Apache-style .htaccess file that listed authorized users. Consult your Web server's documentation or
ask your Web host for information on how to restrict access to Web pages.

Since we'll work with some fairly large PHP files in this part, itll be necessary to gloss over some of the
details, because of space constraints. The complete code of all the files discussed in this chapter, together
with the SQL code you'll need to create the database tables from scratch, will form a complete content
management system, and is provided in the code archive for this book.



The Front Page

At the end of "Relational Database Design", your database contained tables for three types of entities:
jokes, authors, and joke categories. This database layout is represented in "The structure of the finished
jokes database". Note that we're sticking with our original assumption that we'll have one email address
per author. If you need to recreate this table structure, the SQL queriesto do so may be found in the
joketables.sql file in the code archive.

1D JokeText JokeDate AlD
1 Why did the chicken...  2000-02-06 1
2 Hity many lsweyers... 2000-04-01 z
3 Knock-knock... 2001-04-12 2
4 Why did Bill Clirton.. 2001-06-23 1

Jofkelookup Categories i

JID (1] I Name I Mame EMail

1 2 1 Knock-Knock 1 Kevin Yank kevin@sitepo...
2 4 2 Crossthe Road 2 Joan Smith  joan@@somew...
2 5 3 Polttical

3 1 4 Lawryer

4 3 5 Light Bulk

The structure of the finished jokes database

The front page of the content management system, therefore, will contain links to pages that manage
each of these three things:

<l-- admin.htm -->
<ht m >
<head>
<title>JMs</title>
</ head>
<body>
<hl1>Joke Managenent Systenx/hl>
<ul >
<l i ><a href="j okes. php">Manage Jokes</a></li >
<l i><a href="aut hors. php">Manage Aut hors</a></Ili>
<li><a href="cats. php">Manage Joke Categories</a></li>
</ul >
</ body>
</htm >



Managing Authors

Let us begin with authors.php, the file that allows administrators to add new authors, and delete and edit
existing ones. If you're comfortable with the idea of multipurpose pages, you may want to place the code
for all of this into the single file, authors.php. Since the code for this file would be fairly long, I'll use
separate files in my examples to break it up a little.

The first thing we'll present to an administrator who needs to manage authors is a list of all authors
currently stored in the database. Code-wise, this is the same as listing the jokes in the database. Since
we'll want to allow administrators to delete and edit existing authors, you should include links for these
functions next to each author's name. Just like the "Delete this Joke" links in the challenge at the end of
"Publishing MySOL Data on the Web", these links will have the ID of the author attached to them, so that
the target document knows which author the user wishes to edit or delete. Finally, we shall provide a
"Create New Author" link that leads to a form similar in operation to the "Add a Joke" link we created in
"Publishing MySQL Data on the Web".

<l-- authors.php -->

<htm >

<head>

<title> Manage Authors </title>
</ head>

<body>

<hl>Manage Aut hors</hil>

<p align="center"><a href="newaut hor. php">Create New Aut hor</a>
</ p>

<ul >

<?php

$cnx = mysqgl _connect ('l ocal host','root',' nypasswd');
mysql _sel ect _db("'j okes');

$authors = @nysql _query(' SELECT I D, Nane FROM Aut hors');
if (!$authors) {
die(' <p>Error retrieving authors from dat abase! <br />'.
"Error: ' mysql _error() . '</p>);
}

whil e ($author = mysqgl _fetch_array($authors)) {
$id = Sauthor['ID];
$nane = htnl speci al chars($aut hor[' Nane']);
echo("<li>$nane "
"[<a href="editauthor.php?i d=$id" >Edit</a>|".
"<a href="del et eaut hor. php?i d=$i d' >Del ete</a>] </ i >");
}

?>

</ul >

<p align="center"><a href="adm n. htm ">Return to Front Page</a>
</ p>

</ body>

</htm >

Theht m speci al char s function used within the whi | e loop in the code above may be alittle
worrisome to you. For the moment, you can simplyignore it. Il explain exactly what it does in "Editing
Authors" below.



Deleting Authors

deleteauthor.php will allow usto remove an author from the database given its ID. As we have seen
before, this is frighteningly easy to do, but there is added complexity here. Remember that our Jokes table
has an AID column that indicates the author responsible for a given joke. When we remove an author from
the database, we must also get rid of any references to that author in other tables. If we didn't, then we
might have jokes left in the database that were associated with a nonexistent author.

This is one weakness of MySQL-it won't automatically clean up orphaned data related to an entry that you
delete. More advanced database management systems can actually keep track of which entries are
related to which, and make sure that the set of relationships represented in the database (the referential
integrity of the database) is always maintained. However, MySQL was designed to forego such niceties in
order to achieve significant performance gains, so the task of cleaning up orphaned entries falls to our
PHP script.

We have two possible ways to handle this situation:
m When we delete an author, also delete any jokes attributed to the author.

m When we delete an author, set the AID of any jokes attributed to the author to NULL, to indicate that
they have no author.

Since most authors would not like us using their jokes without giving them credit, we'll opt for the first
option. This also saves us from having to handle jokes with NULL values in their AID column when we

display our library of jokes.

<l -- del et eaut hor.php -->
<htm >

<head>

<title> Delete Author </title>
</ head>

<body>

<?php

$cnx = mysqgl _connect ('l ocal host','root',' nypasswd');
mysql _sel ect _db("'j okes');

/1l Delete all jokes belonging to the author
/1 along with the entry for the author.
$id = $_CET['id];
$okl = @rysql _query("DELETE FROM Jokes WHERE Al D='$id" ");
$ok2 = @rysql _query("DELETE FROM Aut hors WHERE I D="$id ");
if ($okl and $ok2) {
echo(' <p>Aut hor del eted successfully!</p>");
} else {
echo(' <p>Error del eting author from database!<br />'.

"Error: ' mysqgl _error() . '"</p>);
}
?>
<p><a href="aut hors. php">Return to Authors |ist</a></p>
</ body>

</htnl >



Adding Authors

Next comes newauthor.php, which allows administrators to add new authors to the database. Again, this is
just like adding new jokes, which we tackled in "Publishing MySQL Data on the Web".

<! -- newaut hor.php -->

<htm >

<head>

<title> Add New Aut hor </title>
</ head>

<body>

<?php

if (isset($_POST['submt'])):
/'l A new aut hor has been entered
/1 using the form bel ow.

$dbcnx = nysql _connect ('l ocal host', 'root', 'nmypasswd');
mysql _sel ect _db('jokes');

$nane = $_POST[' nane'];

$email = $_POST[' enmil'];

$sql = "I NSERT | NTO Aut hors SET
Namre=' $nane',
EMai | =" $enmmi | ' ";

if (@uysql _query($sal)) {
echo(' <p>New aut hor added</p>');
} else {
echo(' <p>Error addi ng new author: '
nysql _error() . '</p>");
}

2>

<p><a href="<?=$_ SERVER[' PHP_SELF' ] ?>">Add anot her Aut hor </ a></p>
<p><a href="authors. php">Return to Authors |ist</a></p>

<?php
else: // Allow the user to enter a new aut hor
?>

<form acti on="<?=$_SERVER[' PHP_SELF' ] ?>" net hod="post">

<p>Ent er the new author:<br />

Nane: <input type="text" nanme="nane" size="20" maxl| engt h="255"
[ ><br />

Ermai | : <input type="text" nanme="enmil" size="20" maxl| engt h="255"
[ ><br />

<i nput type="submt" nanme="subnmit" val ue="SUBM T" /></p>

</ fornmp

<?php endif; ?>

</ body>
</htm >



Editing Authors

All that's left is editauthor.php, which must provide an interface for us to edit an existing author's details.
This page will actually be very similar to newauthor.php, except the form fields will initially contain the
values stored in the database, and an UPDATE query will be used instead of an | NSERT query when the
form is submitted.

One minor complication comes into play here. To initialize the form fields with the values stored in the
database, the page will obviously use the $i d variable passed from authors.php to retrieve the values and
store them in PHP variables (say, $nanme and $enmi | ). The code for our form should then look like this:

<form acti on="<?=$_SERVER[ ' PHP_SELF' ] ?>" net hod="post" >
<p>Edit the author:<br />
Name: <input type="text" nane="name" val ue="<?=$name?>"
si ze="20" maxl engt h="255" /><br />
EMai | : <input type="text" name="email" val ue="<?=$emil ?>"
si ze="20" maxl engt h="255" /><br />
<i nput type="hidden" nane="id" val ue="<?=%$id?>" />
<i nput type="submit" name="submt" val ue="SUBM T" /></p>
</ fornmp

As an aside, notice the hidden form field, which we use to pass along the author's ID with the updated
values when the form is submitted.

But consider what would happen if the author's name were " The Jokester™ (with the quotes). The
input tag produced by the PHP script would look like this:

<i nput type="text" name="nane" val ue=""The Jokester
si ze="20" maxl engt h="255" />

Obviously, this is invalid HTML. We need to replace the quotes in the name with their HT ML character
entity equivalents. Specifically, any double quotes in the name should be converted to the character code
&quot ; as follows:

<i nput type="text" name="nanme" val ue="&quot; The Jokester&quot ;"
si ze="20" maxl| engt h="255" />

PHP provides a function called ht m speci al char s that automatically converts special HT ML
characters such as <,> and quotes (among others) like those above into their respective character codes.
Consider the following basic example:

$text = htnl speci al chars(' <HTML> can be dangerous!');
echo($text); // output: & t;HTM&gt; can be dangerous!

To avoid problems with quotes and angled brackets in your text strings, you should use this function
whenever you output a non-HTML text string, especially when you output variables retrieved from a
database, which can have unpredictable values.

/1l Convert special characters for safe use
/1 as HTM. attributes.

$nane = htnl speci al char s($nane) ;

$emai | = htnl special chars($email);

With this issue in mind, we can now create editauthor.php, the complete code for which is provided in the
code archive.

Magic Quotes

While we're on the subject of troublesome special characters, there is another situation where particular
characters in a string can cause problems. Consider the following SQL query:



mysql >1 NSERT | NTO Aut hors SET
->Name='Molly O Reilly",
->EMai | =" nol | yo@ot nmai | . coni ;

Obviously, the apostrophe in the author's last name will cause problems here, as MySQL can no longer
figure out where the author's name ends. The solution in this case would be to use another function
provided by PHP: addsl ashes. This function, like ht m speci al char s, converts unsafe characters in a
string so that they're safe. The difference is that adds| ashes is used to escape special characters by
putting backslashes before them, as follows:

mysql >I NSERT | NTO Aut hors SET
->Name="Molly O'Reilly",
->EMai | = nol | yo@otnmai | . coni ;

A backslash tells MySQL to treat the next character (the apostrophe, in this case) as a character in the
string, ignoring any special meaning it might normally have. Thus, the above code will correctly insert the
name Molly O'Reilly into the Authors table.

So why haven't we worried about this problem before now? PHP has a nifty little feature called Magic
Quotes, which is enabled by default with the following setting in your php.ini file:

megi c_quotes_gpc = On

This setting basically tells PHP to use the addsl| ashes function automatically upon any variables that are
passed with the request for the page. The "gpc" stands for "get, post, cookies", which are the three
methods by which information may be passed with a request for a Web page. As all the values we've
inserted into our database up until now have been passed as part of a form submission, the Magic Quotes
feature of PHP has automatically added slashes to them every time. Values retrieved from a MySQL
database, however, do not benefit from the Magic Quotes feature, and so we must add slashes before we
can use them in any situation where quotes, apostrophes, and other special characters may be a problem.

In some cases, you may not actually want to add backslashes to submitted values. For example, if you are
just going to print out a value that was submitted with a form, then those backslashes could turn out to be
quite an eyesore. To undo the work of either the addsl ashes function or the Magic Quotes feature, you
can use yet another function called st ri psl ashes.

Complete information about these functions may be found in the PHP online manual at
http :/mvww.php .net/manual. All of the scripts in this book are written with the default setting,
magi c_quotes_gpc = On in mind.



http://www.php.net/manual

Managing Categories

When you compare the roles of authors and joke categories in the database, they are really very similar.
They both reside in tables of their own, and they both serve to group jokes together in some way. As a
result, categories can be handled with almost the exact same code as we've developed for authors, with
one important exception.

When we delete a category, we can't simultaneously delete any jokes that belong to that category,
because those jokes may also belong to other categories. We could check each joke to see if it belonged
to any other categories, and only delete those that did not, but rather than engage in such a time-
consuming process, let's allow for the possibility of including jokes in our database that don't belong to any
category at all. These jokes would be invisible to our site visitors, but would remain in the database in case
we wanted to assign them to a category later on.

Thus, to delete a category, we also need to delete any entries in the JokeLookup table that refer to that
category:

<!-- deletecat.php -->

/1l Delete all joke |look-up entries for the

/'l category along with the entry for the category.

$okl = @rysql _query("DELETE FROM JokeLookup WHERE CID="$id" ");
$ok2 = @rysql _query("DELETE FROM Cat egories WHERE ID="$id"");

Other than this one detail, category management is functionally identical to author management. The
code for cats.php,newcat.php,deletecat.php, and editcat.php is provided in the code archive if you need
it.



Managing Jokes

Along with the addition, deletion, and modification of jokes in our database, we also need to be able to
assign categories and authors to our jokes. Furthermore, we're likely to have many more jokes than
authors or categories. As a result, to try to display a complete list of jokes, as we did for the authors and
categories, could result in an unmanageably long list, and no easy way to spot the one joke we're after. So
we need to create a more intelligent method of browsing our library of jokes.

Searching for Jokes

At different times we may know the category, author, or some of the text in a joke we wish to work with, so
let's support all of these methods for the location of jokes in our database. When we're done, it should
work like a simple search engine. The form that will prompt the administrator for information about the
desired joke must present lists of categories and authors. The code for this is as follows:

<l-- jokes.php -->

<htm >

<head>

<title> Manage Jokes </title>

</ head>

<body>

<hl>Manage Jokes</hl>

<p><a href ="newj oke. php">Creat e New Joke</a></p>

<?php

$dbcnx = nysqgl _connect ('l ocal host', 'root', 'nypasswd');
mysql _sel ect _db("'j okes');

$aut hors = nysql _query(' SELECT I D, Name FROM Aut hors');

$cat s = nysqgl _query(' SELECT I D, Name FROM Categories');
?>

<form acti on="j okeli st. php" net hod="post">
<p>Vi ew j okes satisfying the following criteria:<br />
By Aut hor:
<sel ect name="ai d" size="1">
<option selected val ue="">Any Aut hor </ option>
<?php
whil e ($author = nysql _fetch_array($authors)) {
$aid = Sauthor['ID ];
$ananme = htnl speci al chars($aut hor[' Nane']);
echo("<option val ue=' $ai d' >$ananme</ opti on>\n");

}

?>
</ sel ect ><br />
By Category:
<sel ect name="cid" size="1">
<option sel ected val ue="">Any Category</option>
<?php
while ($cat = nmysql _fetch_array($cats)) {
$cid = $cat['ID];
$cnanme = htnl speci al chars($cat[' Nanme']);
echo("<option val ue=' $ci d' >$cnanme</ opti on>\n");

}

?>
</ sel ect ><br />



Contai ning Text: <input type="text" nanme="searchtext" /><br />
<i nput type="submt" nanme="submit" val ue="Search" />
</fornp

<p align="center"><a href="adm n. htrml ">Return to Front Page</a>
</ p>

</ body>

</htm >

Note that the\ n at the end of the strings that are output by the echo function is the special code for a new
line, which serves to make the HTML code output by this script more readable.[2] Also, note the use of

ht m speci al char s to ensure that author and category names don't contain any troublesome
characters when they're displayed.

It's up to jokelist.php to use the values submitted in the above form to build a list of jokes that satisfies the
criteria specified. Obviously, this will be done with a SELECT query, but the exact nature of that query will
depend on what was entered through the form we defined above. Because the building of this SELECT

statement is a fairly complicated process, let's work through jokelist.php a little at a time.

First, we get the preliminaries out of the way:

<l-- jokelist.php -->

<htm >

<head>

<title> Manage Jokes </title>

</ head>

<body>

<hl>Manage Jokes</hl>

<p><a href="j okes. php">New Sear ch</ a></ p>
<?php

$dbcnx = nysqgl _connect ('l ocal host', 'root', 'nypasswd');
mysql _sel ect _db('j okes');

Now, to start, we define a few strings that, when strung together, form the SELECT query we'd need if no
constraints had been selected in the form:

/'l The basic SELECT st at enent

$sel ect = ' SELECT DI STINCT I D, JokeText';
$from ="' FROM Jokes';
$where ="' WHERE 1=1';

TheWHERE clause in the above code might be somewhat confusing. The idea here is for us to be able to
build on this basic SELECT statement, depending on which constraints are selected in the form. These
constraints will require us to add to the FROMand WHERE clauses (portions) of the SELECT statement. But
if there were no constraints specified (i.e. the administrator wanted a list of all jokes in the database), there
would be no need for a WHERE clause at all! Because it's difficult to add to a WHERE clause that doesn't
exist, we needed to come up with a "do nothing" WHERE clause that will always be true. Thus, we have
introduced the requirement that 1 equals 1, which fits the bill nicelyi2l.

Our next task is to check each of the possible constraints (author, category, and search text) that may
have been set in the form, and adjust the SQL accordingly. First, we deal with the possibility that an author
was specified. The "Any Author" option in the form was given a value of " " (the empty string), so if the
value of that form field (stored in $_POST[ ' ai d' ] ) isnot equalto " ", then an author has been specified,
and we must adjust our query:

$aid = $_POST['aid'];

if ($aid!'="") { // An author is selected



$where .= " AND AID='$aid" ";
}

. =, the string concatenation operator is used to tack a new string onto the end of an existing one. In this
case, we add to the WHERE clause the condition that the AID in the Jokes table must match the author ID
selected in the form ($ai d).

Next, we handle the specification of a joke category:
$cid = $_POST['cid'];

if ($cid!="") { // A category is selected
$from .="', JokeLookup';
$where .= " AND ID=JID AND CID="$cid"";

}

As the categories associated with a particular joke are stored in the JokeLookup table, we need to add this
table to the query to create a join. To do this, we simply tack the name of the table onto the end of the

$f r omvariable. And to complete the join, we must also specify that the ID column (in the Jokes table)
must match the JID column (in JokeLookup), so we add this condition to the $wher e variable. Finally, we
require the CID column (in JokeLookup) to match the category ID selected in the form ($ci d).

Handling search text is fairly simple, and uses the LI KE SQL operator that we learned way back in
"Getting Started with MySOL":
$searchtext = $_POST['searchtext'];
if ($searchtext !'="") { // Sone search text was specified
$where .= " AND JokeText LIKE ' %searchtext%";

}

Now that we've built our SQL query, we can use it to retrieve and display our jokes, along with links that
allow us to edit and delete them, just like we did for authors and joke categories. For readability, we
display our jokes in an HT ML table:

?>

<tabl e border="1">
<tr><t h>Joke Text</th><t h>Qptions</th></tr>

<?php
$j okes = @ysql _query($select . $from. $where);
if (!$jokes) {
echo(' </table>");
die(' <p>Error retrieving jokes from database! <br />'
"Error: ' mysqgl _error() . '</p>);
}

whil e ($j oke = nysql _fetch array($jokes)) {
echo("<tr valign="top' >\n");
$id = $joke['ID];
$j oket ext = htm speci al char s($j oke[' JokeText']);
echo(" <t d>3$j oketext</td>\n");
echo("<td>[<a href="edit]joke. php?i d=$i d' >Edi t </ a>|"
"<a href="del et ej oke. php?i d=$i d' >Del et e</ a>] </td>\n");
echo("</tr>\n");

}

?>

</t abl e>
</ body>



</htm >

Adding Jokes

Withjokelist.php out of the way, let's tackle newjoke.php, which is linked-to at the top of jokes.php. This
page will be very similar to newauthor.php and newcat.php. However, in addition to specifying the joke text,
this page must allow an administrator to assign an author and categories to a joke. These features make
the code of this file worth some examination.

We know from viewing the code of newauthor.php, that the PHP code that processes the form submission
comes before the form code itself. It doesn't have to, but this is the layout we've used so far. Let's begin by
looking at the form code, so that the code for handling form submissions makes more sense.

First, we fetch lists of all the authors and categories in the database:
<?php
else: // Allow the user to enter a new joke

$aut hors = nysql _query(' SELECT I D, Name FROM Aut hors');

$cat s nysql _query(' SELECT I D, Nane FROM Categories');
?>

Next, we create our form. We begin with a standard text area for typing in the text of the joke:

<form acti on="<?=$_SERVER[ ' PHP_SELF' ] ?>" net hod="post">
<p>Enter the new joke: <br />

<t ext area name="j oketext" rows="15" col s="45" wrap>
</textarea></p>

We'll prompt the administrator to select an author from a drop-down list of those authors in the database:

<p>Aut hor:
<sel ect name="ai d" size="1">
<option selected val ue="">Sel ect One</option>
<option value="">--------- </ opti on>
<?php
whi l e ($aut hor = nysql _fetch_array($authors)) ({
$aid = Sauthor['ID ];
$ananme = htnl speci al chars($aut hor[' Nane']);
echo("<option val ue=' $ai d' >$ananme</ opti on>\n");

}

?>
</ sel ect ></ p>

However, a drop-down list won't suffice for the selection of categories, because we want the administrator
to be able to select multiple categories. Thus, we'll use a series of check boxes—one for each category.
Since we have no way to know in advance the number of check boxes we'll need, the matter of naming
them becomes an interesting challenge. What we'll actually do is use a single variable for all of the check
boxes; thus, all the check boxes will have the same name. To be able to receive multiple values from a
single variable name, we must make that variable an array. Recall from "Getting Started with PHP" that an
array is a single variable with ‘compartments’, each of which can hold a value. To submit a form element
as part of an array variable, we simply add a pair of square brackets to the end of the variable name
(making it cat s[] in this case).Bl

With all of our check boxes named the same, we'll need a way to identify which particular check boxes
have been selected. To this end, we assign a different value to each check box—the ID of the
corresponding category in the database. Thus, what gets submitted by the form is an array that contains
all category IDs to which the new joke should be added.

<p>Pl ace in categories:<br />



<?php
while ($cat = nysql _fetch_array($cats)) {
$cid = $cat['ID];
$cnane = htnl speci al chars($cat[' Nane']);
echo("<i nput type='checkbox' nane='cat s[]
"$cname<br />\n");

val ue="$cid' />"

}

?>
</ p>

And we finish off our form as usual:

<p><i nput type="submit" name="subm t" val ue="SUBM T" /></p>
</ fornp
<?php endif; ?>

Since we're submitting an array for the first time, the code that processes this form is not totally
straightforward. It starts off pretty simply as we add the joke to the Jokestable. Since an author is required,
we make sure that $_POST[ ' ai d' ] contains a value. This prevents the administrator from choosing the
"Select One" option in the author select list, as that choice has a value of " " (the empty string).

<?php
$dbcnx = nysqgl _connect ('l ocal host', 'root', 'nypasswd');
mysql _sel ect _db("'j okes');

if (isset($_POST['submt'])):
/1 A new joke has been entered
/1 using the form

$aid = $ POST['aid ];
$j oketext = $_POST['j oketext'];
$cats = $ POST[' cats'];

if ($aid =="") {
di e(' <p>You nust choose an aut hor
"for this joke. dick "Back" '
"and try again.</p>);

}

$sql = "I NSERT | NTO Jokes SET
JokeText =" $j oket ext ',
JokeDat e=CURDATE() ,
AlD="$aid ";
if (@ysql _query($sal)) {
echo(' <p>New j oke added</p>');
} else {
echo(' <p>Error addi ng new j oke:

mysql _error() . '</p>");

}
$jid = nmysqgl __insert _id();

The last line in the above code uses a function that we haven't seen before: mysql _i nsert _i d. This
function returns the number assigned to the last-inserted entry by the AUTO_| NCREMENT feature in
MySQL. In other words, it retrieves the ID of the newly inserted joke, which we'll need later.

The code that adds the entries to JokeLookup based on which check boxes were checked is not so
simple. First of all, we've never seen how a check box passes its value to a PHP variable before. Also, we



need to deal with the fact that these particular check boxes will submit into an array variable.

A typical check box will pass its value to a PHP variable if it is checked, and will do nothing when it is
unchecked. Check boxes without assigned values pass "on" as the value of their corresponding variables
when they are checked. However, we've assigned values to our check boxes (the category IDs), so this is
not an issue.

The fact that these check boxes submit into an array actually adds quite a measure of convenience to our
code. In essence, what we'll receive from the submitted form is either

1. an array of category IDs to add the joke to, or

2. nothing at all (if none of the check boxes were checked).

First, let's handle the latter, special case, by creating an empty array when we find that the $cat s variable
is empty:
if ($cats == "'"') $cats = array();

Thear r ay function that appears here is used to create a new array in PHP. The parameters that are
passed to it become the elements of the array. Because we're passing no parameters to it here, it'll simply
create an empty array.

Now that we've guaranteed that the $cat s variable contains an array, we can use a loop to consider each
category ID in the array in turn, and to insert the appropriate entry into the database. Since this array isn't
based on a database row, you might wonder how we can access the values in the array. After all, we've
usually retrieved an array value using its database column name (e.g. $cat [ ' Nanme' ] ). In this case, our

array was created simply by feeding a series of values into the same variable name. When this happens,
PHP automatically assigns numerical indices to the values in the array.

For instance, the value of the first check box that was checked will be submitted first into the array and will
be accessible as$cat [ 0] . That is, PHP assigns it an array index of 0. The second check box that is
checked will have its value stored with an index of 1, accessible as $cat [ 1] . So if there are n check
boxes checked, then the value of the last check box will be in $cat [ n- 1] . By counting up through the
array indexes as we proceed through a loop in our code, we can process the elements of this array one at
atime.

But wait... what is n? We have no way of knowing in advance how many check boxes will be checked, so
how should the loop know when to stop counting? Well, there are two ways. The first is to use a PHP
function called count that takes an array as a parameter and counts the number of elements in it. Here's
what our whi | e loop would look like if we use this method:

$i = 0; // First index

while ($i < count($cats)) { // Wile we're not at the end
/'l process $cats[$i]
$i = $i + 1;

}

As you can see, this loop uses a counter variable ($i ), thatis, a variable that counts the number of times
the loop has executed. The first time through the loop, it will have a value of 0, then at the end of the loop
we'll add 1 to it. Therefore, the second time through the loop it will have a value of 1, and so on. Within the
loop, we can use this variable as the array indexto pull a category ID out of the $cat s array. The loop
stops looping when $i reaches count ( $cat s) , the number of elements in the $cat s array. If $cat s
doesn't contain any elements (i.e. if no categories were selected), then $i will start out equal to

count ($cat s) , and the contents of the loop won't be executed at all!

This all seems very slick, but there's actually a better way. Instead of using the count function, we can
simply keep going until we reach a value of $i for which $cat [ $i ] is empty. When we do, we know we'll
have reached the end of the list of category IDs:



$i = 0; // First index

while ($cats[$i] !'="") { // While we're not at the end
/'l process $cats[$i]
$i = $i + 1

}

This will run a little faster because we don't call a function each time through the loop. Plus, it's a teeny bit
more clever, and we programmers have to have our fun when we can! Believe it or not, however, PHP
spoils our fun by having a completely separate type of loop that's specialized for looping through arrays,
called a foreach loop. Here's what the code looks like in this case:

foreach ($cats as $catlD) {
/'l Process $catlD

}

Thisf or each | oop will execute the code inside the loop once for each item inthe $cat s array (you see
where the f or each loop getsits name), and will assign the item for each loop to the variable $cat | D.
Since this code is indisputably tidier than the equivalent whi | e loop, we'll settle on this as a solution. All
that remains is to determine what to do for each selected category ID.

Before we became sidetracked by all these different types of loops, we were about to take our array of
category IDs and use it to place our newly-inserted joke into its corresponding categories. A cursory
examination of our database layout reveals that we just have to insert an entry into the JokeLookup table
for each category of which that joke should be a member. Recall that each entry in the JokeLookup table
consists of a joke ID (JID) and a category ID (CID), which together indicate that a particular joke belongs to
a particular category. Here's the finished f or each loop:

$nuntCats = O;
foreach ($cats as $catlD) {
$sqgl = "I NSERT | GNORE | NTO JokelLookup
SET JID=$jid, ClD=$catlD';
$ok = @rysql _query($sqgl);
if ($ok) {
$nunCats = $nunCats + 1;
} else {
echo("<p>Error inserting joke into category $catlD: "
mysql _error() . '</p>");
}
}

?>
<p>Joke was added to <?=$nuntCats?> categories. </ p>

<p><a href="<?=$ SERVER[' PHP_SELF' ] ?>">Add anot her Joke</a></p>
<p><a href="jokes. php">Return to Joke Search</a></p>

The word | GNORE in the | NSERT query used here is a precaution only. Recall that when we defined the
JokeLookup table we set the JID and CID columns to be the primary key for the table. If somehow the
JID/CID pair that is inserted already exists in the table, an attempt to insert it again would normally cause
an error. By adding | GNORE to the command, a re-insert of the same pair is simply ignored by MySQL and

no error occurs. This situation should never actually happen, but it's better to be safe than sorry.

Editing and Deleting Jokes

The two files that remain, editjoke.php and deletejoke.php, mirror their author and category counterparts,
with minor adjustments. editjoke.php must provide the same author select box and category check boxes
asnewjoke.php, except that this time they must be initialized to reflect those values stored in the database



for the particular joke we've selected. deletejoke.php, meanwhile, must not only delete the selected joke
from the Jokes table, but must also remove any entries in the JokeLookup table for that joke. The code for
both of these files is provided in the code archive, but we won't spend time examining its details, since
these files are just an application of skills that should be fairly familiar to you by now.

[Llother special character codes include \ r (carriage return) and \ t (tab). Like variables, these codes only
work inside double-quoted strings.

[@In fact, the “do nothing” WHERE clause could just be ' WHERE 1', since MySQL considers any positive
number true. Feel free to change it if you don't find the idea confusing.

[BlAnother way to submit an array iswith a <sel ect mul ti pl e> tag. Again, you would set the name
attribute to end with square brackets. What will be submitted is an array of all the <opt i on> values
selected from the list by the user. Feel free to experiment with this approach by modifying newjoke.php to
present the categories in a list.



Summary

There are a few minor tasks that our content management system is still not able to handle. For example,
it's currently unable to provide a listing of all jokes that don't belong to any category-something that could
come in very handy as the number of jokes in the database grows. You might also like to sort joke listings
by various criteria. These particular capabilities require a few more advanced SQL tricks that we'll see in
"Advanced SOL".

If we ignore these little details for the moment, you'll see that you now have a system that allows someone
with no SQL or database knowledge to administer your database of jokes with ease! Together with a set of
PHP-powered pages through which regular site visitors can view the jokes, this content management
system allows us to set up a complete database-driven Website that can be maintained by someone with
absolutely no database knowledge. And if you think that sounds like a valuable commodity to businesses
looking to get on the Web today, you're right!

In fact, only one aspect of our site requires special knowledge (beyond the use of a Web browser) to use:
content formatting. For example, it would not be unusual for someone to want to enter a joke that
contained more than one paragraph of text. In our current system, this could be accomplished by entering
the HTML code for the joke directly into the "Create New Joke" form. Why is this unacceptable?

As we stated way back in the introduction to this book, one of the most desirable features of a database-
driven Website is that the people responsible for adding content to the site need not be familiar with HTML.
If we require knowledge of HT ML for something as simple as dividing a joke into paragraphs, we have
failed to achieve our goal.

As abonus in this chapter, you also learned a litle more about arrays in PHP. You learned how a set of
form elements can submit their values into a single array variable, and you learned how to process that
array on the receiving end by looping through it with a whi | e loop, a f or loop, anda f or each loop.

In"Content Formatting and Submission", we'll see how we can make use of some features of PHP to
provide a simpler means by which we can format content without requiring site administrators to know the
ins and outs of HTML. We'll also bring back the "Submit Your Own Joke" link to our site, and discover how
we can safely accept content submissions from casual site visitors.




Chapter 7: Content Formatting and Submission

Overview

We're almost there! We've designed a database to store jokes, organize them into categories, and track
their authors. We've learned how to create a Web page that displays this library of jokes to site visitors.
We've even developed a set of Web pages that a site administrator can use to manage the joke library
without having to know anything about databases.

In so doing, we've built a site that frees the resident Webmaster from continually having to plug new
content into tired HT ML page templates, and from maintaining an unmanageable mass of HTML files. The
HTML is now kept completely separate from the data it displays. If you want to redesign the site, you
simply have to make the changes to the HTML contained in the PHP files that site visitors see. A change to
one file (e.g. changing a font) is immediately reflected in the page layouts of all jokes, because all jokes
are displayed using that single PHP file. Only one task still requires HTML to enter into the equation that
manages the content of the Website: content formatting.

On any but the simplest of Websites, it will be necessary to allow content (in our case study, jokes) to be
formatted. In a simple case, this might merely be the ability to break text into paragraphs. Often, however,
content providers will expect facilities such as boldface or italicized text, hyperlinks, etc.

Our current database and site design already supports all these requirements. A site administrator can
include in the text of a joke HTML tags that will have their usual effects on the joke text when it's inserted
into a page that a browser requests. However, to eliminate HTML from the system entirely, we must
provide some other way to format text.

In this chapter, we'll learn some new PHP functions that provide basic text formatting without the use of
HTML. In so doing, we'll have completed a content management system that anyone with a Web browser
can use. We'll then take full advantage of this ease of use, and allow site visitors to once again submit
their own jokes-this time without the risk that users might fill our site with inappropriate material.



Out with the Old

Before we introduce a new method to format text, we should first disable the old one. A user with no
knowledge of HT ML might unknowingly include HT ML syntax (however invalid) in a plain text document,
and if this syntax s still accepted, it could produce unexpected results-or even mess up your finely tuned
page layout. Consider the following sentence:

The gunman drew his weapon. <BANG >

The user who entered this text into the database might be surprised to see the last word (<BANG >)
missing from the Web page that displayed this content. And while anyone with a basic knowledge of HT ML
would know that the Web browser discarded that segment of text as an invalid HT ML tag, we're trying to
cater to users with no knowledge of HTML whatsoever.

In"A Content Management System", we saw a PHP function that solved this problem quite neatly:
ht m speci al char s. This function, when applied to the text of our joke before it was inserted into a Web

page, would convert the string above into the following "HT ML safe" version:
The gunman drew hi s weapon. &l t; BANG &gt ;

When this string was interpreted by the site visitor's Web browser, it would produce the desired result. As a
first step, therefore, we must modify the PHP file on our Website that displays the text of jokes, so that it
usesht ml speci al char s on all text before it outputs it to the Web. Since up until now | have not given
the complete code for a page to display a joke, I'll be starting from scratch. The complete code for
joke.php with this entire chapter taken into account is provided in the code archive, so don't feel that you
have to follow along by typing out the code that I'll show you.

Here's the basic code for fetching a joke with a given ID out of the database and formatting it for display by
converting it to an 'HTML Safe' version:

<l-- joke.php -->

/'l Get the joke text fromthe database

$id = $_CET['id];

$j oke = nysql _query(" SELECT JokeText FROM Jokes
VWHERE | D=$i d");

$j oke = nysql _fetch_array($joke);

$j oket ext = $j oke[' JokeText'];

/1 Filter out HTM. code
$j oket ext = htnl speci al char s($j oket ext);

echo( $j oketext );

We have now neutralized any HTML code that may appear in the site's content. With this clean slate, we
are ready to implement a markup language of our own that will let administrators format content.



Regular Expressions

To implement our own markup language, we'll require a script to spot our custom tags in the text of jokes
and replace them with their HTML equivalents, before it outputs the joke text to the user's browser. Anyone
with experience in regular expressions will know that they're ideal for this sort of work.

Aregular expression is a string of text that contains special codes, which allow it to be used with a few
PHP functions to search and manipulate other strings of text. This, for example, is aregular expression
that searches for the text "PHP" (without the quotes)l:

PHP

Not much to it, isthere? To use a regular expression, you must be familiar with the regular expression
functions available in PHP. er eg is the most basic, and can be used to determine whether a regular

expression is satisfied by a particular text string. Consider the code:
$text = 'PHP rul es!';

if (ereg('PHP', S$text)) {
echo( '$text contains the string "PHP'.' );
} else {
echo( '$text does not contain the string "PHP"'.' );

}

In this example, the regular expression is satisfied because the string stored in variable $t ext contains
"PHP". The above code will thus output the following (note that the single quotes prevent PHP from filling
in the value of the variable $t ext ):

$text contains the string "PHP".

er egi is a function that behaves almost identically to er eg, except that it ignores the case of text when it
looks for matches:

$text = "What is Php?";

if (eregi("PHP", $text)) {
echo( '$text contains the string "PHP'.' );
} else {
echo( '$text does not contain the string "PHP'.' );

}

Again, this outputs the same message, despite the fact that the string actually contains Php:
$text contains the string "PHP".

As was mentioned above, there are special codesthat may be used in regular expressions. Some of these
can be downright confusing and difficult to remember, so if you intend to make extensive use of them, a
good reference might come in handy. A tutorial-style reference to standard regular expression syntax may
be found at http://www.delorie.com/gnu/docs/rx/rx_toc.html. Let's work our way through a few examples to
learn the basic regular expression syntax.

First of all, a caret (*) may be used to indicate the start of the string, while a dollar sign ($) isusedto
indicate its end:

PHP Matches "PHP rules!" and "What is PHP?"
APHP  Matches "PHP rules!" but not "What is PHP?"
PHP$ Matches "l love PHP" but not "What is PHP?"
"PHP$ Matches "PHP" but nothing else

Obviously, you may sometimes want to use *,$, or other special characters to represent the
corresponding character in the search string, rather than the special meaning implied by regular


http://www.delorie.com/gnu/docs/rx/rx_toc.html

expression syntax. To remove the special meaning of a character, prefix it with a backslash:

\$\$\$  Matches "Show me the $$$!" but not "$10"

Square brackets can be used to define a set of characters that may match. For example, the following
regular expression will match any string that contains a digit from 1 to 5 inclusive:

[12345] Matches "1" and "39", but not "a" or "76"

Ranges of numbers and letters may also be specified.

[1-5] Same as previous
Na-z]$ Matchesany single lowercase letter
[0-9a-zA-Z] Matches any string with a letter or number

The characters ?,+, and * also have special meanings. Specifically, ? means "the preceding character is
optional",+ means "one or more of the previous character", and * means "zero or more of the previous
character".

bana?na Matches "banana" and "banna”,
but not "banaana".
bana+na Matches "banana" and "banaana”,
but not "banna”.
bana*na Matches "banna", "banana", and "banaaana”,
but not "bnana”.
Na-zA-Z]+$ Matches any string of one or more
letters and nothing else.

Parentheses may be used to group strings together to apply ?,+, or * to them asa whole.

ba(na)+na Matches "banana" and "banananana",
but not "bana" or "banaana”.

And finally, the a period (. ) matches any character except a new line:

N+$ Matches any string of one or more characters with no line breaks.

There are more special codes and syntax tricks for regular expressions, all of which should be covered in
any reference, such as those mentioned above. For now, we have more than enough for our purposes.

[ This book covers PHP's support for POSIX Regular Expressions. A more complex, more powerful, but
less standardized form of regular expressions called Perl Compatible Regular Expressions (PCRE) is also
supported by PHP; however, | will not cover it in this book. For more information on PCRE, see

http :/mvww.php.net/pcre.
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String Replacement with Regular Expressions

Usinger eg or er egi with the regular expression syntax we've just learned, we can easily detect the
presence of tags in a given text string. However, what we need to do is pinpoint those tags, and replace
them with appropriate HT ML tags. To achieve this, we need to look at a couple more regular expression
functions offered by PHP: er eg_r epl ace and er egi _r epl ace.

ereg_repl ace, like er eg, accepts a regular expression and a string of text, and attempts to match the
regular expression in the string. In addition, er eg_r epl ace takes a second string of text, and replaces
every match of the regular expression with that string.

The syntax for er eg_r epl ace is as follows:
$newstr = ereg_replace(regexp, replacewith,oldstr);

Here,r egexp is the regular expression, and r epl acewi t h is the string that will replace matches to
regexp in ol dstr. The function returns the new string that's the outcome of the replacement operation.
In the above, this newly-generated string is stored in $newstr .

eregi _repl ace, as you might expect, is identical to er eg_r epl ace, except that the case of letters is
not considered when searching for matches.

We're now ready to build our custom markup language.

Boldface and Italic Text

Let's start by implementing tags that create boldface and italic text. Let's say we want [ B] to begin bold
text and [ EB] to end bold text. Obviously, we must replace [ B] with <st r ong> and [ EB] with
</ st rong> 2. Achieving this is a simple application of er egi _r epl acel3l:

<strong>', $j oket ext);
'</strong>', $j oketext);

$j oketext = eregi _replace('\[b]",
$j oketext = eregi _replace('\[eb]",

Notice that, because [ normally indicates the start of a set of acceptable characters in aregular
expression, we put a backslash before it in order to remove its special meaning. Without a matching [ , the
] loses its special meaning, so it doesn't need a backslash, although you could put a backslash in front of
it as well if you wanted to be thorough.

Also notice that, as we're using er egi _r epl ace, which is case insensitive, both [ B] and [ b] will work as
tags in our custom markup language.

Italic text can be done the same way:
$j oketext = eregi _replace('\[i]","' <enm>', $joketext);
$j oket ext eregi _replace('\[ei]',' </em', $joketext);

Paragraphs

While we could create tags for paragraphs just as we did for boldface and italicized text above, a simpler
approach makes even more sense. As users will type the content into a form field that allows them to
format text using the enter key, we shall take a single new line (\ n) toindicate a line break (<br />) and
a double new line (\ n\ n) to indicate a new paragraph (</ p><p>). Of course, because Windows
computers represent an end-of-line as a new line/carriage return pair (\ n\ r ) and Macintosh com puters
represent it as a carriage return/new line pair (\ r \ n), we must strip out carriage returns first. The code for
all this is as follows:

/[l Strip out carriage returns
$j oketext = ereg_replace("\r","'"', $j oketext);
/'l Handl e paragraphs

$j oket ext = ereg_replace("\n\n",

</ p><p>', $j oket ext);



/1 Handle |ine breaks
$j oketext = ereg_replace("\n",'<br />, $joketext);

That's it! The text will now appear in the paragraphs expected by the user, who hasn't had to learn any
custom tags to format content into paragraphs.

Hyperlinks

While supporting the inclusion of hyperlinks in the text of jokes may seem unnecessary, this feature makes
plenty of sense in other applications. Hyperlinks are a little more complicated than the simple conversion
of a fixed code fragment into an HTML tag. We need to be able to output a URL, as well as the text that
should appear as the link.

Another feature of er eg_r epl ace and er egi _r epl ace comes into play here. If you surround a portion

of the regular expression with parentheses, you can capture the corresponding portion of the matched text,
and use it in the replace string. To do this, you'll use the code \ \ n, where n is 1 for the first parenthesized

portion of the regular expression, 2 for the second, up to 9 for the 9th. Consider this example:

$text = 'banana';

$text = eregi _replace(' (.*)(nana)', "\\2\\1', $text);

echo(S$text); // outputs "nanaba"

In the above, \ \ 1 gets replaced with ba in the replace string, which correspondsto (. *) (zeroor more
non-new line characters) in the regular expression. \ \ 2 gets replaced with nana, which corresponds to
(nana) inthe regular expression.

We can use the same principle to create our hyperlinks. Let's begin with a simple form of link, where the
text of the link is the same as the URL. We want to support this syntax:

Visit [L]http://ww.php.net/[EL].

The corresponding HTML code, which we want to output, is as follows:
Visit <a href="http://ww. php. net/">http://ww. php. net/</a>.

First, we need a regular expression that will match links of this form. The regular expression is as follows:
\[L][-_./a-zA Z0- 9! &%#?+, ' =: ~] +\ [ EL]

Again, we've placed backslashes in front of the opening square brackets in[ L] and [ EL] to indicate that

they are to be taken literally. We then use square brackets to list all the characters we wish to accept as
part of the URLIE. We place a + after the square brackets to indicate that the URL will be composed of
one or more characters taken from this list.

To output our link, we'll need to capture the URL and output it both as the hr ef attribute of the a tag, and
as the text of the link. To capture the URL, we surround the corresponding portion of our regular
expression with parentheses:

\[L] ([-_./a-zA Z0- 9! &%#?+, ' =: ~] +)\ [ EL]

So we convert the link with the following code:

$j oket ext = ereg_repl ace(
"\[L]([-_.7a-zA-Z0- 9! &2+, \"' = ~] +)\[ EL] ',
"<a href="\\1">\\1</a>', $joketext);

Note that we had to escape the quote (' ) in the regular expression with a backslash (\ ' ) to prevent PHP
from thinking it indicated the end of the regular expression string.. Meanwhile, \' \ 1 in the replacement
string gets replaced by the URL for the link, and the output is as expected!

We'd also like to support hyperlinks whose link text differs from the URL. Let's say the form of our link is as
follows:



Check out [L=http://ww. php.net/] PHP[ EL].

Here's our regular expression (wrapped to fit on the page):
\[L=([-_./a-zA-Z0-9! &¥%#?+, "' =: ~] +) ]
([-_.1a-zA-Z0-9 ! &%t?+$, ' "= ; ~] +)\[ EL]

Quite amess, isn'tit? Squint at it for a little while, and you'll see it achieves exactly what we need it to,
capturing both the URL (\ \ 1) and the text (\\ 2) for the link. The PHP code that performs the substitution

is as follows:

$j oket ext = ereg_repl ace(
"\[L=([-_./a-zA Z0-9! &2+, \"' = ~] +)]" .
"([-_./a-zA-Z0-9 ! &%t?+$,\"' "=:; ~] +)\[EL] ',
"<a href="\\1">\\2</a>', $joketext);

Matching Tags

A nice side-effect of the regular expressions we developed to read hyperlinks is that they will only find
matched pairs of [ L] and [ EL] tags. A[ L] tag missing its [ EL] or vice versa will not be detected, and
will appear unchanged in the finished document, allowing the person updating the site to spot the error
and fixit.

In contrast, the PHP code we developed for boldface and italic text in "Boldface and Italic Text" will convert
unmatched[ B] and [ I] tags into unmatched HTML tags! This can easily lead to ugly situations like the
entire text of a joke starting from an unmatched tag being displayed in bold-possibly even spilling into
subsequent content on the page.

We can rewrite our code for bold/italic text in the same style as we used for hyperlinks to solve this
problem by only processing matched pairs of tags:
$j oket ext = eregi _replace(
"\[b]([-_./a-zA-Z0-9 ! &Y#?+$,\"'"=:;~]+)\[eb]",
'<strong>\\1</strong>', $j oketext);
$j oket ext = eregi _replace(
"N[i]([-_./a-zA-Z0-9 ! &Y?+$,\"'"=:;~]+)\[ei]",
'<enp\\ 1</ enp', $j oket ext);

If unmatched tags aren't much of a concern for you, however, you can actually simplify your code by not
using regular expressions at alll PHP's st r _r epl ace function works a lot like er eg_r epl ace, except

that it only searches for strings-not patterns.
$newstr = str_replace(searchfor,replacew th,oldstr);

We can therefore rewrite our bold/italic code as follows:

$j oketext = str_replace('[b]',"' <strong>', $j oketext);
$j oketext = str_replace('[eb]',"' </strong>', $j oketext);
$j oketext = str_replace('[i]',"' <en®', $joketext);

$j oketext = str_replace('[ei]',' </enm', $joketext);

One difference remains between this and our regular expression code. We used er egi _r epl ace in our
previous code to match both lowercase [ b] and uppercase[ B] tags, as that function was case-
insensitive.st r _r epl ace is case sensitive, so we need to make a further modification to allow uppercase
tags:
$j oket ext = str_repl ace(

array('[b]','[B]'),"' <strong>', $j oketext);
$j oket ext = str_repl ace(

array('[eb]','[EB]'),"' </strong>', $j oketext);



$j oket ext = str_repl ace(
array('[i]',"'[1]1"),"' <enp', $j oketext);

$j oket ext = str_repl ace(
array('[ei]','[ElI]"),"' </em', $joketext);

str_repl ace lets you give an array for the search string, so the above code will replace either [ b] or
[ B] with <strong>,[ eb] or[ EB] with </ strong>, and so on. For more information about the
intricacies of str_replace, refer to the PHP manual.

While this code looks more complicated than the original version with er egi _r epl ace,str_repl ace is
a lot more efficient because it doesn't need to interpret your search string for regular expression codes.
Wheneverstr _r epl ace cando thejob, you should always use it instead of er eg_r epl ace or

eregi _repl ace.

Thejoke.php file included in the code archive makes use of st r _r epl ace; feel free to replace it with the
regular expression code above if you are worried about unmatched tags.

[2lYou may be more accustomed to using <b> and <i > tags; however, | have chosen to respect the most
recent HTML standards, which recommend replacing these with <st r ong> and <en®, respectively.

BlExperienced developers may object to this use of regular expressions. Yes, regular expressions are not
required for this simple example, and yes, a single regular expression for both tags would be more
appropriate than two separate expressions. I'll address both of these issues later in this chapter.

[4]] have not included a space in the list of characters | want to allow in a link URL. Although Microsoft
Internet Explorer supports such URLSs, spaces in the path or file name portions of a URL should be
replaced with the code %20, and spaces in the query string should be replaced by +. If you want to allow
spaces in your URLSs, feel free to add a space to the list of characters in square brackets.



Splitting Text into Pages

While no joke is likely to be so long that it will require more than one page, many content-driven sites (like
sitepoint.com) provide lengthy content that is best presented when it's broken into pages. Yet another
regular expression function in PHP makes this exceedingly easy to do.

split isafunctionthat takes a regular expression and a string of text, and uses matches for the regular
expression to break the text into an array. Consider the following example:

$regexp="[ \n\t\r]+"; // One or nore white space chars
$text="This is a\ntest.";
$textarray=split($regexp, $text);
echo(S$textarray[0]."<br />"); /] Qutputs "This<br />"
echo(S$textarray[1]."<br />"); [/ Qutputs "is<br />"
echo(S$textarray[2]."<br />"); /] Qutputs "a<br />"
echo(S$textarray[3]."<br />"); /] Qutputs "test.<br />"

As you might expect, thereis alsoa spliti function thatis case insensitive.

If we search for a [ PAGEBREAK] tag instead of a white space character, and we display only the page in
which we're interested (indicated by a $page variable passed with the page request, for example) instead
of all of the resulting portions of the text, we can successfully divide our content into pages.[2

/1 1f no page specified, default to the
/1 first page ($page = 0)

if (!'isset($_CET[' page'])) $page = O;

el se $page = $_GET[' page'];

/1l Split the text into an array of pages
$textarray=spliti("\[ PAGEBREAK] ", $text);

/1l Select the page we want
$paget ext =$t ext arr ay[ $page] ;

Obviously, we'll want to provide a way for users to move between pages. Let's put a link to the previous
page at the top of the current page, and a link to the next page at the bottom.

However, if this is the first page, clearly we won't need a link to the previous page. We know we're on the
first page if $page equals zero.

Likewise, we don't need a link to the next page on the last page of content. To detect the last page, we
need to use the count function that | introduced briefly in "A Content Management System".count takes
an array, and returns the number of elements in that array. When count is passed our array of pages, it
will tell us how many pages there are. If there are 10 pages, then $t ext ar r ay[ 9] will contain the last
page. Thus, we know we're on the last page if $page equals count ( $t ext array) minus one.

The code for the links that will turn our pages looks like this:
$PHP_SELF = $_SERVER ' PHP_SELF' ];

if ($page !'= 0) {
$prevpage = $page - 1;
echo("<p><a href=\"$PHP_SELF?i d=$i d&page=$pr evpage\ " >".
' Previ ous Page</a></p>');

}

/1 Qutput page content here...

if ($page < count(S$textarray) - 1) {



$next page = $page + 1;
echo("<p><a href=\"$PHP_SELF?i d=$i d&page=%next page\ " >".
' Next Page</a></p>');

[BIThe real reason for using regular expressions here is to allow [ PAGEBREAK] to be case insensitive; that
is, we want [ pagebr eak] or even [ Pagebr eak] to work just as well. If you are happy with requiring the
tag to be typed in uppercase, you can actually use PHP's expl ode function instead. It works just like
split, butit searches for a specific string rather than a pattern defined by a regular expression. Unlike
str_repl ace (see "Matching Tags"),expl ode cannot accept an array as its search argument. See the

PHP manual for details.




Putting it all Together

The completed code that will output our joke text (with all special character, multi-page, and custom tag
conversion in place) is as follows. This file, along with an updated joke listing script (jokelist.php), and a
front page that lets our visitors choose a joke category to view (index.php), are provided in the code
archive.

<!-- joke.php -->

I/l Get the joke text fromthe database

$id = $_CET['id];

$j oke = nysql _query(" SELECT JokeText FROM Jokes
VWHERE I D="%id" ");

$j oke = nysql _fetch_array($joke);

$j oket ext = $j oke[' JokeText'];

/1 Filter out HTM. code
$j oket ext = ht ml speci al char s($j oket ext);

/1 1f no page specified, default to the
/1 first page ($page = 0)

if (!'isset($_CET[' page'])) $page = O;

el se $page = $_GET[' page'];

/1 Split the text into an array of pages
$textarray=spliti('\[PAGEBREAK]', $j oket ext);

/1l Select the page we want
$j oket ext =$t ext arr ay[ $page] ;

/1 Bold and italics

$j oket ext = str_repl ace(
array('[b]','[B]"'),"' <strong>', $j oket ext);

$j oketext = str_repl ace(
array('[eb]','[EB]'),"' </strong>', $j oketext);

$j oketext = str_repl ace(
array('[i]',"'[1]1"),"' <enp', $j oketext);

$j oketext = str_repl ace(
array('[ei]','[ElI]"),"' </em', $joketext);

/'l Paragraphs and |ine breaks

$j oketext = ereg_replace("\r","'"', $j oketext);
$j oket ext = ereg_replace("\n\n","' </ p><p>', $j oket ext);
$j oket ext = ereg_replace("\n",'<br />', $joketext);

/1l Hyperlinks

$j oket ext = ereg_repl ace(
"\[L]([-_./a-zA-Z0-9! &%#?+,\"' = ~] +)\ [ EL] ",
"<a href="\\1">\\1</a>', $joketext);

$j oket ext ereg_repl ace(
"\[L=([-_./a-zA-Z0-9! &%#?+,\' = ~] +)]".
"([-_./a-zA-Z0-9 ! &%#?+$,\'"=:;~] +)\[EL]",
"<a href="\\1">\\2</a>', $joketext);

$PHP_SELF = $ SERVER[' PHP_SELF'];



if ($page !'= 0) {
$prevpage = $page - 1;
echo("<p><a href=\"$PHP_SELF?i d=$i d&page=%pr evpage\ " >".
" Previ ous Page</a></p>');

}
echo( "<p>$j oket ext </ p>" );

if ($page < count(Stextarray) - 1) {
$next page = $page + 1;
echo("<p><a href=\"$PHP_SELF?i d=$i d&page=%next page\ " >".
' Next Page</a></p>');

Don't forget to provide documentation so that users of your joke submission form know what tags are
available and what each of them does.



Automatic Content Submission

It seems a shame to have spent so much time and effort on a content management system that's so easy
that anyone can use it, if the only people who are actually allowed to use it are the site administrators.
Furthermore, while it's extremely convenient for an administrator not to have to edit HTML to make
updates to the site's content, he or she must still transcribe submitted documents into the "Add New Joke™"
form, and convert any formatted text into the custom formatting language we developed above-a tedious
and mind-numbing task to say the least.

What if we put the "Add New Joke" form in the hands of casual site visitors? If you recall, we actually did
this in "Publishing MySQL Data on the Web" when we provided a form for users to submit their own jokes.
At the time, this was simply a device that demonstrated how | NSERT statements could be made from
within PHP scripts. We did not include it in the code we developed from scratch in this chapter because of
the inherent security risks involved. After all, who wants to open the content of his or her site for just
anyone to tamper with?

But new joke submissions don't have to appear on the site immediately. What if we added a new column
to the Jokes table called Visible that could take one of two values: Y and N. Newly submitted jokes could
automatically be setto Vi si bl e=' N', and could be prevented from appearing on the site if we simply
addWHERE Vi si bl e=" Y' to any query of the Jokes table for which the results are intended for public
access. Jokes with Vi si bl e=" N' would wait in the database for review by a content manager, who could
edit each joke before making it visible, or deleting it out of hand.

To create a column that contains one of two values, of which one is the default, we'll need a new MySQL
column type called ENUM

nysql >ALTER TABLE Jokes ADD COLUWN
->Visible ENUM' N ,'Y') NOT NULL;

Since we declared this column as required (NOT NULL), the first value listed in the parentheses (' N' in
this case) is the default value, which is assigned to new entries if no value is specified in the | NSERT
statement. All that's left for you to do is modify the administration system to allow hidden jokes to be
shown. A simple check boxin the 'Add Joke' and 'Edit Joke' forms should do the trick.

With new jokes hidden from the public eye, the only security detail that remains is author identification. We
want to be able to identify which author in the database submitted a particular joke, but it's inappropriate to
rely on the old drop-down list of authors in the "Add New Joke" form, since any author could pose as any
other. Obviously, some sort of user name/password authentication scheme is required.

To store a password in the Authors table, simply add another column. You can then require an author to
correctly enter his or her email address and password when they submit a joke to the database. You'd
want to implement the same login procedure before you allow an author to modify his or her details
(name, email address, etc.). You might even like to give each author a "control centre” of sorts, where he
or she could view the status of the jokes he or she has submitted to the site.



Summary

While it would be interesting to delve into the details of the content-submission system described above,
you should already have all the skills necessary to build it yourself. Want to let users rate the jokes on the
site? How about letting joke authors make changes to their jokes, but requiring an administrator to
approve the changes before they go live on the site? The power and complexity of the system is limited
only by your imagination.

At this point, you should be equipped with all the basic skills and concepts you need to build your very own
database-driven Website. In the rest of this book, Il cover more advanced topics that will help optimize
your site's performance. Oh, and of course we'll explore more exciting features of PHP and MySQL.

In"MySOL Administration”, we'll take a step away from our joke database and have a close-up look at
MySQL server maintenance and administration. We'll learn how to make backups of our database (a
critical task for any Web-based company!), administer MySQL users and their passwords, and log into a
MySQL server if you've forgotten your password.



Chapter 8: MySQL Administration

Overview

At the core of any well-designed, content-driven site is a relational database. In this book, we've used the
MySQL Relational Database Management System (RDBMS) to create our database. MySQL is a popular
choice among Web developers not only because it's free for non-commercial use on all platforms, but
also because it's fairly simple to activate a MySQL server. As | demonstrated in "Installation”, armed with
proper instructions, a new user can get a MySQL server up and running in less than 30 minutes, or under
10 if you practice a little!

If all you want to do is have a MySQL server around so you can play with a few examples and experiment
a little, then the initial installation process we went through in "Installation” is likely to be all you'll need. If,
on the other hand, you want to set up a database backend to areal, live Website-perhaps a site upon
which your company depends-then there are a few more things you'll need to learn how to do before you
can rely on a MySQL server day-in and day-out.

Backups of data that's important to you or your business should be part of any Internet-based enterprise.
Unfortunately, because setting up backups isn't the most interesting part of an administrator's duties, such
procedures are usually arranged once out of necessity and deemed "good enough” for all applications. If
your answer to "Should we back up our databases?" until now has been "It's okay; they'll be backed up
along with everything else," then you really should stick around. I'l show you why a generic file backup
solution is inadequate for many MySQL installations, and I'll demonstrate the "right way" to back up and
restore a MySQL database.

In"Installation”, we set up the MySQL server so that you could connect as r oot with a password you
chose. This r oot MySQL user (which, incidentally, has nothing to do with the root user on Linux and
similar systems) had read/write access to all databases and tables. In many organizations, it's necessary
to create users whose access is limited to particular databases and tables, and to then restrict that access
in some way (e.g. read-only access to a particular table). In this chapter, we'll learn how to facilitate such
restrictions using two new MySQL commands: GRANT and REVOKE.

In some situations, such as power outages, MySQL databases can become damaged. Such damage
need not always send you scrambling for your backups, however. Wel'll finish off our review of MySQL
database administration by learning how to use the MySQL database check and repair utility to fix simple
database corruptions.



Backing up MySQL Databases

Standard Backups Aren't Enough

Like Web servers, most MySQL servers are expected to remain online 24 hours a day, 7 days a week.
This makes backups of MySQL database files problematic. Because the MySQL server uses memory
caches and buffers to improve the efficiency of updatesto the database files stored on disk, these files
may be in aninconsistent state at any given time. Since standard backup procedures involve merely
copying system and data files, backups of MySQL data files cannot be relied upon, as they can't
guarantee that the files that are copied are in a fit state to be used as replacements in the event of a crash.

Furthermore, as many databases receive new information at all hours of the day, standard backups can
provide only 'snapshots' of database data. Any information stored in the database that's changed after the
last backup will be lost in the event that the MySQL data files are destroyed or become unusable. In many
situations, such as when a MySQL server is used to track customer orders on an ecommerce site, this is
an unacceptable loss.

Facilities exist in MySQL to keep up-to-date backups that are not adversely affected by server activity at the
time at which the backups are generated. Unfortunately, they require you to set up a backup scheme
specifically for your MySQL data, completely apart from whatever backup measures you have established
for the rest of your data. As with any good backup system, however, you'll appreciate it when the time
comes to use it.

In this chapter, the instructions Il provide will be designed for use on a computer running Linux, or some
other UNIX-based operating system. If you're running your MySQL server under Windows, the methods
and advice provided here will all apply equally well, but you'll have to come up with some of the specific
commands yourself. If you have any trouble, don't hesitate to post your questions in the SitePoint Forums.

Database Backups using mysqgldump

In addition to mysqld, the MySQL server, and mysql, the MySQL client, a MySQL installation comes with
many useful utility programs. We have seen mysgladmin, which is responsible for the control and retrieval
of information about an operational MySQL server, for example.

mysqgldump is another such program. When run, it connects to a MySQL server (in much the same way as
themysql program or the PHP language does) and downloads the complete contents of the database you
specify. It then outputs these as a series of SQL CREATE TABLE and | NSERT commands that, if run in an

empty MySQL database, would create a MySQL database with exactly the same contents as the original.

If you redirect the output of mysqgldump to a file, you can store a 'snapshot' of the database as a backup.
The following command (typed all on one line) connects to the MySQL server running on nyhost as user
r oot with password nypass, and saves a backup of the database called dbname into the file
dbname_backup.sql:

shel | %ysqgl dunp -h nyhost -u root -pnypass dbnanme >
dbname_backup. sql

To restore this database after a server crash, you would use these commands:

shel | %rysqgl admi n -h nyhost -u root -pnmypass create dbnane
shel | %rysqgl -h myhost -u root -pnypass dbnane < dbnane_backup. sql

The first command uses the mysgladmin program to create the database; alternatively, you can do this at
the MySQL command line. The second connects to the MySQL server using the usual mysgl program,



and feedsin our backup file as the commands to be executed.

In this way, we can use mysqgldump to create backups of our databases. mysqgldump connects through the
MySQL server to perform backups, rather than by directly accessing the database files in the MySQL data
directory. So the backup it produces is guaranteed to be a valid copy of the database, and not a snapshot
of the database files, which may be in a state of flux as long as the MySQL server is online.

But how do we bridge the gap between these snapshots to maintain a backup of a database that is always
up to date? The solution is simple: instruct the server to keep an update log.

Incremental Backups using Update Logs

As I mentioned above, many situations in which MySQL databases are used would make the loss of data-
any data-unacceptable. In cases like these, we need some way to bridge the gap between the backups we
made using mysqldump as described above. The solution is to instruct the MySQL server to keep an
update log. An update log is a record of all SQL queries that were received by the database, and which
modified the contents of the database in some way. This includes | NSERT,UPDATE, and CREATE TABLE
statements (among others), but doesn't include SELECT statements.

The basic idea is that you can restore the contents of the database at the very moment at which a disaster
occurred, with the application of a backup (made using mysgldump), followed by the application of the
contents of the update logs that were generated after that backup was made.

You can also edit update logs to undo mistakes that may have been made. For example, if a co-worker
comes to you after having accidentally issued a DROP TABLE command, you can edit your update log to
remove that command before you restore your database using your last backup and the log application. In
this way, you can even keep changes to other tables that were made after the accident. And, as a
precaution, you should probably also revoke your co-worker's DROP privileges (see the next section to find
out how).

To tell the MySQL server to keep update logs, simply add an option to the server command line:

shel | %saf e_mysql d - -1 og- updat ezupdat e

The above command starts the MySQL server and tells it to create files named update.001,update.002,
and so on, in the server's data directory (/ust/local/mysqlivar if you set up the server according to the
instructions in "Installation"). A new file will then be created each time the server flushes its log files; in
practice, this occurs whenever the server is restarted. If you want to store your update logs somewhere
else (usually a good idea-if the disk that contains your data directory dies, you don't want it to take your
backups with it!), you can specify the full path to the update files.

However, if you run your MySQL server full time, you probably have your system set up to launch the
MySQL server at start-up. The addition of command-line options to the server can be difficult in this case.
A simpler way to have update logs created is to add the option to the MySQL configuration file, my.cnf,
which you should have created in your system's /etc directory as part of the procedure to auto-start the
MySQL server (see "Installation"). To set MySQL to create update logs by default, simply add al og-
updat e line below [ mysql d] in your my.cnf file. For Windows users, the my.cnf file should be located in
the root of your C: drive; alternatively, it may be named my.ini and placed in your Windows directory.
[mysql d]

| og- updat e=/ usr/ backups/ nysql / updat e

Feel free to specify whatever location to which you'd like the server to write the update logs. Save the file
and restart your MySQL server. From now on, the server will behave by default as if you'd specified the - -
| 0og- updat e option on the command line.

Obviously, update logs can take up a lot of space on an active server. For this reason, and because



MySQL will not automatically delete old log files as it creates new ones, it's up to you to manage your
update log files. The following UNIX shell script, for example, tells MySQL to flush its log files, and then
deletes all update files that were last modified more than a week ago.

#!'/ bi n/ sh

[usr/local/mysqgl/bin/nmysqladnmin -u root -pnypasswd \
flush-1ogs

find /usr/backups/ nmysql/ -nanme "update.[0-9]*" \
-type f -ntine +6 | xargs rm -f

This first step (flushing the log files) creates a new update log in case the current one is about to be
deleted. This deletion will occur if the server has been online, and has not received any queries that
changed database contents, for over a week. If you're an experienced user, setting up a script that uses
cronltl or Windows' Task Scheduler to periodically (say, once a week) perform a database backup and
delete old update logs should be fairly easy. If you need a little help with this, speak to your Web host,
system administrator, or local guru, or post a message to the SitePoint Forums (we'll be glad to help!).

If you have a backup and a copy of the update logs since the backup was made, then the restoration of
your database should be fairly simple. After you create the empty database and apply the backup as
described in the previous section, apply the update logs, using the - - one- dat abase command-line
option for mysql. This command instructs the server to run only those queries in the update log that pertain
to the database you want to restore (db in this example):

shel | %rysql -u root -pnypasswd --one-database db < update. 100
shel | %rysql -u root -pnypasswd --one-database db < update. 102

cronis a well-known task scheduling utility available on most Linux and UNIX-based systems. To learn
how to set up cron tasks, begin by typing man cr ont ab at your server's command prompt.



MySQL Access Control

Early in this book, | mentioned that the database called mysql, which appears on every MySQL server, is
used to keep track of users, their passwords, and what they're allowed to do. Until now, however, we've
always logged into the server as the r oot user, which gives us access to all databases and tables.

If your MySQL server will only be accessed through PHP, and you're careful about who is given the
password to the r oot MySQL account, thenthe r oot account may be sufficient for your needs. However,
in cases where a MySQL server is shared among many users, for example, if a Web host wishes to use a
single MySQL server to provide a database to each of its users, it's usually a good idea to set up user
accounts with more restricted access.

The MySQL access control system is fully documented in Chapter 6 of the MySQL Reference Manual. In
essence, user access is governed by the contents of five tables in the mysql database: user, db, host,
tables_priv, and columns_priv. If you plan to edit these tables directly using | NSERT,UPDATE, and
DELETE statements, I'd suggest you read the section of the MySQL manual on the subject first. For us
mere mortals, MySQL provides a simpler method to manage user access. Using GRANT and
REVOKE—nonstandard commands provided by MySQL—you can create users and set their privileges
without worrying about the details of how they'll be represented in the tables mentioned above.

Usingarant

TheGRANT command, used to create new users, assign user passwords, and add user privileges, looks
like this:

mysql >GRANTpri vil eges [(colums)] ON what
->TCQuser [|DENTIFI ED BY "password"]
->[WTH GRANT OPTI O\ ;

As you can see, there are a lot of blanks to be filled in with this command. Let's describe each of them in
turn, and then look at some examples to give you an idea of how they work together.

privil eges is a comma-separated list of the privileges you wish to grant. The privileges you can specify
can be sorted into three groups:

m Database/Table/Column privileges

ALTER

Modify existing tables (e.g. add/remove columns) and indexes.
CREATE

Create new databases and tables.
DELETE

Delete table entries.
DRCOP

Delete tables and/or databases.
| NDEX

Create and/or delete indexes.
| NSERT

Add new table entries.
SELECT

View/search table entries.
UPDATE

Modify existing table entries.

m Global administrative privileges



FI LE
Read and write files on the MySQL server machine.

PROCESS

View and/or kill server threads that belong to other users.
REL CAD

Reload the access control tables, flush the logs, etc.
SHUTDOWN

Shut down the MySQL server.
m Special privileges

ALL

Allowed to do anything (like root).
USACE

Only allowed to log in—nothing else.

Some of these privileges apply to features of MySQL that we have not yet seen, but many should be
familiar to you.

what defines the areas of the database sever to which the privileges apply. *. * means the privileges
apply to all databases and tables. dbNane. * means the privileges apply to all tables in the database
called dbName. dbNane. t bl Name means the privileges apply only to the table called tbIName in the
database called dbName. You can even specify privileges for individual table columns—simply list the
columns between the parentheses that follow the privileges to be granted (we'll see an example of this in a
moment).

user specifies the user to which these privileges should apply. In MySQL, a user is specified both by the
user name given at login, and the host name/IP address of the machine from which the user connects.
The two values are separated by the @sign (i.e. user nane @ost nane). Both values may contain the %
wild card character, but you need to put quotes around any value that does (e.g. kevi n@ % will allow the
user name kevi n to log in from any host and use the privileges you specify).

passwor d specifies the password required by the user to connect to the MySQL server. As indicated by
the square brackets above, the | DENTI FI ED BY "passwor d" portion of the GRANT command is
optional. Any password specified will replace the existing password for that user. If no password is
specified for a new user, a password will not be required to connect.

The optional W TH GRANT OPTI ON portion of the command specifies that the user be allowed to use the
GRANT/REVOKE commands to give to another user any privileges granted to him or her. Be careful with
this option—the repercussions are not always obvious! For example, two users who have this option
enabled can get together and share their privileges with each other.

Let's consider a few examples. To create a user named dbngr that can connect from
server. host. net with password managedb and have full access to the database named db only
(including the ability to grant access to that database to other users), use this GRANT command:

mysql >GRANT ALL ON db. *
->TO dbngr @erver. host. net
->| DENTI FI ED BY "managedb"
->W TH GRANT OPTI ON;

To subsequently change that user's password to f unkychi cken, use:

mysql >GRANT USAGE ON *. *
->TO dbngr @erver. host. net
->| DENTI FI ED BY "funkychi cken";



Notice that we haven't granted any additional privileges (the USAGE privilege doesn't let a user do anything
besides log in), but the user's existing privileges remain unchanged.

Now let's create a new user named j ess, who will connect from various machines in the host . net
domain. Say she's responsible for keeping the names and email addresses of users in the database up to
date, but may need to refer to other database information at times. As a result, she will have read-only (i.e.
SELECT) accessto the db database, but will be able to UPDATE the name and email columns of the Users

table. Here are the commands:

nmysqgl >GRANT SELECT ON db. *
->TO jess@ % host. net"
->| DENTI FI ED BY "j essrul es”;

nysqgl >GRANT UPDATE (nane, email) ON db. Users
->TO jess@ % host. net";

Notice in the first command how we used the %(wild card) character in the host name to indicate the host

from which Jess could connect. Notice also that we haven't given her the ability to pass her privileges to
other users, as we didn't put W TH GRANT OPTI ON on the end of the command. The second command

demonstrates how to grant privieges for specific table columns—it lists the column(s) separated by
commas in parentheses after the privilege(s) being granted.

Using REVOKE

TheREVOKE command, as you'd expect, is used to strip previously granted privieges from a user. The
syntax for the command is as follows:

mysql >REVOKEpri vi |l eges [(col ums)]
->ONwhat FROM user;

All the fields in this command work just as they do in GRANT above. To revoke the DROP privileges of a co-
worker of Jess's (for instance, if he or she has demonstrated a habit of occasionally deleting tables and
databases by mistake), you would use this command:

mysql >REVOKE DROP ON *.* FROM i di ot @ % host. net";

Revoking a user's login privieges is about the only thing that can't be done using GRANT and REVOKE.
REVOKE ALL ON *.* would definitely prevent a user from doing anything of consequence besides
logging in, but to remove a user completely requires that you delete the corresponding entry in the user
table:

mysql >DELETE FROM user
->WHERE User="idiot" AND Host="% host.net";

Access Control Tips

As aresult of the way the access control system in MySQL works, there are a couple of idiosyncrasies that
you should be aware of before you launch into user creation.

When you create users that can log into the MySQL server only from the computer on which that server is
running (i.e. you require them to use Telnet or SSH to log into the server and run the MySQL client from

there, or communicate using server-side scripts like PHP), you may ask yourself what the user part of the
GRANT command should be. Say the server is running on ww. host . net . Should you set up the user as



user nane @ww. host . net, or user nane@ ocal host ?

The answer is that you can't rely on either one to handle all connections. In theory, if, when connecting, the
user specifies the host name either with the mysq| client, or with PHP's nysql _connect function, that
host name will have to match the entry in the access control system. But as you probably don't want to
force your users to specify the host name a particular way (in fact, users of the mysql client probably won't
want to specify the host name at all), it's best to use a work-around.

For users that need to be able to connect from the same machine on which the MySQL server is running,
it's best to create two user entries in the MySQL access system: one with the actual host name of the
machine (e.g. user name @ww. host . net ), the other with | ocal host (e.g. user nane@ ocal host).
Of course, you will have to grant/revoke all privileges to both of these user entries individually, but this is
the only work-around that you can really rely upon.

Another common problem faced by MySQL administrators is that user entries with wild cards in their host
names (e.g.j ess@b host . net above) fail to work. When this happens, it's usually due to the way
MySQL prioritizes the entries in the access control system. Specifically, it orders entries so that more
specific host names appear first (e.g. ww. host . net is completely specific, % host . net is less
specific, and %is totally unspecific).

In a fresh installation, the MySQL access control system contains two anonymous user entries (which
allow connections from the local host that use any user name—the two entries are to support connections
froml ocal host and the server's actual host name [2, as described above), and two r oot user entries.
The problem described above occurs when the anonymous user entries take precedence over our new
entry because their host name is more specific.

Let's look at the abridged contents of the user table on ww. host . net, our fictitious MySQL server, after
we add Jess's entry. The rows here are sorted in the order in which the MySQL server considers them
when it validates a connection:

[ S E S, o e e e oo oo +
| Host | User | Password |
[ S E S, o e e e oo oo +
| Iocal host | root | (encrypted val ue) |
| www. host.net | root | (encrypted val ue) |
| Iocal host | | |
| www. host. net | | |
| % host. net | jess | (encrypted val ue) |
[ S E S, o e e e oo oo +

As you can see, since Jess's entry has the least specific host name, it comes last in the list. When Jess
attempts to connect from www. host . net , the MySQL server matches her connection attempt to one of
the anonymous user entries (a blank User value matches anyone). Since these anonymous entries don't
require a password, and presumably Jess enters her password, MySQL rejects the connection attempt.
Even if Jess managed to connect without a password, she would be given the very limited privileges that
are assigned to anonymous users, as opposed to the privileges assigned to her entry in the access control
system.

The solution to this problem is to either make your first order of business as a MySQL administrator the
deletion of those anonymous user entries (DELETE FROM nysql . user WHERE User =""), or to give
two more entries to all users who need to connect from | ocal host (i.e. entries for | ocal host and the
actual host name of the server):

| I ocal host | root | (encrypted val ue) |
| www. host.net | root | (encrypted val ue) |
| I ocal host | jess | (encrypted val ue) |



| www. host.net | jess | (encrypted val ue) |
| I ocal host | | |
| www. host. net | | |
| % host. net | |

Since it's excessive to maintain three user entries (and three sets of privileges) for each user, | recommend
that you remove the anonymous users, unless you have a particular need for them:

R T - S T I Ry +
| Host | User | Password |
R T - S T I Ry +
| I ocal host | root | (encrypted val ue) |
| www. host.net | root | (encrypted val ue) |
| % host. net | jess | (encrypted val ue) |
R T - S T I Ry +

Locked Out?

Like locking your keys in the car, forgetting your password after you've spent an hour installing and
tweaking a new MySQL server can be an embarrassment to say the least. Fortunately, if you have root
accessto the computer on which the MySQL server is running, or if you can log in as the user you set up
to run the MySQL server (mysql usr if you followed the instructions in "Installation"), all is not lost. This

next procedure will let you regain control of the server.

First, you must shut down the MySQL server. Since you would normally do this using nmysql adni n, which
requires your forgotten password, you'll instead have to kill the server process to shut it down. Under
Windows, use the task manager to find and end the MySQL process, or simply stop the MySQL service if
you have installed it as such. Under Linux, use the ps command, or look in the server's PID file, in the
MySQL data directory, to determine the process ID of the MySQL server, and then terminate it with this
command:

shel | %i | | pid

pi d is the process ID of the MySQL server. This should be enough to stop the server. Donotuse ki I | -
9 unless absolutely necessary, as this may damage your table files. If you're forced to do so, however, the
next section provides instructions on how to check and repair those files.

Now that the server's down, you can restart it by running safe-mysqld (mysqgld-opt.exe,mysqld-nt.exe, or
whichever server executable you decided on under Windows) with the - - ski p- grant -t abl es

command line option. This instructs the MySQL server to allow unrestricted access to anyone. Obviously,
you'll want to run the server in this mode as infrequently as possible, to avoid the inherent security risks.

Once you're connected, change your root password to something you'll remember:

mysgl >USE nysql ;
mysqgl >UPDATE user SET Passwor d=PASSWORD( " newpasswor d")
- >WHERE User ="root";

Finally, disconnect, and instruct the MySQL server to reload the grant tables to begin requiring passwords:

shel | %wysql adnmin flush-privil eges

That does it—and nobody ever has to know what you did. As for locking your keys in your car, you're on



your own there.

[Zlon Windows installations of MySQL, the second entry's hostname is set to % not the server's hostname.
It therefore does not contribute to the problem described here. It does, however, permit connections with
any user name from any computer, so it's a good idea to delete it anyway.



Checking and Repairing MySQL Data Files

In power outages, situations where you need to ki | I -9 the MySQL server process, or when Jess's
friendi di ot @b host . net kicks the plug out of the wall, there is a risk that the MySQL data files may be
damaged. This situation can arise if the server is in the middle of making changes to the files at the time of
the disturbance, as the files may be left in a corrupt or inconsistent state. Since this type of damage can be
subtle, it can go undetected for days, weeks, or even months. As a result, by the time you do finally
discover the problem, all your backups may contain the same corruption.

Chapter 4 of the MySQL Reference Manual describes the myisamchk utility that comes with MySQL, and
how to use it to check and repair your MySQL data files. While that chapter is recommended reading for
anyone who wants to set up a heavy-duty preventative maintenance schedule for their MySQL server, we'll
cover all the essentials here.

Before we go any further, though, it's important to realize that the myisamchk program expects to have
sole access to the MySQL data files that it checks and modifies. If the MySQL server works with the files at
the same time, and makes a modification to a file that myisamchk is in the middle of checking, myisamchk
might incorrectly detect an error and try to fix it-which in turn could trip up the MySQL server! Thus, to
avoid making things worse instead of better, it's usually a good idea to shut down the MySQL server while
you're working on the data files. Alternatively, shut down the server just long enough to make a copy of the
files, and then do the work on the copies. When you're done, shut down the server again briefly to replace
the files with the new ones, and perhaps apply any update logs that were made in the interim.

The MySQL data directory isn't too difficult to understand. It contains a sub-directory for each database,
and each of these sub-directories contains the data files for the tables in the corresponding database.
Each table is represented by three files, which have the same name as the table, but three different
extensions. The t bl Nane.frm file is the table definition, which keeps track of which columns are contained
in the table, and their type. The t bl Nane.MYD file contains all the table data. The t bl Nane.MY] file
contains any indexes for the table. For example, it might contain the look-up table that helps the table's
primary key column speed up queries that are based on this table.

To check atable for errors, just run myisamchk (in the MySQL bin directory) and provide either the
location of these files and the name of the table, or the name of the table index file:

shel | %yi santhk /usr/ 1 ocal / nysql /var/dbNane/t bl Name
shel | %yi santhk /usr/ 1 ocal / nysql/var/dbNane/t bl Nane. Myl

Either of the above will perform a check of the specified table. To check all tables in the database, use a
wild card:

shel | %yi sanchk /usr/ 1 ocal / nysql /var/ dbNane/ *. MYI

And to check all databases in all tables, use two:

shel | %wyi sanchk /usr/ |1 ocal / nysql/var/*/*. Wi

Without any options, myisamchk performs a normal check of the table files. If you suspect problems with a
table and a normal check fails to turn up anything, you can perform a much more thorough (but also much
slower!) check using the - - ext end- check option:

shel | %wyi sancthk --extend-check /path/to/tbl Name



Checking for errors is non-destructive, which means that you don't have to worry that you might make an
existing problem worse if you perform a check on your data files. Repair operations, on the other hand,
while usually safe, will make changes to your data files that cannot be undone. For this reason, | strongly
recommend that you make a copy of any damaged table files before you attempt to repair them. As usual,
make sure your MySQL server is shut down before you make copies of live data files.

There are three types of repair that you can use to fixa problem with a damaged table. These should be
tried in order with fresh copies of the data files each time (i.e. don't try the second recovery method on a
set of files that result from a failed attempt of the first recovery method). If at any point you get an error
message that indicates that a temporary file can't be created, delete the file to which the message refers
and try again-the offending file is a remnant of a previous repair attempt.

The three repair methods can be executed as follows:

shel | %yi sancthk --recover --quick /path/to/tbl Nanme
shel | %yi santhk --recover /path/to/tbl Nanme
shel | %yi santhk --safe-recover /path/to/tbl Nanme

The first is the quickest, and fixes the most common problems; the last is the slowest, and fixes a few
problems that the other methods do not.

If these methods fail to resurrect a damaged table, there are a couple more tricks you can try before you
give up:

m If you suspect that the table index file (*.MYI) is damaged beyond repair, or even missing entirely, it
can be regenerated from scratch and used with your existing data (*.MYD) and table form (*.frm) files.
To begin, make a copy of your table data (t bl Nanme.MYD) file. Restart your MySQL server and
connect to it, then delete the contents of the table with the following command:

nysql >DELETE FROM t bl Nane;

This command doesn't just delete the contents of your table; it also creates a brand new index file for
that table. Log out and shut down the server again, then copy your saved data file (tbIName.MYD) over
the new (empty) data file. Finally, perform a standard repair (the second method above), and use
myisamchk to regenerate the index data based on the contents of the data and table form files.

m [f your table form file (tbIName.frm) is missing or damaged beyond repair, but you know the table well
enough to reproduce the CREATE TABLE statement that defines it, you can generate a new .frm file
and use it with your existing data file and index file. If the index file is no good, use the above method
to generate a new one afterwards. First, make a copy of your data and index files, then delete the
originals, and remove any record of the table from the data directory.

Start up the MySQL server and create a new table using the exact same CREATE TABLE statement.
Log out and shut down the server, then copy your two saved files over top of the new, empty files. The
new.frm file should work with them, but perform a standard table repair-the second method above-for
good measure.



Summary

Admittedly this chapter hasn't been the usual nonstop, action-packed code-fest that you may have
become accustomed to by now. But our concentration on these topics—the back up and restoration of
MySQL data, the administration of the MySQL access control system, and table checking and repair—has
armed us with the tools we'll need in order to set up a MySQL database server that will stand the test of
time, not to mention the constant traffic that your site will endure during that period.

In"Advanced SOQL", we'll get back to the fun stuff and learn some advanced SQL techniques that make a
relational database server do things that you may never have thought possible.




Chapter 9: Advanced SQL

As we worked through our example of the Internet Joke Database Website, we had opportunities to
explore most aspects of Structured Query Language (SQL). From the basic form of a CREATE TABLE
query, to the two syntaxes of | NSERT queries, you probably know many of these commands by heart now.

In this chapter, in an effort to tie up loose ends, we'll look at a few more SQL tricks that we haven't seen
before, either because they were too advanced, or simply because "it didn't come up". As is typical, most
of these will expand on our knowledge of what is already the most complex and potentially confusing SQL
command available to us: the SELECT query.

SortingseLect Query Results

Long lists of information are always easier to use when they're provided in some kind of order. To find a
single author in a list from our Authors table, for example, could become an exercise in frustration if we
had more than a few dozen registered authors in our database. While at first it might appear that they are
sorted in order of database insertion, with the oldest records first and the newest records last, you'll quickly
notice that deleting records from the database leaves invisible gaps in this order, which get filled in by
newer entries as they're inserted.

What this amounts to is no reliable built-in result sorting capabilities from SELECT queries. Fortunately,
there is another optional part of the SELECT query that lets us specify a column by which to sort our table
of results. Let's say we wanted to print out a listing of the entries in our Authors table for future reference. If
you'll recall, this table has three columns: ID, Name, and EMail. Since ID isn't really interesting in and of
itself (it just provides a means to associate entries in this table with entries in the Jokes table), we will

usually just list the remaining two columns when we work with this table. Here's a short list of a table of
authors:

mysqgl >SELECT Name, EMail FROM Aut hors;

| Joan Smith | jsmth@onmewhere. net
| WIliam Shatner | rocketman@arth. net
| Kevin Yank | kevin@itepoint.com
| Amy Mat hi eson | anmym@otmail.com

As you can see, the entries are sorted in no particular order. This result is fine for a short list like this, but it
would be easier to find a particular author's email address (that of Amy Mathieson, for example) in avery

long list of authors, say a few hundred or so, if the authors' names appeared in alphabetical order. Here's
how:

nysqgl >SELECT Nane, EMail FROM Aut hors ORDER BY Nane;

Any Mat hi eson
Joan Snmith

Kevi n Yank

W 1iam Shat ner

anmyma@hot mai | . com

j sm t h@onewher e. net
kevi n@i t epoi nt.com
rocket man@art h. net

The entries now appear sorted alphabetically by their names. Just as we can add a WHERE clause to a
SELECT statement to narrow down the list of results, we can also add an ORDER BY clause to specify a



column by which a set of results should be sorted. By adding the keyword DESC after the name of the sort
column, you can sort the entries in descending order:

mysql >SELECT Nane, EMail FROM Aut hors ORDER BY Nanme DESC,

S o e e e e e e e e e +

| Nane | EMail |

S o e e e e e e e e e +
W I | i am Shat ner rocket man@art h. net

Joan Snith j sm t h@onewher e. net

I I I
| Kevin Yank | kevin@itepoint.com |
I I I
| Amy Mat hi eson | anmym@otnail.com |

You can actually use a comma-separated list of several column names in the ORDER BY clause, to have

MySQL sort the entries by the first column, then sort any sets of tied entries by the second, and so on. Any
of the columns listed in the ORDER BY clause may use the DESC keyword to reverse the sort order.



SettingLim 1S

Often you might work with a large database table, but only really be interested in a few entries within it.
Let's say you wanted to track the popularity of different jokes on your site. You could add a column named
TimesViewed to your Jokes table. Start it with a value of zero for new jokes, and add one to the value of
the requested joke every time the joke page is viewed, to keep count of the number of times each joke in
your database has been read.

The query for adding one to the TimesViewed column of a joke with a given ID is as follows:

$sql = "UPDATE Jokes SET Ti nesVi ewed=Ti nesVi ewed+1

WHERE |1 D="'$id"";
if (!'mysql _query($sql)) {

echo("<p>Error adding to tinmes viewed for this jokel</p>\n");
}

A common use of this "joke view counter" would be to present a"Top 10 Jokes" list on the front page of
the site, for example. Using ORDER BY Ti nesVi ewed DESC to list the jokes from highest TimesViewed
to lowest, we would just have to pick the 10 first values from the top of the list. But if we have thousands of
jokes in our database, the retrieval of a list of thousands would be quite wasteful in terms of the processing
time and server system resources required, such as memory and CPU load, to use only ten of those
retrieved.

But, if we use a LI M T clause, we can specify a certain number of results to be returned. In our example,
we need only the first ten:

$sql = "SELECT * FROM Jokes ORDER BY Ti nesViewed DESC LIMT 10";

Although much less interesting, we could get rid of the word DESC and retrieve the 10 least popular jokes
in the database.

Often, you want to let users view a long list of entries, say, the results of a search, but wish to display only
a few at a time. Think of the last time you went looking through pages of search engine resultsto find a
particular Website. You can use a LI M T clause to do this sort of thing—simply specify both the result to
begin the list with, and the maximum number of results to display. The query below, for example, will list
the 215t to 25 most popular jokes in the database:

$sql = "SELECT * FROM Jokes ORDER BY Ti nesVi ewed DESC
LIMT 20, 5",

Remember, the first entry in the list of results is entry number 0. Thus, the 215t entry in the list is entry
number 20.



LOCKIN g TABLES

Notice how, in the UPDATE query given above, and repeated here for convenience, we use the exsting
value of TimesViewed and add one to it to set the new value.

$sqgl = "UPDATE Jokes SET Ti nesVi ewed=Ti nesVi ewed+1
WHERE I D="$id"";

If you hadn't known that you were allowed use this short cut, you might have performed a separate
SELECT to get the current value, added one to it, and then performed an UPDATE using that newly
calculated value. Besides the fact that this would have required two queries instead of one, and thus would
take about twice as long, there is a danger to using this method. What if, while that new value was being
calculated, someone else viewed the same joke? The PHP script would be run a second time for that new
request. When it performed the SELECT to get the current value of TimesViewed, it would retrieve the
same value as the first script did, because the value had not yet been updated. Both scripts would then
add one to the same value, and write the new value into the table. See what happens? Two users view the
joke, but the TimesViewed counter increments by just one!

In some situations, this kind of fetch-calculate-update procedure cannot be avoided, and the possibility of
interference between simultaneous requests of the nature described above must be dealt with. Other
situations where this procedure may be necessary include cases where you need to update several tables
inresponse to a single action (e.g. updating inventory and shipping tables in response to a sale on an
ecommerce Website).

Bylocking the table or tables with which you're working in a multiple-query operation, you can obtain
exclusive access for the duration of that operation to prevent potentially damaging interference from
concurrent operations. The syntax for locking a table is fairly simple:

LOCK TABLES t bl Name READ/ WRI TE

As shown, when you lock a table, you must specify whether you want a read lock or a write lock. The
former prevents other processes from making changes to the table, but allows others to read the table.
The latter stops all other accessto the table.

When you're done with a table you have locked, you must release the lock to give other processes access
to the table again:

UNLOCK TABLES

ALOCK TABLES query implicitly releases whatever locks you may already have. Therefore, to safely
perform a multi-table operation, you must lock all the tables you'll use with a single query. Here's what the
PHP code might look like for the ecommerce application we mentioned above:

mysql _query("LOCK TABLES i nventory WRI TE, shipping WRI TE");
/1l Performthe operation...

mysql _query(" UNLOCK TABLES");

For simple databases that require the occasional multi-table operation, table locking, as described here,
will do the trick. More demanding applications, however, can benefit from the increased performance and
crash-proof nature of transactions.

Transactions in My SQL

Many high-end database servers (e.g. Oracle, MS SQL Server, etc.) support a feature called
transactions, which lets you perform complex, multi-query operations in a single, uninterrupted step.
Consider what would happen if your server were struck by a power failure halfway through a database



update in response to a client order. For example, the server might have crashed after it updated your
shipping table, but before it updated your inventory table, in response to a customer's order.

Transactions allow a group of table updates such as this to be defined so that they all occur, or none
of them will. You can also manually cancel a transaction halfway through if the logic of your
application requires it.

There are currently two versions of MySQL available: MySQL and MySQL-Max. The MySQL-Max
version includes built-in support for InnoDB tables, which support transactions. The standard version of
MySQL does not include this support by default, but if you compile it yourself you have the option of
enabling it.

A full discussion of transactions is outside the scope of this book; please refer to the MySQL
Reference Manual for a full description of MySQL-Max,InnoDB tables, and transaction support.




Column and Table Name Aliases

In some situations, it may be more convenient to be able to refer to MySQL columns and tables using
different names. Let's take the example of a database used by an airline's online booking system; this
example actually came up in the SitePoint Forums. The database structure can be found in airline.sql in
the code archive if you want to follow along.

To represent the flights offered by the airline, the database contains two tables: Flights and Cities. Each
entry in the Flights table represents an actual flight between two cities—the origin and destination of the
flight. Obviously, Origin and Destination are columns in the Flights table, with other columns for things like
the date and time of the flight, the type of aircraft, the flight numbers, and the various fares.

The Cities table contains a list of all the cities to which the airline flies. Thus, both the Origin and
Destination columns in the Flights table will just contain IDs referring to entries in the Cities table. Now,
consider these queries. To retrieve a list of flights with their origins:

mysql >SELECT Fl i ghts. Nunber, Cities. Nane
->FROM Flights, Cities
->WHERE Flights.Oigin = Cities.ID,

| CP110 | Montreal |
| CP226 | Sydney |
| QF2026 | Mel bourne |

To obtain a list of flights with their destinations:

mysql >SELECT Fli ghts. Nunber, Cities. Nane
->FROM Flights, Cities
->WHERE Flights. Destination = Cities.ID

| CP110 | Sydney [
| CP226 | Montreal |
| QF2026 | Sydney [

Now, what if we wanted to list both the origin and destination of each flight with a single query? That's
pretty reasonable, right? Here's a query you might try:

mysqgl >SELECT Flights. Nunber, Cities.Nane, Cities.Name
->FROM Fl ights, Cities
->WHERE Flights.Origin = Cties.ID
->AND Flights.Destination = Cities.ID

Empty set (0.01 sec)

Why doesn't this work? Have another look at the query, and this time focus on what it actually says, rather
than what you expect it to do. It tells MySQL to join the Flights and Cities tables and list the flight number,
city name, and city name (yes, twice!) of all entries obtained, by matching up the Origin with the city ID and
the Destination with the city ID. In other words, the Origin, Destination, and city ID must all be equal! T his
results in a list of all flights where the origin and the destination are the same! Unless your airline offers
scenic flights, there aren't likely to be any entries that match this description (thus the "Empty set" result
above).



What we need is a way to be able to return two different entries from the Cities table, one for the origin and
one for the destination, for each result. If we had two copies of the table, one called Origins and one called
Destinations, this would be much easier to do, but why maintain two tables that contain the same list of
cities? The solution is to give the Cities table two different temporary names (aliases) for the purposes of
this query.

If we follow the name of a table with ASAI i as in the FROM portion of the SELECT query, we can give it a

temporary name with which we can refer to it elsewhere in the query. Here's that first query again (to
display flight numbers and origins only), but this time we've given the Cities table an alias: Ori gi ns.

nysqgl >SELECT Fl i ghts. Nunber, Oigins. Nane
->FROM Flights, Cities AS Origins
->WHERE Flights.Origin = Oigins.|ID;

This doesn't actually change the way the query works—in fact, it doesn't change the results at all—but for
long table names, it can save some typing. Consider, for example, if we had given aliases of F and Oto
Flights and Cities, respectively. The query would be much shorter as a result.

Let's now return to our problem query. If we refer to the Cities table twice, using two different aliases, we
can use athree-table join (where two of the tables are actually one and the same) to get the effect we
want:

mysql >SELECT Fli ghts. Nunber, Oigi ns. Nane,
-> Destinations. Nane
->FROM Flights, Cities AS Oi gins,
-> Cities AS Destinations
->WHERE Flights.Origin = Origins.ID
->AND Flights. Destination = Destinations.|D

Fomm e - - - Fom e e e oo Fomm oo - +
| Nunber | Nane | Nanme |
Fomm e - - - Fom e e e oo Fomm oo - +
| CP110 | Montreal | Sydney |
| CP226 | Sydney | Montreal |
I I

QF2026 | Mel bourne | Sydney

You can also define aliases for column names. We could use this, for example, to differentiate the two
Name columns in our result table above:

mysql >SELECT F. Nunber, O Nane AS Oigin,
-> D.Nanme AS Destination
->FROM Flights AS F, Cities AS O, Cities AS D
->WHERE F.Origin = O ID AND F. Destination = D.ID;

Fomm e - o - Fomm e e e oo - o m e e e oo - +
| Nurmber | Origin | Destination |
Fomm e - o - Fomm e e e oo - o m e e e oo - +
| CP110 | Montreal | Sydney |
| CP226 | Sydney | Montreal |
I I

QF2026 | Mel bourne | Sydney



arouPingseLECT Results

In"Getting Started with MySQL", we saw the following query, which tells us how many jokes are stored in
our Jokes table:

mysql >SELECT COUNT(*) FROM Jokes;

oo +
| COUNT(*) |
oo +
I 4 |
oo +

The MySQL function COUNT used in this query belongs to a special class of functions called summary
functions or group-by functions, depending on where you look. A complete list of these functions is
provided in Chapter 6 of the MySQL Manual and in "MySQL Functions". Unlike other functions, which
affect each entry in the result of the SELECT query individually, summary functions group together all the
results and return a single result. In the above example, for instance, COUNT returns the total number of
result rows.

Let's say you wanted to display a list of authors with the number of jokes they have to their names. Your
first instinct, if you've paid attention, might be to retrieve a list of all the authors' names and ID's, then use
COUNT to count the number of results when you SELECT the jokes with each author's ID. The PHP code,
without error handling, for simplicity, would look something like this:

/[l Get a list of all the authors
$authors = nysql _query( 'SELECT Nane, |ID FROM Authors' );

/1 Process each author

whil e ($author = mysqgl _fetch_array($authors)) {
$nanme = $aut hor[' Nane'];
$id = Sauthor['ID ];

/1l Get count of jokes attributed to this author
$result = nysql _query(
"SELECT COUNT(*) AS Numlokes FROM Jokes WHERE AID="$id' " );
$row = nysql _fetch array($result);
$nunj okes = $row ' Numlokes'];

/1 Display the author & nunber of jokes
echo(" <p>$name ($nunj okes jokes)</p>");

}

Note the use of AS in the second query above to give a friendlier name (NumJokes) to the result of
COUNT(*) .

This technique will work, but will require n+1 separate queries (where n is the number of authors in the
database). Having the number of queries rely on a number of entries in the database is always something
we want to avoid, as a large number of authors would make this script unreasonably slow and resource-
intensive! Fortunately, another advanced feature of SELECT comes to the rescue!

If you add a GROUP BY clause to a SELECT query, you can tell MySQL to group the results of the query
into sets that have the same value in the column(s) you specify. Summary functions like COUNT then
operate on those groups-not on the entire result set as a whole. The next single query, for example, lists
the number of jokes attributed to each author in the database:

mysql >SELECT Aut hors. Name, COUNT(*) AS Numlokes
- >FROM Jokes, Authors



->WHERE AI D = Authors. I D
->CGROUP BY Al D;

B S Fomme e oo +
| Nane | NumlJokes |
B S Fomme e oo +
| Kevin Yank | 3 |
| Joan Smith | 1|
B S Fomme e oo +

If we group the results by author ID (AID), we receive a breakdown of results for each author. Note that we
could have specified GROUP BY Aut hors. | D and achieved the same result (since, as stipulated in the
WHERE clause, these columns must be equal). GROUP BY Aut hor s. Nanme would also work in most
cases, but, as you can't guarantee that two different authors won't have the same name, in which case
their results would be lumped together, it's best to stick to the ID columns, which are guaranteed to be
unique for each author.



LEFT JO NS

We can see from the results above that Kevin Yank has three jokes to his name, and Joan Smith has one.
What these results do not show is that there is a third author, Amy Mathieson, who doesn't have any jokes
to her name. Since there are no entries in the Jokes table with AIDs that match her author ID, there will be
no results that satisfy the WHERE clause in the query above, and she will therefore be excluded from the
table of results.

About the only practical way to overcome this challenge with the tools we've seen so far would be to add
another column to the Authors table and simply store the number of jokes attributed to each author in that
column. Keeping that column up to date, however, would be a real pain, because we'd have to remember
to update it every time a joke was added to, removed from, or changed (if, for example, the value of AID
was changed) in the Jokes table. To keep things synchronized, we'd have to use LOCK TABLES whenever
we made such changes, as well. Quite a mess, to say the least!

MySQL provides another method for joining tables, which fetches information from multiple tables at once.
Called aleft join, it's designed for just this type of situation. To understand how left joins differ from
standard joins, we must first recall how standard joins work.

Fowl Fowl
Fow 2 (I Fow 2
T join e
Fowl Fowl
Fowl Fow 2
Fow 2 Fowl
Fow 2 Fow 2

Standard joins take all possible combinations of rows

As shown in "Standard joins take all possible combinations of rows", MySQL performs a standard join of
two tables by listing all possible combinations of the rows of those tables. In a simple case, a standard join
of two tables with two rows apiece will contain four rows: row 1 of table 1 with row 1 of table 2, row 1 of
table 1 with row 2 of table 2, row 2 of table 1 with row 1 of table 2, and row 2 of table 1 with row 2 of table
2. With all of these result rows calculated, MySQL then looks to the WHERE clause for guidance on which
rows should actually be kept (e.g. those where the AID column from table 1 matches the ID column from
table 2).

The reason the above does not suit our purposes is that we'd like to also include rows in table 1 (i.e.
Authors) that don't match any rows in table 2 (i.e. Jokes). A left join does exactly what we need—it forces a
row to appear in the results for each row in the first (left-hand) table, even if no matching entries are found
in the second (right-hand) table. Such forced rows are given NULL values for all of the columns in the
right-hand table.

To perform a left join between two tables in MySQL, separate the two table names in the FROM clause with
LEFT JA Ninstead of a comma. Then follow the second table's name with ONcondi ti on, where

condi t i on specifies the criteria for matching rows in the two tables (i.e. what you would normally put in
theWHERE clause). Here's our revised query for listing authors and the number of jokes to their credit:

mysql >SELECT Aut hors. Nane, COUNT(*) AS Numlokes
->FROM Aut hors LEFT JO N Jokes ON AID = Authors.ID



->GROUP BY Al D;

B B +
| Nane | NumJokes |
B B +
| Amy Mat hi eson | 1|
| Kevin Yank | 3|
| Joan Smith | 1|
B B +

Wait just a minute! Suddenly Amy Mathieson has one joke? That can't be right! In fact, it is—but only
because the queryis wrong. COUNT( *) counts the number of rows returned for each author. If we look at
the ungrouped results of the LEFT JO N, we can see what's happened:

mysql >SELECT Aut hors. Name, Jokes.| D AS Jokel D
->FROM Aut hors LEFT JO N Jokes ON AID = Authors. |D,

R T E +
| Name | Jokel D |
R T E +
| Kevin Yank | 1|
| Kevin Yank | 2|
| Kevin Yank | 4 |
| Joan Smith | 3|
| Anmy Mat hi eson | NULL |
R T E +

See? Amy Mathieson does have a row—the row is forced because it doesn't have any matching rows in
the right-hand table of the LEFT JO N (Jokes). The fact that the Joke ID value is NULL doesn't affect
COUNT( *) —it still counts it as a row. If instead of *, you specify an actual column name (say Jokes. | D)
for the COUNT function to look at, it will ignore NULL values in that column, and give us the count we want:

mysql >SELECT Aut hors. Name, COUNT(Jokes.| D) AS Numlokes
->FROM Aut hors LEFT JO N Jokes ON AID = Authors.ID
->GROUP BY Al D;

S L S SR +
| Nane | NumJokes |
S L S SR +
| Any Mat hi eson | 0 |
| Kevin Yank | 3|
| Joan Smith | 1|



Limiting Results with Havi NG

What if we wanted a list of only those authors that had no jokes to their name? Once again, let's look at
the query that most users would try first:

mysql >SELECT Aut hors. Nane, COUNT(Jokes.| D) AS Numlokes
->FROM Aut hors LEFT JO N Jokes ON AID = Authors.ID
->WHERE NumJokes = 0
->GROUP BY AID;

ERROR 1054: Unknown col umm ' Numlokes' in 'where clause'

By now you're probably not surprised that it didn't work as expected. The reason why WHERE NumJokes
= 0 didn't do the job has to do with the way MySQL processes result sets. First, MySQL produces the raw,
combined list of authors and jokes from the Authors and Jokes tables. Nex, it processes the WHERE
clause and the ON portion of the FROM clause so that only the relevant rows in the list are returned (in this
case, rows that match up authors with their jokes). Finally, MySQL processes the GROUP BY clause by
grouping the results according to their AID, COUNTing the number of entries in each group that have non-
NULLJokes. | Dvalues, and producing the NumJokes column as a result.

Notice that the NumJokes column isn't actually created until the GROUP BY clause is processed, and that
doesn't happen until after the WHERE clause does its thing! If you wanted to exclude jokes that contained
the word "chicken" from the count, you could use the WHERE clause without a problem, because that
exclusion doesn't rely on a value that the GROUP BY clause is responsible for producing. Conditions that
affect the results after grouping takes place, however, must appear in a special HAVI NG clause. Here's the
corrected query:

nmysqgl >SELECT Aut hors. Nane, COUNT(Jokes. | D) AS Numlokes
->FROM Aut hors LEFT JO N Jokes ON AID = Authors.ID
->GROUP BY AID
->HAVI NG NumJokes = O;

S [ TS +
| Nane | NumJokes |
S [ TS +
| Anmy Mat hi eson | 0 |
S [ TS +

Some conditions work both in the HAVI NG and the WHERE clause. For example, if we wanted to exclude a
particular author by name, we could use Aut hors. Nanme ! = " Aut hor Nane" in either the WHERE or
theHAVI NG clause to do it, because whether you filter out the author before or after grouping the results,
the same results are returned. In such cases, it is always best to use the WHERE clause, because MySQL
is better at internally optimizing such queries so they happen faster.



Summary

In this chapter, we rounded out your knowledge of Structured Query Language (SQL), as supported by
MySQL. We focused predominantly on features of SELECT that allow you to view information stored in a
database with an unprecedented level of flexibility and power. With judicious use of the advanced features
of SELECT, you can have MySQL do what it does best and lighten the load on PHP in the process.

There are still afew isolated query types, mainly to do with indexes, that we haven't seen, and MySQL
offers a whole library of built-in functions to do things like calculate dates and format text strings (see
"MySOQL Functions"). To become truly proficient with MySQL, you should also have a firm grasp on the
various column types offered by MySQL. The TI MESTAMP type, for example, can be a real time saver (no
pun intended). All of these are fully documented in the MySQL Manual, and briefly covered in "MySQL

Column Types".

In"Advanced PHP", I look at some useful features of PHP we haven't had the opportunity to cover. From
tightening security to sending email, from handling file uploads to lightening the load on your server, |
guarantee it's a chapter not to be missed!




Chapter 10: Advanced PHP

Overview

PHP's strength lies in its huge library of built-in functions, which allows even a novice user to perform very
complicated tasks without having to install new libraries or worry about low-level details, as is often the
case with other popular server-side languages like Perl. Because of the focus of this book, we've
constrained ourselves to exploring only those functions that were directly related to MySQL databases (in
fact, we didn't even see all of those). In this final instalment, we'll broaden our horizons a little and explore
some of the other useful features PHP has to offer someone building a database driven Website.

We'll begin by learning about PHP's i ncl ude function, which allows us to use a single piece of PHP code
in multiple pages, and makes the use of common code fragments much more practical. We'll also see
how to add an extra level of security to our site with this feature.

PHP, while generally quick and efficient, nevertheless adds to the load time and the workload of the
machine on which the server is run. On high-traffic sites (sitepoint.com, for example!), this load can grow
to unacceptable levels. But this challenge doesn't mean we have to abandon the database-driven nature
of our site. We'll see how to use PHP behind the scenes to create semi-dynamic pages that don't stress
the server as much.

A common question asked on sitepoint.com and in other sites' forums is how to use an <i nput
type="fil e" > tag to accept file uploads from site visitors. We'll learn how to do this with PHP, and see
how to make this fit into a database-driven site.

Finally, an extremely powerful feature of PHP is the ability to send email messages with dynamically
generated content. Whether you want to use PHP to let visitors send email versions of your site's content
to their friends, or just provide a way for users to retrieve their forgotten passwords, PHP's email function
will serve nicely!



Server-Side Includes with PHP

If you've been working on the Internet for a while, you've probably come across the term Server-Side
Includes (SSls); if not, you can read Matt Mickiewicz's mini-tutorial on the subject.

In essence, SSls allow you to insert the content of one file stored on your Web server into the middle of
another. The most common use for this technology is to encapsulate common design elements of a
Website in small HTML files that can then be incorporated into Web pages on the fly. Any changes to
these small files immediately affect all files that include them. And, just like a PHP script, the Web browser
doesn't need to know about any of it, since the Web server does all the work before it sends the requested
page to the browser.

PHP has a function that provides similar capabilities. But in addition to being able to incorporate regular
HTML and other static elements into your included files, you can also include common script elements.
Let's look at an example:

<!-- include-ne.php -->
<?php

echo( '<p>"Make ne one with everything!"</p>\n' );
?>

The above file, include-me.php, contains some simple PHP code. You'll also need the following file:

<!-- testinclude.php -->
<htm >
<head>
<title> Test of PHP Includes </title>
</ head>
<body>
<p>What did the Buddhist nonk say to the hot dog vendor ?</p>
<?php
i ncl ude(' i ncl ude-ne. php');
?>
</ body>
</htm >

Notice the call to the i ncl ude function. We specify the name of the file we want to include (include-

me.php), and PHP will attempt to grab the named file and stick it into the file to replace the call to
i ncl ude. Upload both of the above files to your Web server (or copy them to your Web server's

document folder if you're running the server on your computer) and load testinclude.php in your browser.
You'll see a Web page that contains the message from our include file, as expected.

If this example doesn't work, you may need to configure the i ncl ude_pat h option in your php.ini file.
Open the file in your favourite text editor and look for a line that begins with i ncl ude_pat h, about
halfway through the file. This setting works in the same way as the system PATH environment variable with
which you may be familiar. It contains a list of directories where PHP should look for files that you ask it to

include. Set it so it contains "." (the current directory).

Depending on whether your server is running under Windows or Linux, you may need to surround your
setting with quotes:

Under Linux (or other UNIX-based operating systems):
i ncl ude_path=.:/another/directory

Under Windows:
i ncl ude_path=".;c:\another\directory"

Increasing Security with Includes



PHP scripts will sometimes contain sensitive information like user names, passwords, and other things you
don't want the world to be able to access. By now, you're probably used to the nysql _connect function,
which requires you to put your MySQL user name and password in a PHP script that needs access to a
database. While you can simply set up MySQL so that the user name and password used by PHP cannot
be used by potential hackers (by setting the Host field in the user table as described in "MySOQL
Administration”), you would probably still rest easier knowing that your user name and password are
protected by an extra level of security.

"But wait a minute," you might say. "Since the PHP is processed by the server, nobody can see my
password anyway, right?" Right, but consider what would happen if PHP stopped working on your server.
If, because of an accidental software misconfiguration made by a well-meaning associate, or some other
factor, PHP stopped working on your server, the PHP pages would be served up as plain text files, with all
your PHP code (including your password) there for the world to see!

To guard against this kind of security breach, you should put any security-sensitive code into an include
file, and place that file into a directory that's not part of your Web server's directory structure. If you add
that directory to your PHP i ncl ude_pat h setting (in php.ini), you can refer to the files directly with the
PHPi ncl ude function, but have them tucked away safely somewhere where your Web server can't
display them as Web pages.

For example, if your Web server expects all Web pagesto exist in /home/httpd/ and its sub-directories, you
could create a directory called /home/phpinc/ to house all of your include files. Add that directory to your

i ncl ude_pat h, and you're done! The next example shows how you can put your database connection
code into an include file:

<!-- dbConnect.inc (in /home/phpinc/) -->
<?php

$dbcnx = nysqgl _connect ('l ocal host', 'root', 'rootpassword');
?>

And a file that uses this include:

<l-- dbSanple.php (in /home/httpd/) -->
<?php

/1 Connect to MySQL
i ncl ude(' dbConnect.inc');

nmysql _sel ect _db(' nmyDat abase' , $dbcnx) ;

As you can see, if PHP stops working on your server, all that will be exposed is a call to the i ncl ude
function. The user name and password are safely stored in dboConnect.inc, which cannot be accessed
directly from the Web.

As usual, it's still important to consider other means that may be available to access those files. For
example, if you share your Web server with other people/companies, be certain that the files are not
accessible to those other users!



Semi-Dynamic Pages

As the owner of a successful-or soon-to-be so-Website, you probably see site traffic as something you'd
like to encourage. Unfortunately, high site traffic is just the kind of thing that a Web server administrator
dreads-especially when that site is primarily composed of dynamically generated, database-driven pages.
Such pages take a great deal more horsepower from the computer that runs the Web server software
than plain, old HTML files do, because every page request is like a miniature program that runs on that
computer.

While some pages of a database-driven site must always display up-to-the-second data culled from the
database, others don't necessarily. Consider the front page of a Website like sitepoint.com. Typically, it
presents a sort of "digest" of what's new and fresh on the site. But how often does that information actually
change? Once aday? Once a week? And how important is it that visitors to your site see those changes
the instant they occur? Would your site really suffer if changes took effect after a bit of a delay?

By converting high-traffic dynamic pages into semi-dynamic equivalents, which are static pages that get
dynamically regenerated at regular intervals to freshen their content, you can go a long way towards
reducing the toll that the database-driven components of your site take on your Web server's
performance.

Say you have index.php, your front page, which provides a summary of new content on your site. Through
examination of server logs, you'll probably find that this is one of the most requested pages on your site. If
you ask yourself some of the questions above, you'll realize that this page doesn't have to be dynamically
generated for every request. As long as it's updated every time new content is added to your site, it'll be as
dynamic as it needs to be. With a PHP script, you can generate a static snapshot of the dynamic page's
output and put this snapshot online, in place of the dynamic version, as index.html.

This little trick will require some reading, writing, and juggling of files. PHP is perfectly capable of
accomplishing this task, but we have not yet seen the functions we'll need:

fopen
Opens a file for reading and/or writing. This file can be stored on the server's hard disk, or PHP
can load it from a URL just like a Web browser would.

fcl ose
Tells PHP you're finished reading/writing a particular file and releases it for other programs or
scripts to use.

fread
Reads data from a file into a PHP variable. Allows you to specify how much information (i.e. how
many characters or bytes) to read.

fwite
Writes data from a PHP variable into a file.

copy
Performs a run-of-the-mill file copy operation.

unl i nk

Deletes a file from the hard disk.
Do you see where we're headed? If not, don't worry-you will in a moment.

Create a file called generateindex.php. It will be the responsibility of this file to load index.php, the dynamic
version of your front page, as a Web browser would, then write the static version of the file as an updated
version of index.html. If anything goes wrong in this process, you want to avoid the potential destruction of
the good copy of index.html, so we'll make this script write the new static version into a temporary file
(tempindex.html) and then copy it over index.html if all is well.



Here's the code for generateindex.php, with ample comments so you can see what's going on:

<! -- generat ei ndex. php -->
<?php
/1l Sets the files we'll be using
$srcurl "http://1ocal host/index. php';

$t enpfi | enanme
$targetfil enanme

"tenpi ndex. htm ' ;
"index. htnml';

?>

<htm >

<head>

<title> Generating <?=$targetfil enane?> </title>
</ head>

<body>

<p>Generating <?=$targetfil enane?>...</p>

<?php

/1 Begin by deleting the tenporary file, in case

/1 it was left lying around. This might spit out an
/[l error nmessage if it were to fail, so we use

/[l @to suppress it.

@nl i nk($t enpfil enane);

/'l Load the dynam c page by requesting it with a

/1 URL. The PHP will be processed by the Wb server
/1l before we receive it (since we're basically

/1 masquerading as a Wb browser), so what we'll get
/1l is a static HTM. page. The 'r' indicates that we
/1 only intend to read fromthis "file".

$dynpage = fopen($srcurl, 'r');

/1l Check for errors
if (!$dynpage) {
di e("<p>Unable to load $srcurl. Static page
updat e aborted! </ p>");

}

/'l Read the contents of the URL into a PHP vari abl e.
/1l Specify that we're willing to read up to 1MB of
/1 data (just in case sonethi ng goes wong).

$htm data = fread($dynpage, 1024*1024);

// Close the connection to the source "file", now
// that we're done with it.
f cl ose($dynpage) ;

/1l Open the tenporary file (creating it in the
/] process) in preparation to wite to it (note
/Il the "w).

$tempfile = fopen($tenpfil enanme, 'W);

/'l Check for errors
if (!$tenpfile) {
di e("<p>Unabl e to open tenporary file
($tenpfilenane) for witing. Static page



updat e aborted! </ p>");
}

/'l Wite the data for the static page into the
/'l tenporary file
fwite($Stenpfile, $htnldata);

/'l Close the tenporary file, now that we're done
/1 writing to it.
fclose($tenpfile);

/1l If we got this far, then the tenporary file
/'l was successfully witten, and we can now copy
/1l it on top of the static page.

$ok = copy(S$tenpfil enane, $targetfil enane);

/1l Finally, delete the tenporary file.
unl i nk( $t enpfil enane);

?>

<p>Stati c page successfully updated! </ p>
</ body>

</htm >

The above code only looks daunting because of the large comments I've included. Remove them, and
you'll see it's actually a fairly simple script.

Now, whenever generateindex.php is executed (say, when a browser requestsiit), a fresh copy of
index.htm! will be generated from index.php. If we move index.php and generateindex.php into a
restricted-access directory, you can make sure that only site administrators have the ability to update the
front page of your site in this way. Expand this script to generate all semi-dynamic pages on your site, and
add an "update semi-dynamic pages" link to your content management system!

If you'd rather have your front page updated automatically, you'll need to set up your server to run
generateindex.php at regular intervals-say, every hour. Under recent versions of Windows, you can use
the Task Scheduler (called System Agent in older versions of Windows equipped with MS Plus Pack), to
runphp.exe, a stand-alone version of PHP included with the Windows PHP distribution, automatically
every hour. Just create a batch file called generateindex.bat that contains this line of text:

C.\ PHP\ php. exe C.\ WA gener at ei ndex. php

Adjust the paths and file names as necessary, and then set up Task Scheduler to run generateindex.bat
every hour. In some versions of Windows, you'll need to set up 24 tasks to be run daily at the appropriate
times. Done!

Under Linux, or other UNIX based platforms, you can do a similar thing with cron-a program installed on
just about every UNIX system out there that lets you define tasks to be run at regular intervals. Ask your
friendly neighbourhood Linux know-it-all, check your favourite Linux Website, or post a message on the

SitePoint Forums if you need any help getting started with cron.

The task you'll set up cron to run will be very similar to the Windows task discussed above. The stand-
alone version of PHP you'll need, however, doesn't come with the PHP Apache loadable module we
compiled way back in "Installation". You'll need to compile it separately from the same package we used
to compile the Apache module. Instructions for this are provided with the package and on the PHP.
Website, but feel free to post in the SitePoint Forums if you need help!

For experienced cron users in a hurry, here's what the line in your crontab file should look like:
0 0-23 * * * php /path/tol/ generateindex.php > /dev/null






Handling File Uploads

All the examples of database-driven Websites in this book so far have dealt with sites based around textual
data. Jokes, articles, authors... all of these things can be fully represented with strings of text. But what if
you ran, say, an online digital photo gallery where people could upload pictures taken with digital
cameras? For this idea to work, we need to be able to let visitors to our site upload their photos and we
need to be able to keep track of them.

We'll start with the basics: let's write an HTML form that allows users to upload files. HTML makes this
quite easy with its <i nput type="fil e" > tag. By default, however, only the name of the file selected by
the user is sent. To have the file itself submitted with the form data, we need to add

enctype="nmnul ti part/form data" tothe <f or n» tag:

<form action="fil eupl oad. php" net hod="post"
enctype="nul ti part/formdata">
<p>Sel ect file to upl oad:
<i nput type="file" name="upl oadedfile" /></p>
<p><i nput type="submit" name="subm t" val ue="Submt" /></p>
</ fornmp

As we can see, a PHP script (fleupload.php) will handle the data submitted with the form above.
Information about uploaded files appears in a array called $_FI LES that is automatically created by
PHPUI. As you'd expect, an entry in this array called $_FI LES[ ' upl oadedfile'] (from the name
attribute of the <i nput > tag) will contain information about the file uploaded in this example. However,
instead of storing the contents of the uploaded file, $_FI LES[ ' upl oadedfil e'] contains yet another
array. We therefore use a second set of square brackets to select the information we want;

m $ FILES[' upl oadedfile']J['tnp_nane']

- the name of the file stored on the Web server's hard disk, in the directory set by the TEMP
environment variable (e.g. C:\Windows\TEMP\ on most Windows 9x systems), unless it has been
specified explicitly, using the upl oad_t np_di r setting in your php.ini file. This file is only kept for as
long as the PHP script responsible for handling the form submission is in operation, so if you want to
use it for anything later on (e.g. storing it for display on the site) you need to make a copy of it
somewhere else. To do this, use the copy function described in the previous section.

m $_FILES[' upl oadedfile'][' nane']

- the name of the file on the client machine, before it was submitted. If you make a permanent copy of
the temporary file, you might want to give it its original name instead of the automatically-generated
temporary file name described above.

m $ FILES[' upl oadedfile']['size']
- the size (in bytes) of the file.
m $_FILES[' upl oadedfile']['type']
- the MIME type (e.g.t ext/ pl ai n,i mage/ gi f, etc.) of the file.

Remember,' upl oadedfi |l e' isjustthe nane attribute of the <i nput > tag that submitted the file, so
the actual names of these variables will depend on that attribute.

You can use these variables to decide whether to accept or reject an uploaded file. For example, in our
photo gallery we would only really be interested in JPEG and possibly GIF files. These files have MIME
types of i mage/ pj peg and i mage/ gi f respectively, but to cater to differences between browserslZ, you
should use regular expressions to validate the uploaded file's type:
if (eregi('~imgel/p?jpeg(;.*)?$ , $_FILES[  uploadedfile ][ 'type'])

or eregi('~imge/gif(;.*)?%, $_FILES[' upl oadedfile']['type'])



) {
/!l Handle the file...

} else {
echo("<p>Pl ease subnit a JPEG or G F image file.</p>\n");

}

See"Content Formatting and Submission” for help with regular expression syntax.

While you can use a similar technique to disallow files that are too large (by checking the

$_FILES[' upl oadedfile']["'size'] variable), this is not usually a good idea. Before this value can
be checked, the file is already uploaded and saved in the TEMP directory. If you try to reject files because
you have limited disk space and/or bandwidth, the fact that large files can still be uploaded, even though
they get deleted almost inmediately, may be a problem for you.

Instead, you can tell PHP in advance the maximum file size you wish to accept. There are two ways to do
this. The first is to adjust the upl oad_nmax_fi | esi ze setting in your php.ini file. The default value is

2MB, so if you want to accept uploads larger than that you'llimmediately need to change that valuel3l.

The second method is to include a hidden i nput field in your form with the nameMAX_FI LE_SI ZE, and
the maximum file size you want to accept with this form as its val ue. For security reasons, this value
cannot exceed the upl oad_nmax_fi | esi ze setting in your php.ini, but it does provide a way for you to
accept different maximum sizes on different pages. The following form, for example, will allow uploads of
up to 1 kilobyte (1024 bytes):
<form action="fil eupl oad. php" net hod="post"

enctype="nul ti part/formdata">
<i nput type="hi dden" nanme="MAX_ FI LE_SIZE" val ue="1024" />
<p>Sel ect file to upl oad:

<i nput type="file" name="upl oadedfile" [/></p>
<p><i nput type="subnmit" nane="submit" val ue="Subnit" /></p>
</ fornmp

Note that the hidden MAX_FI LE_SI ZE field must come before any <i nput type="fil e"> tagsin the
form, so that PHP is apprised of this restriction before it receives any submitted files. Note also that this
restriction can be easily circumvented by a malicious user who simply writes his or her own form without
theMAX_FI LE_SI ZE field. For fail-safe security against large file uploads, use the

upl oad_max_fil esi ze setting in php.ini.

Assigning Unique File Names

As we said above, to keep an uploaded file we need to copy it to another directory. And while we have
access to the name of each uploaded file with its $_FI LE[ ' upl oadedfil e'][' nanme'] variable, we
have no guarantee that two files with the same name will not be uploaded. In such a case, storage of the
file with its original name may result in newer uploads overwriting older ones.

For this reason, you'll usually want to adopt a scheme that allows you to assign a unique file name to all
uploaded files. Using the system time (which we can access using the PHP t i me function), we can easily
produce a name based on the number of seconds since January 15t 1970. But what if two files happen to
be uploaded within one second of each other? To help guard against this possibility, we'll also use the
client's IP address (automatically stored in $_SERVER[ ' REMOTE_ADDR ] by PHP) in the file name. Since
we're unlikely to receive two files from the same IP address within one second of each other, this is an
acceptable solution for our purposes.

/1 Pick a file extension
if ( eregi('”imge/p?jpeg(;.*)?$,
$_FILES[' upl oadedfile' ]['type']) )
$extension = '.jpg';
el se $extension = '.gif'";



/1 The conplete path/fil ename
$filename = "C/Uploads/" . time()
$ SERVER] ' REMOTE_ADDR ] . $extension;

/Il Copy the file (if it is deenmed safe)
if (is_uploaded_file($_FILES['uploadedfile J['tnmp_nane']) and
copy($_FILES[' upl oadedfile']J['tnp_nanme'], $filenane)) {
echo("<p>Fil e stored successfully as $fil enane. </ p>");
} else {
echo("<p>Coul d not save file as $filenane!</p>");

}

Important to note is my use of thei s_upl oaded_f i | e function to check if the file is 'safe’. All this
function does is return true if the file name it is passed as a parameter

(3_FI LES[ ' upl oadedfile']['tnmp_nan®e'] in this case) was in fact uploaded as part of aform
submission. If a malicious user loaded this script and manually specified a file name such as /etc/passwd
and we had notused i s_upl oaded_f i | e to check that $uploadedfile really referred to an uploaded file,
our script might be used to copy sensitive files on our server into a directory where they would become
publicly accessible over the Web! Thus, before you ever trust a PHP variable that you expect to contain
the file name of an uploaded file, be sure to use i s_upl oaded_fi | e to check it.

A second trick I've used here is tocombine i s_upl oaded_fi | e and copy together as the condition of
ani f statement. If the result ofi s_upl oaded_fi | e is false, PHP knows immediately that the entire
condition will be false when it identifies the and operator separating the two function calls. To save time, it
won't even bother running copy, so the fie won't get copied when i s_upl oaded_fi | e returns false. On
the other hand, if i s_upl oaded_fi | e returns true, PHP goes ahead and copies the file. The result of
copy then determines whether the success or error message is displayed. Similarly, if we had used the or
operator instead of and, a successful result from the first part of the condition would cause PHP to skip
the second part. This characteristic of i f statements is known as short-circuit evaluation, and works in
other conditional structures such as whi | e and f or loops, too.

Finally, note in the above script that | have used UNIX-style forward slashes (/) in the path, despite it being
a Windows path. If I'd used backslashes I'd have had to replace them with double-backslashes (\ \ ) so
that PHP didn't think we were escaping special characters. However, PHP is smart enough to convert
forward slashes in a file path to backslashes when it's running on a Windows system. Because under
UNIX we can also use single slashes (/ ) as usual, the adoption of forward slashes in general for file paths
in PHP will make your scripts more portable.

Recording Uploaded Files in the Database

So, we've created a system whereby visitors can upload JPEG and GIF images and have them saved on
our server... but wasn't this book supposed to be about database-driven Websites? If we used the system
as it stands now, someone would have to collect the submitted images out of the folder where they're
saved, and then add them to the Website by hand! If you think back to "Content Formatting and
Submission”, when we developed a system that site visitors could use to submit jokes and have them
stored in the database ready for quick approval by an administrator, you know there must be a better way!

MySQL has several column types that allow you to store binary data. In database parlance, these column
types let us store BLOB's (Binary Large OBjects). However, the storage of potentially large files in a
relational database is not usually a good idea. While there is convenience in having all the data located in
one place, large files lead to large databases and large databases lead to reduced performance and
much larger backup files.

The best alternative is usually to store the file names in the database. As long as you remember to delete
files when you delete their corresponding entries in the database, everything should work just the way you
need it to. Since we've seen all the SQL code involved in this time and again, Il leave the details up to you.
As usual, the SitePoint Forum community is there to offer a helping hand if you need it!



If your heart is set on storing the files themselves in the database, however, you'll definitely want to check
out"Storing Binary Data in MySQL"!

[Prior to PHP 4.1, this array was called $HTTP_POST_FI LES. This name continues to work in current
versions of PHP for backwards com patibility.

[2IThe exact MIME type depends on the browser in use. Internet Explorer uses the standards-compliant
i mge/ pj peg for JPEG images, while Netscape 6 usesi mage/ j peg. Stranger yet, Opera 6 uses
i mge/ j peg; name="fil enane.jpg"!

[B1A second restriction, affecting the total size of form submissions, is enforced by the post _max_si ze
setting in php.ini. Its default value is 8MB, so if you want to accept really big uploads, you'll need to modify
that setting too.



Email in PHP

Email is a powerful force on the Internet. Whether you want to provide a weekly "what's new" newsletter to
your users, or a way for them to retrieve a lost or forgotten password, email is the way to go. PHP makes
working with email very easy, letting you send messages using a single call to the mai | function.

Before you can send email using the nai | function, you first have to set up PHP's email related options.
Here are the relevant lines of an out-of-the-box php.ini file under Windows:

[mail function]

SMTP =

sendmai | _from
;sendmai | _path

me@ ocal host. com

Depending on whether you use the Windows or Linux/UNIX version, PHP will send mail through an SMTP
server or the local sendmail system, respectively. The process we'd use to set up either of these systems
is beyond the scope of this book, and there's plenty of information out there to help you with either. If

you're running on Windows, however, chances are that your ISP has already provided an SMTP server for
your use. It's the same server you set your email program to use when you send messages. Set the SMIP

setting to the host name/IP address of that server.

Setsendmai | _f r omto the default ‘from' email address you want to use for messages that are sent by
PHP. If you administer this server, then you should probably put your email address here.

Finally,sendrmai | _pat h under LinuxXUNIX should be uncommented (i.e. remove the semicolon from the
start of the line) and set to the path and file name of the sendmail program on your system[4l. Under Linux,
this will usually be /usr/sbin/sendmail.

With these settings set and your Web server restarted, PHP should be decked out with full email
capabilities. Now, to send an email in PHP couldn't be easier:

mai | ("to-address@onewhere. cont, "Message Subject”,
"This is the body of the nessage.");

Mailing to multiple recipients can be accomplished if you simply separate each address with commas:

mail ("tol@mil.net, to2@mil.net, ...", "Message Subject",
"Message body");

It's also very easy to supply additional headers, in order to specify From or Reply-To addresses, for
example. Just add them as a fourth parameter, separated by carriage return/new line pairs2:
mai |l ("to@mil.net", "Message Subject”, "Message body",

"From webmaster @ost.comr\nReply-to:adm n@ost.coni);

Combined with a database, a mailing list becomes very easy to manage! Simply pull the list of addresses
out of the database and use the mai | function to fire off the messages. Personalization of the messages

is also very easy. Consider this example:

/'l Retrieve $email and $password from the database based
/1 on the $usernane provided in a form

mai | ($enmmil, "Your Password",
"H therel

You just filled out a formon our Wbsite

i ndi cati ng that you had | ost your password.
As requested, we are sending it to you by
emai | .

user nane: $usernanme



password: $password

Pl ease record this information in a safe
pl ace so you have it on hand for your next
visit to pingpongballs.com

- The Webmast er.

"y
[4lif you are unwilling or unable to set up the sendmail system on your server, you can configure PHP to
use an SMTP server provided by you or your ISP instead. Simply follow the instructions given above for
Windows.

[BIResist the temptation to use simple new lines (\ n) to separate headers—even on Linux/UNIX servers.
Thestandard for MIME email clearly indicates that carriage return/new line pairs must be used.




Summary

In this chapter, we've looked at some of PHP's convenient and powerful built-in functions. With the

i ncl ude function, you can increase the security of your site and reuse code that might appear on many
pages of your site (e.g. connecting to MySQL and selecting your database). With the file manipulation
functions, you can reduce the strain that your semi-dynamic pages place on your server. And with the
incredibly simple mai | function, you can send email from any PHP script with a single line of code. In
addition, we looked at how to accept and handle file uploads in PHP.



Chapter 11: Storing Binary Data in MySQL

Overview

In the previous chapter, we developed a system whereby users could upload image files and have them
stored on your Web server for display on your site. In developing this system, we had to tackle several
issues:

m Ensure that non-conflicting file names are generated.
m Synchronize stored files with the database by adding an entry for each file as it is uploaded.
m Delete old files when their database entries are deleted.

While I've demonstrated that these constraints can be met, after 10 chapters of pushing the advantages of
relational databases, you may have been surprised that | didn't opt for a solution where the files were
stored in the database.

In cases where you're dealing with relatively small files, for example, head shots for use in a staff directory,
the storage of data in MySQL is, in fact, quite practical. In this chapter, I'll demonstrate how to use PHP to
store binary files uploaded over the Web in a MySQL database, and how to retrieve those files for
download or display.



Binary Column Types

As with most database-driven Web applications, the first thing to consider is the layout of the database. For
each of the files that's stored in our database, we will store the file name, the MIME type (e.g.

i mge/ pj peg for JPEG image files), a short description of the file, and the binary data itself. Here's the
CREATE TABLE statement that must be entered in MySQL to create the table:

mysql >CREATE TABLE fil estore (
-> | D INT NOT NULL PRI MARY KEY AUTO | NCREMENT,
-> Fil eName VARCHAR(255) NOT NULL,
-> M nmeType VARCHAR(50) NOT NULL,
-> Description VARCHAR(255) NOT NULL,
-> FileData MEDI UVBLOB
->);

Most of this syntax should be familiar to you; however, the MEDI UMBLOB column type is new. If you consult
the MySQL Column Type Reference in "MySOQL Column Types", you'll find that MEDI UMBLOB is the same
asMEDI UMTEXT, except that it performs case-sensitive searches and sorts. In fact, from MySQL's point of
view, there is no difference between binary data and blocks of text-both are just long strings of bytes to be
stored in the database. The reason we'll use MEDI UVBL OB instead of MEDI UMTEXT is simply to anticipate
the situation where we might need to compare the contents of one binary file with another. In such cases,
we'd want the comparison to be ‘case sensitive', as binary files may use byte patterns that are equivalent to
alphabetical letters, and we'd want to distinguish between the byte pattern that represents 'A' from that
which represents 'a’.

VEDI UVBLOB is one of several 'BLOB' column types designed to store variable-length binary data (BLOB
stands for Binary Large OBject). These column types differ from one another only in two aspects: the
maximum size of the data a particular value in the column can contain, and the number of bytes used to
store the length of each data value. The different binary column types are listed with these details in
"Binary Column Types in MySQL".

Binary Column Types in My SQL

‘Column Type ‘Maximum Size ‘Space req'd per entry
TINYBLOB  [255B Data size + 1 byte
\BL(B \GSKB \Data size + 2 bytes
VEDI UMBLOB  [16.7MB Data size + 3 bytes
LONGBLOB 4.3GB Data size + 4 bytes

As you can see, the table we created above will be able to store files up to 16.7MB in size. If you think
you'll need larger files, you can bump the FileData column up to a LONGBLOB. Each file will occupy 1
more byte in the database, because MySQL will require that extra byte in order to record larger file sizes,
but you'll be able to store files up to 4.3GB in size-assuming that your operating system allows files of that
sizel



Storing Files

The next step is to create a PHP script that lets users upload files and store them in the database. You can
hold off copying the code in the next two sections-I'll present it all as a complete script at the end of the
chapter. Here's the code for the form-there should be no surprises here:

<form acti on="<?=$_SERVER[' PHP_SELF' ] ?>?action=ul file"
nmet hod="post" enctype="mnulti part/formdata">

<p>Upl oad Fil e: <br />

<i nput type="file" nanme="uploadfile" [/></p>

<p>Fil e Description:<br />

<i nput type="text" nanme="desc" maxl| ength="255" /></p>

<p><i nput type="submt" nane="go" val ue="Upl oad" /></p>

</ fornmp

As you should already know from our work in "Advanced PHP", this form will create a temporary file on the
server and store the file name of thattemp file in$_FI LES[ ' upl cadfile']['tnp_name'].ltalso
creates$_FI LES[ ' upl oadfile'][' nane'] (the original name of the file),

$ FILES[' upl oadfile']['size'] (the file size in bytes), and

$_FILES[ ' upl oadfile']J['type'] (the MIME type of the file).

Inserting the file into the database is arelatively straightforward process: open the temporary file, read the
data it contains into a PHP variable, and then use that variable in a standard MySQL | NSERT query. Again,
we make use ofi s_upl oaded_fi | e to make sure the file name we use does, in fact, correspond to an
uploaded file before we do any of this. Here's the code:

/1 Bail out if the file isn't really an upl oad.

if (lis_uploaded file($_FILES[' uploadfile']['tnp_nane']))
di e("$upl oadfile is not an uploaded file!");

$upl oadfil e $ FILES[' upl oadfile']['tnp_nane'];

$upl oadname $ FILES[' upl oadfile'][' nane'];

$upl oadtype = $ FILES[' upl oadfile' ]['type'];

$upl oaddesc = $_POST[ ' desc'];

/1 Open file for binary reading ('rb')
$tempfile = fopen($uploadfile,'rb');

/! Read the entire file into nenory using PHP's
/1 filesize function to get the file size.
$filedata = fread($tenpfile,fil esize($uploadfile));

/'l Prepare for database insert by adding backsl ashes
/'l before special characters.
$fil edata = addsl ashes($fil edata);

/'l Create the SQL query.

$sql = "INSERT INTO fil estore SET
Fi |l eName = ' $upl oadnane',
M neType = ' $upl oadtype',
Descri ption = ' $upl oaddesc',
FileData = '$filedata'";

/'l Performthe insert.

$ok = @rysql _query($sql);

if (!$0k) die("Database error storing file:
mysql _error());



Viewing Stored Files

Armed with the code that accepts file uploads and stores them in a database, you're halfway home. But
you still need to be able to pull that data out of the database to use it. For our purposes, this will mean
sending the file to a requesting browser.

Once again, this turns out to be a relatively straightforward process. We simply retrieve the data for the
requested file from the database and send it on to the Web browser. The only tricky part isto send the
browser information about the file, including:

m the file size (so that the browser can display accurate download progress information to the user)

m the file type (so that the browser knows what to do with the data it receives, e.g. display it as aWeb
page, a text file, an image, or offer to save the file)

m the file name (if we don't specify it, the browser will assume all files downloaded from our script have
the same file name as the script)

All this information is sent to the browser using HTTP headers—special lines of information that precede
the transmission of the file data itself. Sending HTTP headers via PHP is quite easy using the header

function, but as headers must be sent before plain content, any calls to this function must come before
anything is output by your script.

Thefile size is specified with a cont ent - | engt h header:
header (' content-length: ' . strlen($filedata));

st rl en is a built-in PHP function that returns the length of the given string. Since binary data is just a
string of bytes as far as PHP is concerned, you can use this function to count the length in bytes of the file
data.

Thefile type is specified with a cont ent - t ype header:
header ("content-type: $ninetype");

Finally, the file name is specified with a cont ent - di sposi ti on header:
header ("content-di sposition: inline; filenane=%fil ename");

Use the script below to fetch a file with a given ID from the database and send it to the browser:
$sqgl = "SELECT Fil eNane, M neType, FileData
FROM filestore WHERE ID = '$id'";

$result = @wysqgl _query($sql);
if (!$result) die(' Database error: ' . nysqgl_error());

$file = mysqgl _fetch_array($result);
if (!$file)
die('"File with given ID not found in database!');

$filename = $file[' Fil eNanme'];
$nmi metype = $file[' M nmeType'];
$filedata = $file[' FileData'];

header ("content-di sposition: inline; filenane=%fil ename");
header ("content-type: $ninetype");
header (' content-length: ' . strlen($filedata));

echo($fil edata);

One final trick we can add to this code is to allow a file to be downloaded, instead of viewed, if the user so



desires. Web standards suggest that the way to do this is to send a cont ent - di sposi ti on of
at t achment instead of i nl i ne. Here's the modified code, which checks if the variable $act i on equals
"dnl d', which would indicate that this special file type should be sent:
$sgl = "SELECT Fil eNane, M neType, FileData
FROM filestore WHERE ID = '$id'";

$result = @wysqgl _query($sql);
if (!$result) die("Database error: " . nysqgl_error());

$file = mysqgl _fetch_array($result);
if (!$file)
die('"File with given ID not found in database!');

$filename = $file[' Fil eNane'];

$nmimetype = $file[' M nmeType'];
$filedata = $file[' FileData'];
$di sposition = 'inline';
if ($action == 'dnld")

$di sposition = 'attachnent';

header ("content-di sposition: $disposition; filenane=$fil enanme");
header ("content-type: $ninetype");
header (' content-length: ' . strlen($filedata));

echo($fil edata);

Unfortunately, many browsers do not respect the cont ent - di sposi ti on header. Netscape 4, Internet
Explorer 5, and all Opera browsers, for example, will decide what to do with a file based on the cont ent -
t ype header.

To ensure the correct behaviour in as many browsers as possible, we can use the built-in
$_SERVER[ ' HTTP_USER_AGENT' ] variable to identify the browser in use. Opera 7 and Internet Explorer
5 browsers can be coerced into displaying the download dialogue by sending a made-up cont ent -t ype
ofappl i cati on/ x- downl oad:
if ($action == "dnld') {

$di sposition = "attachnment';

if (strpos($_SERVER['HTTP_USER AGENT'],' MSIE 5') or

strpos($_SERVER[' HTTP_USER AGENT' ], ' Opera 7'))
$mi netype = 'application/x-downl oad';

}

Thest r pos function used here is a built-in PHP function that takes two strings and searches for the
second string within the first. If it doesn't find it, it returns FALSE, but if it does, it returns the position of the
second string in the first as an integer.

Older versions of Opera and Netscape 4 are best left to their own devices; when you mess with the
cont ent - t ype header, these browsers display binary files as plain text in the browser window and

display an error message, respectively.



The Complete Script

Below you'll find the complete example script. It combines all the elements given above with some simple
code that will list the files in the database and allow them to be deleted. As always, this file is available in
the code archive.

As you look at the code, you may notice two spots where I've used this command:
header ('l ocation: '. $ SERVER[' PHP_SELF']);

As described above, the header function sends an HTTP header to the browser. We've seen the
content-type,content-I| ength, and cont ent - di sposi ti on headers already. The above line
sends a | ocat i on header, which redirects the browser to the specified URL. As it specifies
$_SERVER[ ' PHP_SELF' ] as the URL, this line redirects the browser to the same page.

‘What's the point of that?' you might wonder. Well, | use this line after the script adds or deletes a file in the
database. In such cases, the action-add or delete-is specified by a query string in the page's URL. If the
script simply took the requested action and immediately displayed the updated list of files, the user could
inadvertently repeat that action by refreshing the page! To avoid this kind of error, we instead redirect the
browser after it completes each action to a URL that's identical in every way, except that it doesn't contain
a query string ($_SERVER[ ' PHP_SELF' ]). Thus, the user can refresh the file list that's produced with no
ill effects.

<?php

$dbcnx = nysqgl _connect ('l ocal host', 'root', 'nypasswd');
mysql _sel ect _db(' dbNane');

$action ="";

if (isset($_CGET['action'])) $action = $_CET['action'];

if (($action == '"view or $action == 'dnld")
and isset($_GET['id ])) {
$id = $_GET['id];

/1l User is retrieving a file
$sql = "SELECT Fil eNane, M nmeType, FileData
FROM filestore WHERE ID = '$id'";
$result = @wvysqgl _query($sql);
if (!$result) die(' Database error: ' . nysql_error());

$file = nysql _fetch_array($result);
if ('$file)
die('"File with given ID not found in database!');

$filenanme = $file[' Fil eNanme'];
$minetype = $file[' M neType'];
$filedata = $file[' FileData'];
$di sposition = "inline';
if ($action == "dnld") {

$di sposition = 'attachnent';

if (strpos($_SERVER'HTTP_USER AGENT'],' MSIE 5') or
strpos($_SERVER[' HTTP_USER AGENT'],' Opera 7'))
$mi netype = 'application/x-downl oad';

}

header ("cont ent -di sposition: $disposition; fil enane=$fil ename");



header ("content-type: $ni netype");
header (' content-length: ' . strlen($filedata));

echo($fil edata);
exit();

} elseif ($action == "del' and isset($ GET['id'])) {
$id =$ GT['id];

/'l User is deleting a file

$sql = "DELETE FROM filestore WHERE ID = '$id"'";
$ok = @nysqgl _query($sql);
if (!$ok) die('Database error: ' . mysqgl _error());
header ('l ocation: ' . $_SERVER ' PHP_SELF']);
exit();

} elseif ($action == "ulfile') {

// Bail out if the file isn't really an upl oad.

if (lis_uploaded file($_FILES[' uploadfile']['tnmp_nane']))
die(' There was no file uploaded!");

$upl oadfil e $_FILES[' upl oadfile']['tnp_nane'];

$upl oadname $_FILES[' upl oadfile'][' nanme'];

$upl oadt ype $_FILES[' upl oadfile' ]['type'];

$upl oaddesc = $_POST[ ' desc'];

/1 Open file for binary reading ('rb")
$tenpfile = fopen($upl oadfile,'rb");

/! Read the entire file into nmenory using PHP' s
/'l filesize function to get the file size.
$filedata = fread($tenpfile,filesize($uploadfile));

/'l Prepare for database insert by addi ng backsl ashes
/'l before special characters.
$fil edata = addsl ashes($fil edat a);

/'l Create the SQ. query.

$sql = "I NSERT INTO filestore SET
Fi | eName = ' $upl oadnane',
M neType = ' $upl oadt ype’
Descri ption = ' $upl oaddesc'
FileData = '$fil edata'";

/1 Performthe insert.

$ok = @wysql _query($sql);

if (!$0k) die(' Database error storing file:
nmysqgl _error());

header ('l ocation: ' . $_SERVER'PHP_SELF']);
exit();

}

/'l Default page view. lists stored files



$sql = 'SELECT I D, FileNanme, M nmeType, Description
FROM fil estore';

$filelist = @vysqgl _query($sql);

if (!$filelist) die('Database error: ' . nysql _error());

?>

<htm >

<head>

<title> PHP/ WSQ. File Repository </title>

</ head>

<body>

<h1>PHP/ MySQL Fil e Repository</hl>

<form acti on="<?=$_SERVER[' PHP_SELF' ] ?>?action=ul file"
nmet hod="post" enctype="nulti part/formdata">

<p>Upl oad Fil e: <br />

<i nput type="file" name="upl oadfile" /></p>

<p>Fi |l e Description:<br />

<i nput type="text" nanme="desc" maxl| ength="255" /></p>

<p><i nput type="submt" nane="go" val ue="Upl oad" /></p>

</ forme

<p>The following files are stored in the database: </ p>
<tabl e wi dt h="85% border="0" cel | paddi ng="0"
cel | spaci ng="0">

<tr>

<th align="left">Filenane</th>

<th align="left">Type</th>

<th align="left">Description</th>

</tr>

<?php

if (nysql _numrows($filelist) > 0) {
while ($f = nysgl _fetch array($filelist)) {
?>

<tr valign="top">
<td nowr ap>
<a href="<?=$ SERVER[' PHP_SELF' ] ?>?acti on=vi ew&i d=<?=$f[' I D' ] ?>"
><?=%f[' Fi | eNane' ] ?></ a>
</td>
<td now ap><?=$f[' M nmeType'] ?></td>
<t d><?=$f[' Descri ption']?></td>
<td nowr ap>
[ <a href="<?=$ SERVER[' PHP_SELF' ] ?>?acti on=dnl d& d=<?=$f[' 1D ] ?>
">Downl oad</ a>
<a href="<?=$ SERVER[' PHP_SELF' ] ?>?acti on=del & d=<?=$f[' I D ] ?>"
onClick="return confirm('Delete this file?');"
>Del et e</ a>]
</td>
</tr>

<?php
}

} else {
?>



<tr><td col span="3" align="center">No Files!</td></tr>
<?php

}

?>

</tabl e>

</ body>

</htm >

This example demonstrates all the techniques you need in order to juggle binary files with PHP and
MySQL, and linvite you to think of some creative uses of this code. Consider, for example, a file archive
where users must provide a user name and password before they are allowed to view or download the
files. If a user enters an incorrect user name/password combination, your script can display an error page
instead of sending the file data. Another possibility would be a script that sends different files depending on
the details provided by the form.



Advanced Considerations

In systems like that developed above, large files present some unique challenges to the developer. Il
explain these here briefly, but fully-developed solutions to these problems are beyond the scope of this
book.

MySQL Packet Size

By default, MySQL does not accept commands (packets) that are longer than 1MB. This default puts a
reasonably severe limit on the maximum file size you can store, unless you're prepared to write your file
data in IMB chunks, using an | NSERT followed by several UPDATESs. You can increase the maximum
packet size by setting the max_al | owed_packet option in your my.cnf (or my.ini) file. Refer to the
MySQL manual for more information about this issue.

PHP Script Timeout

PHP is configured by default to kill PHP scripts that run for more than 30 seconds. For large downloads
over slow connections, this limit will be reached fairly quickly! Use PHP's set _ti ne_I i mi t function to
set an appropriate limit for the download to occur, or simply set the time limit to zero, which allows the
script to run to completion, however long it takes. Don't do this unless you're positive your script will always
terminate, and not run into an infinite loop!



Summary

In this chapter, we explored the methodologies for storing binary data (e.g. image files, encryption keys,
programs for download) in MySQL databases, and retrieving it again for dynamic display on the Web. We
also developed a fully-coded, but admittedly simple, online file storage system to test out these
techniques.



Chapter 12: Cookies and Sessions in PHP

Cookies and sessions are two of those mysterious technologies that are almost always made out to be
more intimidating and complex than they really are. In this chapter, I'll debunk those myths by explaining in
simple language what they are, how they work, and what they can do for you. I'll also provide practical
examples to demonstrate each, with hints as to how these can be expanded to add exciting new features
to your own Website!

Cookies

Most com puter programs these days preserve some form of state when you close them. Whether it be the
position of the application window, or the names of the last five files you worked with, the settings are
usually stored in a small file somewhere on your system, so they can be read back the next time the
program is run. When Web developers took Web design to the next level, and moved from static pages to
complete, interactive, online applications, there was a need for similar functionality in Web browsers-so
cookies were born.

Acookie is a name/value pair associated with a given Website, and stored on the computer that runs the
client (browser). Once it's set by a Website, all future page requests to that same site will also include the
cookie, until it expires. Other Websites cannot access the cookies set by your site, and vice versa, so,
contrary to popular belief, they're a relatively safe place to store personal information. Cookies in and of
themselves cannot violate a user's privacy.

lllustrated in "Cookie Life Cycle" is the life cycle of a PHP-generated cookie.

?? First, a Web browser requests a URL that corresponds to a PHP script. Within that script is a call to the
? set cooki e function built into PHP.

?? The page produced by the PHP script is sent back to the browser, along with an HTTP set - cooki e
? header that contains the name (e.g. mycooki e) and value pair of the cookie to be set.

?? When it receives this HTTP header, the browser creates and stores the specified value as a cookie

? namedmycooki e.

?? Subsequent page requests to that Website contain an HTTP cooki e header that sends the

? name/value pair (mycooki e=val ue) to the script requested.

?? Upon receipt of a page request with a cookie header, PHP automatically creates an entry in the

? $_COOKI E arraylll with the name of the cookie ($_COOKI E[ ' mycooki e' ]) and its value.

Cookie Life Cycle

In other words, the PHP set cooki e function lets you set a variable that will be automatically set by

subsequent page requests from the same browser! Before we examine an actual example, let's take a
close look at the set cooki e function.

set cooki e(name[, value[, expirytinme[, path[,domain[,secure]l]llll);

Like the header function we saw in "Storing Binary Data in MySQL", the set cooki e function adds HTTP
headers to the page, and thus must be called before any of the actual page content is sent. Any attempt to
callset cooki e after some HTML, for example, has already been sent to the browser, will produce a

PHP error message.

The only required parameter for this function is name, which specifies the name of the cookie. Calling
set cooki e with only the name parameter will actually delete the cookie that's stored on the browser, if it
exists. The val ue parameter allows you to create a new cookie, or modify the value stored in an existing
one.

By default, cookies will remain stored on the browser, and thus will continue to be sent with page requests,
until the browser is closed by the user. If you want the cookie to persist beyond the current browser
session, you must set the expi r yti me parameter to show the number of seconds from January 1t, 1970



to the time at which you want the cookie to be deleted automatically. The current time in this format can be
obtained using the PHP t i me function. Thus, a cookie could be set to expire in one hour, for example, by
settingexpirytime toti me() + 3600. To delete a cookie that has a preset expiry time, change this
expiry time to represent a point in the past (e.g. oneyear ago:ti ne() - 3600 * 24 * 365). Here's
an example:

/1l Set a cookie to expire in 1 year

set cooki e(' mycooki e', "' soneval ue',tinme()+3600*24*365);

/'l Delete it
set cooki e(' mycookie',"'"',tine()-3600*24*365);

Thepat h parameter lets you restrict access to the cookie to a given path on your server. For instance, if
you set a path of ' / ~kyank/ "' for a cookie, then only requests for pages in the ~kyank directory (and its
sub-directories) will include the cookie as part of the request. Note the trailing '/ ', which prevents other
scripts in other directories beginning with / ~kyank from accessing the cookie. This is helpful if you're
sharing a server with other users, and each user has a home directory. It allows you to set cookies without
exposing your visitors' data to the scripts of other users on your server.

Thedomai n parameter serves a similar purpose; it restricts the cookie's access to a given domain. By
default, a cookie will be returned only to the host that originally sent it. Large companies, however,
commonly have several host names for their Web presence (e.g. ww. conpany. comand

support. conmpany. com. To create a cookie that is accessible by pages on both servers, you would set
thedomai n parameter to ' conpany. coni . Note the leading '. ', which prevents another site at
someconpany. comfrom accessing your cookies on the basis that their domain ends withconpany. com

Thesecur e parameter, when setto 1, indicates that the cookie should be sent only with page requests
that happen over a secure (SSL) connection (i.e. with a URL that starts with ht t ps: / /).

While all parameters except nane are optional, you must specify values for earlier parameters if you want
to specify values for later ones. For instance, you can't call set coki e with a domai n value if you don't
also specify some value for the expi ryti me parameter. To omit parameters that require a value, you
can set string parameters (val ue,pat h,domai n)to' "' (the empty string) and numerical parameters
(expirytime and secure)toO.

Let's now look at an example of cookies in use. Say you wanted to display a special welcome message to
people on their first visit to your site. You could use a cookie to indicate that someone had been to your site
before and then only display the message when the cookie was not set. Here's the code:
if (lisset($_COXKIE['visited 1)) { // First visit

echo("Wel conme to ny Website! Click here for a tour!");

}
setcookie('visited ,"1",tinme()+3600*24*365); // 1 year

At first glance, this code would seem to do exactly what we want it to. Unfortunately, it runs into a common
pitfall-the welcome message is printed out before set cooki e is called. Instead of setting the cookie, PHP

displays an error message to inform you that HTTP headers cannot be added after page content has
already been sent.

To fixthe problem, we call set cooki e before we print out the message:
setcookie('visited' ,"1',tinme()+3600*24*365); // 1 year
if (lisset($_COXIE'visited ])) { // First visit

echo(' Wl conme to my Website! Click here for a tour!');
}

This may seem wrong at first glance. If you've never worked with cookies before, you might think that the
welcome message will never be printed out, because the cookie is always set before the i f statement.
However, if you think back to the cookie life cycle, you'll realize that the cookie isn't actually set until the
browser receives the Web page that's generated by this script. So the cookie that is created by the



set cooki e line above won't actually exist until the next time a page is requested.

Instead of simply tracking whether or not the user has visited before, you could instead track the number
of times he or she has visited. Here's the complete example containing all the HT ML tags, which is also
included in the code archive (cookiecounter.php). Notice how I've structured the document to ensure that
set cooki e happens before any page content is output.

<?php
if (lisset($_COOKIE['visits'])) $_COOKIE['visits'] = 0;
$visits = $_COXIE['visits'] + 1;
setcookie('visits',$visits,tinme()+3600*24*365);
?>
<htm >
<head>
<title> Title </title>
</ head>
<body>
<?php
if ($visits > 1) {
echo("This is visit nunber $visits.");
} else { // First visit
echo(' Wl come to my Website! Click here for a tour!');

}

?>
</ body>
</htn >

Before you go overboard using cookies, be aware that browsers place a limit on the number and size of
cookies allowed per Website. Most browsers will start deleting old cookies to make room for new ones
after you have set 20 cookies from your site. Browsers also enforce a maximum combined size for all
cookies from all Websites, so an especially cookie-heavy site might cause your own site's cookies to be
deleted. For these reasons, you should never store information in a cookie if your application relies on that
information being available later on. Instead, cookies are best used for convenient features like
automatically logging in a user. If the cookie that contains a visitor's automatic login details is deleted
before that person's next visit, he or she can simply re-enter the user name and password by hand.

[in versions of PHP prior to 4.1, this array was named $HTTP_COOKI E_VARS instead of $_COOKI E. This
old name also remains in current versions of PHP for backwards compatibility.



PHP Sessions

Because of the limitations I've just described, cookies are not appropriate for storing large amounts of
information. Also, because of the negative impression that many people have of cookies, it’s not
uncommon for users to disable cookies in their browsers. So if you run an ecommerce Website that uses
cookies to store the items in a user’s shopping cart as the user makes his or her way through your site, this
can be a big problem.

Sessions were developed in PHP as the solution to all these issues. Instead of storing all your (possibly
large) data as cookies in the Web browser, sessions let you store the data on your Web server. The only
thing that's stored on the browser is a single cookie that contains the user's session ID—a variable that
PHP watches for on subsequent page requests, and uses to load the stored data that's associated with
that session.

Unless configured otherwise, a PHP session works by automatically setting in the user’s browser a cookie
that contains the session ID—a long string of letters and numbers that serves to identify that user uniquely
for the duration of his or her visit to your site. The browser then sends that cookie along with every request
for a page from your site, so that PHP can determine to which of potentially numerous sessions-in-
progress the request belongs. Using a set of temporary files that are stored on the Web server, PHP
keeps track of the variables that have been registered in each session, and their values.

One of the big selling points of PHP sessions is that they also work when cookies are disabled! If PHP
detects that cookies are disabled in the user’'s browser, it will automatically add the session ID as a query
string variable on all the relative links on your page, thus passing the session ID onto the next page. Be
aware that all of the pages on your site need to be PHP files for this to work, because PHP won't be able
to add the session ID to links on non-PHP pages. Also, for this feature to work,

sessi on. use_trans_si d must be enabled inyour php.ini file (see below), and PHP must be compiled
with the - - enabl e-t r ans- si d option if you're doing it yourself under Linux, or other Unix variants.

Before you can go ahead and use the spiffy session-management features in PHP, you need to ensure
that the relevant section of your php.ini file has been set up properly. If you're using a server that belongs
to your Web host, it's probably safe to assume this has been done for you. Otherwise, open your php.ini
file in a text editor and look for the section marked [ Sessi on] . Beneath it, you'll find twenty-some options
that begin with the word sessi on. Most of them are just fine if left as-is, but here are a few crucial ones
you’ll want to check:

sessi on. save_handl er = files

sessi on. save_path = C \ W NDOWS\ TEMP
sessi on. use_cooki es =1
session.use_trans_sid =1

sessi on. save_pat h tells PHP where to create the temporary files used to track sessions. It must be set
to a directory that exists on the system, or you'll get ugly error messages when you try to create a session
on one of your pages. Under Unix, /tmp is a popular choice. In Windows, you could use
C:\WINDOWS\TEMP, or some other directory if you prefer (luse D\\PHP\SESSIONS). With these
adjustments made, restart your Web server software to allow the changes to take effect.

You're now ready to start working with PHP sessions. But before we jump into an example, let's quickly
look at the most common session management functions in PHP. To tell PHP to look for a session ID, or
to start a new session if none is found, you simply call sessi on_st art . If an existing session ID is found
when this function is called, PHP restores the variables that belong to that session. Since this function
attempts to create a cookie, it must come before any page content is sent to the browser, just as we saw
forset cooki e above.

session_start();
To create a session variable, which will be available on all pages in the site when accessed by the current

user, simply set a value in the special $_SESSI ON arraylZl. For example, the following will store the
variable called pwd in the current session:



$ SESSION[' pwd'] = 'nypassword';

To remove a variable from the current session, you just use PHP's unset function:
unset ($_SESSION[ ' pwd' ] ) ;

Finally, should you want to end the current session, deleting all registered variables in the process, you
can clear all the stored values and use sessi on_destroy:

$ SESSION = array();
sessi on_destroy();

For more detailed information on these and the other session-management functions in PHP, see the
relevant section of the PHP Manual. Now that we have these basic functions under our belt, let's put them
towork in a simple example.

2lin PHP versions prior to 4.1, this array was called SHTTP_SESSI ON_VARS. This name also remains
available in current versions of PHP for backwards compatibility.




A Simple Shopping Cart
This example will consist of two PHP scripts:
m a product catalogue, where you can add items to your shopping cart
m a check-out page, which displays the contents of the user's shopping cart for confirmation
From the check-out page, the order could then be submitted to a processing system that would handle the

details of accepting payment and shipping arrangements. That system is beyond the scope of this book,
and will not be discussed here.

As in "Storing Binary Data in MySQL", we'll look at various important fragments of code first and then I'll
present the full script, so don't bother typing any of the following snippets into your editor.

Let's start with the list of items we'll have for sale in our online store:

<tabl e border="1">
<tr>
<t h>ltem Description</th>
<th>Price</th>
</[tr>
<tr>
<t d>Canadi an- Australian Dictionary</td>
<t d>$24. 95</ td>
</[tr>
<tr>
<td>Used Parachute (never opened)</td>
<t d>$1, 000. 00</td>
</[tr>
<tr>
<t d>Songs of the CGoldfish (2CD Set)</td>
<t d>$19. 99</ td>
</[tr>
<tr>
<t d>Endi ng PHP4 (O Woxey Press)</td>
<t d>$34. 95</ td>
</[tr>
</t abl e>
<p>Al|l prices are in imaginary dollars.</p>

Now, instead of hard-coding the items, we'll place them in a PHP array and generate the page
dynamically. Arrays are created with the built-in PHP function ar r ay, by listing the elements to be
included in the array as the parameters of the function. ltems and their prices would normally be stored in
a database, but I'm using this method so we can focus on sessions. You should already know all you need
in order to put together a database-driven product catalogue, so I'll leave that to you as an exercise.

Here's the code for our dynamically generated product catalogue:

<?php

$items = array( 'Canadi an-Australian Dictionary',
"Used Parachute (never opened)',
' Songs of the CGoldfish (2CD Set)"',
"Ending PHP4 (O ' Woxey Press)');

$prices = array( 24.95, 1000, 19.99, 34.95 );

?>

<t abl e border="1">

<tr>



<t h>ltem Descri ption</th>
<th>Price</th>
</[tr>
<?php
for($i = 0; $i < count(Sitens); S$i++) {
echo(' <tr>"');
echo('<td> .$itens[$i]. ' </td>");
echo(' <td>$'.nunber _format($prices[$i],2). ' </td>");
echo('</tr>");
}
?>
</tabl e>
<p>All prices are in inmaginary dollars.</p>

This code produces the HTML we saw above. The table row for each item is created using a f or loop that
counts through the $i t ens array (the function count returns the number of items in the array). f or loops
were introduced in "Getting Started with PHP". We also use PHP's built-in nunber _f or mat function to
display the prices with two digits after the decimal point (see the PHP Manual for more information about
this function).

Now, we're going to store the list of items the user placed in the shopping cart in yet another array.
Because we'll need this variable to persist throughout a user's visit to your site, we'll store it using PHP
sessions. Here's the code responsible for all this:

session_start();
if ('isset($_SESSION['cart']))
$ SESSION['cart'] = array();

sessi on_st art either starts a new session (and sets the session ID cookie), or restores the variables
registered in the existing session, if one exists. The code then checks if $_SESSI ON[ ' cart'] exits, and,
if not, initializes it to an empty array to represent the empty cart.

We can now print out the number of items in the user's shopping cart:

<p>Your shoppi ng cart contains
<?=count ($_SESSION['cart'])?> itens. </ p>

Now, the user's shopping cart is going to stay very empty if we don't provide a way to add items to it, so
let's modify the f or loop that displays our table of items, and enable it to provide a ‘Buy' link on the end of
each row:
<?php
for($i = 0; $i < count(S$itens); S$i++) {
echo(' <tr>");
echo('<td>' .$itens[$i]. ' </td>");
echo(' <td>$'.nunber_format($prices[$i],2). ' </td>");

echo(' <td><a href=""' . $_ SERVER[' PHP_SELF']
"?buy=" . $i . '">Buy</a></td>");
echo('</tr>");

}

?>

Now each product in our catalogue has a link back to the catalogue with buy=n in the query string, where
n is the index of the item that's to be added to the shopping cartin the $i t ens array. We can then watch
for the $_GET[ ' buy' ] variable to appear at the top of the page, and, when it does, we'll add the item to
the$ SESSI ON[ ' cart'] array before redirecting the browser back to the same page, but with no query
string, thereby ensuring that refreshing the page doesn't repeatedly add the item to the cart.



if (isset($_GET['buy'])) {
/1 Add itemto the end of the $ SESSION['cart'] array
$ SESSION['cart' ][] = $_GET[' buy'];
header ('l ocation: ' . $_SERVER ' PHP_SELF']);
exit();
}

Now, this works just fine if the user has cookies enabled, but when cookies are disabled, PHP's automatic
link adjustment doesn't affect the header function, so the session ID gets lost at this point. Fortunately, if
PHP identifies that cookies are disabled, it creates a constant named Sl D, a string of the form
PHPSESSI D=soneval ue, which will pass on the session ID. We can make our code compatible with
disabled cookie support as follows
if (isset($_CGET['buy'])) {

/'l Add itemto the end of the $_SESSION['cart'] array

$_SESSION['cart' ][] = $_CET[' buy'];

header ('l ocation: '. $ SERVER'PHP_SELF'] . '?' . SID);

exit();
}

All that's leftis to add a ‘view your cart' link to the appropriate page, and we'll have completed the
catalogue script. Here is the complete code for this page (catalog.php-it's also available in the code
archive).
<?php
session_start();
if (lisset($_SESSION['cart']))
$_SESSION['cart'] = array();
if (isset($_CGET['buy'])) {
/'l Add itemto the end of the $ _SESSION['cart'] array
$_SESSION['cart' ][] = $_CET[' buy'];
header ('l ocation: ' . $ SERVER['PHP_SELF'] . '?" . SID);
exit();
}
?>
<ht m >
<head>
<title>Product catal ogue</title>
</ head>
<body bgcol or =" #FFFFFF" t ext ="#000000" >
<p>Your shoppi ng cart contains
<?=count ($ SESSION['cart'])?> itens. </ p>
<p><a href="cart. php">Vi ew your cart</a></p>
<?php
Sitems = array(

Canadi an- Australian Dictionary',
Used Parachute (never opened)',
' Songs of the CGoldfish (2CD Set)"',
"Ending PHP4 (O ' Woxey Press)');
$prices = array( 24.95, 1000, 19.99, 34.95 );
?>
<tabl e border="1">
<tr>
<th>Item Descri ption</th>
<t h>Price</th>
</tr>
<?php
for($i = 0; $i < count(S$itens); S$i++) {
echo(' <tr>");



echo('<td> .$itens[$i]. ' </td>");
echo(' <td>$'.nunmber _format($prices[$i],2). ' </td>");

echo(' <td><a href="" . $_SERVER[' PHP_SELF']
"?buy='" . $i . '">Buy</a></td>');
echo('</tr>");
}

?>

</tabl e>

<p>All prices are in inmaginary dollars.</p>

</ body>

</htm >

Now the code for cart.php is very similar to the product catalogue. All it does is take the
$_SESSI ON[ ' cart'] variable (after loading the session, of course), and use the numbers stored there
to print out the corresponding items from the $i t ens array. We also provide a link that loads the page
with query string enpt y=1, and causes the scripttounset the $_SESSI ON[ ' cart' ] variable, which
results in a new, empty shopping cart. Here's the code (also available in the code archive):
<?php
session_start();
if (lisset($_SESSION'cart']))
$ SESSION['cart'] = array();
if (isset($_GET['empty'])) {
/] Enpty the $_SESSION['cart'] array
unset ($_SESSION['cart']);
header ('l ocation: ' . $ _SERVER'PHP_SELF'] . '?' . SID);
exit();
}
?>
<htm >
<head>
<title>Shopping cart</title>
</ head>
<body bgcol or =" #FFFFFF" text ="#000000">
<h1>Your Shopping Cart</hl>
<?php
Sitems = array(

Canadi an- Australian Dictionary',
Used Parachute (never opened)',
' Songs of the Goldfish (2CD Set)"',
"Ending PHP4 (O ' Woxey Press)');
$prices = array( 24.95, 1000, 19.99, 34.95 );

?>
<t abl e border="1">
<tr>
<th>Item Descri ption</th>
<th>Price</th>
</[tr>
<?php
$total = O;
for($i = 0; $i < count($_SESSION['cart']); $i++) {

echo(' <tr>");

echo('<td> .$itens[$_SESSION['cart'J[$i]]. ' </td>");
echo('<td align="right">$");

echo(nunber _format ($prices[$_SESSION['cart'][$i]],2));
echo('</td>");

echo('</tr>");

$total = $total + $prices[$_SESSION'cart'][$i]];



}

?>

<tr>

<th align="right">Total :</th><br />

<th align="right">%$<?=nunber _format($total, 2)?></th>
</[tr>

</tabl e>

<p><a href ="cat al og. php" >Conti nue Shoppi ng</a> or

<a href="<?=$ SERVER[' PHP_SELF' ] ?>?enpt y=1">Enpty your cart</a>
</ p>

</ body>

</htm >



Summary

In this chapter, you learned about the two main methods of creating persistent variables-those variables
that continue to exist from page to page in PHP. The first stores the variable in the visitor's browser in the
form of a cookie. By default, cookies terminate at the end of the browser session, but by specifying an
expiry time, they can be preserved indefinitely. Unfortunately, cookies are fairly unreliable because you
have no way of knowing when the browser might delete your cookies, and because some users configure
their browsers to disable cookies. Obviously, cookies are not something that should be relied upon.

Sessions, on the other hand, free you from all the limitations of cookies. They don't rely on cookies to
work, and they let you store an unlimited number of potentially large variables. Sessions are an essential
building block in modern ecommerce applications, as we demonstrated in our simple shopping cart
example.



Appendix A: MySQL Syntax

Overview

This appendix describes the syntax of the majority of SQL statements implemented in MySQL, as of
version 3.23.54a (current as of this writing).

The following conventions are used in this reference:
m Queries are listed in alphabetical order for easy reference.

m Optional components are surrounded by square brackets ([ ] ), while mutually exclusive alternatives
appear in braces, separated by vertical bars (| ).

m Lists of elements from which one element must be chosen are surrounded by braces ({}).
m An ellipsis (. . . ) means that the preceding element may be repeated.

The query syntax documented in this appendix has been simplified in several places by the omission of the
alternative syntax, and of keywords that didn't actually perform any function, but were originally included
for compatibility with more advanced database systems. Query features having to do with some advanced
features such as transactions were also omitted. For a complete, up-to-date reference to supported
MySQL syntax, see the MySQL Reference Manual.




ALTER TABLE
ALTER [| GNORE] TABLE tbl _nane action [, action ...]

In this code, each act i on refers to an action as defined below.

ALTER TABLE queries may be used to change the definition of a table, without losing any of the
information in the table (except in obvious cases, such as the deletion of a column). Here are the main
actions that are possible:

m ADD [ COLUMN] create_definition [FIRST | AFTER col um_nane]

This action adds a new column to the table. The syntax for cr eat e_defini ti on is as described for
"CREATE TABLE". By default, the column will be added to the end of the table, but by specifying

FI RST or AFTER col unm_nan®e, you can place the column wherever you like. The optional word
COLUMN does not actually do anything-leave it off unless you particularly like to see it there.

m ADD | NDEX [i ndex_nane] (index_col_nane, ...)

This action creates a new index to speed up searches based on the column(s) specified. It's usually a
good idea to assignh a name to your indices by specifying the i ndex_nane, otherwise, a default name
based on the first column in the index will be used. When creating an index based on CHAR and/or
VARCHAR columns, you can specify a number of characters to index as part of i ndex_col _nane
(e.g.myCol um( 5) will index the first 5 characters of nyCol unm). When indexing BLOB and TEXT
columns, this number must be specified. For detailed information on indexes, see the MySQL
Reference Manual, or Mike Sullivan's excellent article Optimizing your MySQL Application on
SitePoint.

= ADD PRI MARY KEY (i ndex_col _name, ...)

This action creates an index for the specified row(s) with the name 'PRI MARY', identifying it as the

primary key for the table. All values (or combinations of values) must be unique, as described for the
ADD UNI QUE action below. This will cause an error if a primary key already exists for this table.
i ndex_col _nane is defined as it is for the ADD | NDEX action above.

m ADD UNI QUE [index_nane] (index_col _nane, ...)

This action creates an index on the specified columns, but with a twist: all values in the designated
column, or all combinations of values, if more than one column is included in the index, must be
unique. The parameters i ndex_nane and i ndex_col _nane are defined as they are for the ADD
| NDEX action above.

m ALTER [ COLUMN] col _nane {SET DEFAULT val ue | DROP DEFAULT}

This action assighs a new default value to a column (SET DEFAULT), or removes the existing default
value (DROP DEFAULT). Again, the word COLUMN is completely optional, and has no effect one way
or the other.

m CHANGE [ COLUWN] col _nanme create_definition

This action replaces an existing column (col _nane) with a new column, as defined by

creat e_definition (the syntax of which is as specified for "CREATE TABLE"). The data in the
existing column is converted, if necessary, and placed in the new column. Note that
create_definition includes anew column name, so this action may be used to rename a
column, if you wish. If you want to leave the name of the column unchanged, however, don't forget to
include it twice (once for col _nanme and once for cr eat e_defi ni ti on), or use the MODI FY action
below.

= MODI FY [ COLUW] create_definition



Nearly identical to the CHANGE action above, this action lets you specify a new declaration for a
column in the table, but assumes you will not be changing its name. Thus, you simply have to re-
declare the column with the same name in the cr eat e_defi ni ti on parameter (as defined for
"CREATE TABLE"). As before, COLUWN is completely optional and does nothing. Although
convenient, this action is not standard SQL syntax, and was added for compatibility with an identical
extension in Oracle database servers.

DROP [ COLUMN] col _nane

Fairly self-explanatory, this action completely removes a column from the table. The data in that
column is irretrievable after this query completes, so be sure of the column name. COLUWN, as usual,

can be left off-it doesn't do anything but make the query sound better when read aloud.
DROP PRI MARY KEY
DROP | NDEX i ndex_name

The above two actions are quite self-explanatory: they remove from the table the primary key, and a
specific index, respectively.

RENAME [ TO | AS] new_tbl _nane

This action renames the table. The words TO and AS are completely optional, and don't do anything.
Use ‘em if you like ‘em.

ORDER BY col _nane

Lets you sort the entries in atable by a particular column. However, this is not a persistent state; as
soon as new entries are added to the table, or existing entries modified, the ordering can no longer be
guaranteed. The only practical use of this action would be to increase performance of a table that you
regularly sorted in a certain way in your application's SELECT queries. Under some circumstances,

arranging the rows in (almost) the right order to begin with will make sorting quicker.
tabl e_opti ons

Using the same syntax as in the CREATE TABLE query, this action allows you to set and change
advanced table options. These options are fully documented in the MySQL Reference Manual.




ANALYZE TABLE
ANALYZE TABLE tbl _nanme[, tbl _nane, ...]

This function updates information that's used by the SELECT query in the optimization of queries that take
advantage of table indices. It pays in performance to periodically run this query on tables whose contents
change a lot over time. The table(s) in question are locked 'read-only' while the analysis runs.



CREATE DATABASE
CREATE DATABASE [|F NOT EXI STS] db_nane

This action simply creates a new database with the given name (db_nane). This query will fail if the
database already exists (unless | F NOT EXI STS is specified), or if you don't have the required privileges.



CREATE INDEX

CREATE [ UNI QUE | FULLTEXT] | NDEX i ndex_name ON tbl _name
(col _nane[ (I ength)], ...)

This query creates a new index on an existing table. It works identically to ALTER TABLE ADD | NDEX,
described in "ALTER TABLE".




CREATE TABLE

CREATE [ TEMPORARY] TABLE [IF NOT EXI STS]
[db_nane.]tbl _nanme [(create_definition, ...)]
[tabl e_options] [[I GNORE | REPLACE] sel ect_statenent]

Wherecr eate_definitionis:

{ col _name type [ NOT NULL] [DEFAULT default_val ue]
[ AUTO_| NCREMENT] [ PRI MARY KEY]

| PRI MARY KEY (index_col _nane, ...)
| I'NDEX [index_nane] (index_col_nanme, ...)
| UNIQUE [I NDEX] [index_nane] (index_col_name, ...) }

In this code, t ype is a MySQL column type (see "MySQL Column Types"), and i ndex_col _nane is as
described for ALTER TABLE ADD | NDEX in "ALTER TABLE".

CREATE TABLE is used to create a new table called t bl _narme in the current database (or in a specific
database if db_narme. t bl _nane is specified instead). If TEMPORARY is specified, the table disappears
upon termination of the connection by which it was created. Creating a temporary table with the same
name as an existing table will hide the existing table from the current client session until the temporary
table is deleted or the session ends; however, other clients will continue to see the original table.

Assuming TEMPORARY is not specified, this query will fail if a table with the given name already exists,
unlessl F NOT EXI STS is specified. A CREATE TABLE query will also falil if you don't have the required
privileges.

Most of the time, the name of the table will be followed by a series of column declarations
(create_definition above). Each column definition includes the name and data type for the column,
and any of the following options:

m NOT NULL

This specifies that the column may not be left empty (NULL). Note that NULL is a special 'no value'
value, which is quite different from, say, an empty string (' ' ). A column of type VARCHAR, for instance,
which is set NOT NULL may be setto' ' but will not be NULL. Likewise, a NOT NULL column of type

I NT may contain zero (0), which is a value, but it may not contain NULL, as this is not a value.

m DEFAULT default_val ue

DEFAULT lets you specify a value to be given to a column when no value is assigned in an | NSERT
statement. When this option is not specified, NULL columns (columns that don't have the NOT NULL
option set) will be assigned a value of NULL when they are not given a value in an | NSERT statement.
NOT NULL columns will instead be assigned a 'default default value' (an empty string (" ' ), zero (0),

' 0000- 00- 00' , or a current timestamp, depending on the data type of the column.

= AUTO_I NCREMENT

As described in "Getting Started with MySQL", an AUTO_| NCREMENT column will automatically insert
a number that is one greater than the current highest number in that column, when NULL is inserted.
AUTO _| NCREMENT columns must also be NOT NULL, and either a PRI MARY KEY or UNI QUE.

= PRI MARY KEY

This option specifies that the column in question should be the primary key for the table; that is, the
values in the column must uniquely identify each of the rows in the table. This forces the values in this



column to be unique, and speeds up searches for items based on this column by creating an index of
the values it contains.

= UNI QUE

Very similar to PRI MARY KEY, this option requires all values in the column to be unique, and indexes
the values for high speed searches.

Thet abl e_opti ons portion of the CREATE TABLE query is used to specify advanced properties of the
table, and is described in detail in the MySQL Reference Manual.

Thesel ect _st at ement portion of the CREATE TABLE query allows you to create a table from the
results of a SELECT query (see "SELECT"). When you create this table, you don't have to declare the
columnsthat correspond to those results separately. This type of query is useful if you want to obtain the
result of a SELECT query, store it in atemporary table, and then perform a second SELECT query on it.
To some extent, this may be used to make up for MySQL's lack of support for sub-selects[t], which allow
you to perform the same type of operation in a single query.

[LSupport for sub-selects is planned for inclusion in MySQL 4.1



DELETE

DELETE [ LOW PRI ORI TY] FROM t bl _name [ WHERE wher e_cl ause]
[LIMT rows]

This query deletes all rows from the specified table, unless the optional (but desirable!) WHERE or LIM T
clauses are specified. The WHERE clause works the same way as its twin in the SELECT query (see
"SELECT"). The LI M T clause simply lets you specify the maximum number of rows to be deleted.

TheLOW PRI ORI TY option causes the query to wait until there are no clients reading from the table to
perform the operation.



DESCRIBE
{DESCRIBE | DESC} tbl_nane [col _name | wild]

Supplies information about the columns, a specific column (col _nane), or any columns that match a
pattern containing wild cards ‘% and ‘_’ (wi | d), that make up the specified table. The information returned
includes the column name, its type, whether it accepts NULL as a value, whether the column has an index,
the default value for the column, and any extra features it has (e.g. AUTO_| NCREMENT).



DROP DATABASE
DROP DATABASE [ I F EXI STS] db_nane

This is a dangerous command. It will immediately delete a database along with all of its tables. This query
will fail if the database does not exist (unless| F EXI STS is specified), or if you don't have the required

privileges.



DROP INDEX
DROP | NDEX i ndex_nane ON t bl _nane

DROP | NDEX has the exact same effect as ALTER TABLE DROP | NDEX, described in "TALTER TABLE".




DROP TABLE
DROP TABLE [IF EXI STS] tbl _name [, tbl _name, ...]

This query completely deletes one or more tables. This is a dangerous query, since the data cannot be
retrieved once this action is executed, so be very careful with it!

This query will fail with an error if the table doesn't exist (unless | F EXI STS is specified) or if you don'’t
have the required privileges.



EXPLAIN

The explain query has two very different forms. The first,

EXPLAI N t bl _nane
is equivalent to DESCRI BE t bl _nane or SHOW COLUWNS FROM t bl _nane.

The second format,
EXPLAI Nsel ect _sat ement

wheresel ect _st at ement canbe any valid SELECT query, will produce an explanation of how MySQL
would determine the results of the SELECT statement. This query is useful for finding out where indexes
will help speed up your SELECT queries, and also to determine if MySQL is performing multi-table queries
in optimal order. See the STRAI GHT_JOI N option of the SELECT query in "SELECT" for information on
how to override the MySQL optimizer, and control this order manually. See the MySQL Reference Manual
for complete information on how to interpret the results of an EXPLAI N query.




GRANT

GRANTpriv_type [(colum_list)], .
ON {tbl _nane | * | *.* | db_nane.*}
TO user _nane [| DENTI FI ED BY ' password'],
[ W TH GRANT OPTI ON]

GRANT adds new access privileges to a user account, and creates a new account if the specified
user _nane does not yet exist, or changes the password if | DENTI FI ED BY ' passwor d' is used on an
account that already has a password.

See"MySOL Access Control" for a complete description of this query.




INSERT
| NSERT [LOW PRI ORI TY | DELAYED] [IGNORE] [INTO tbl _nane

{ [(col _name, ...)] VALUES (expression, ...),
| [(col _name, ...)] SELECT ...
| SET col _name=expression, col_name=expression, ... }

Thel NSERT query is used to add new entries to a table. It supports three general options:

m LOWPRI ORITY

The query will wait until there are no clients reading from the table before it proceeds.

m DELAYED

The query completes immediately from the client's point of view, and the | NSERT operation is
performed in the background. This option is useful when you wish to insert a large number of rows

without waiting for the operation to complete. Be aware that the client will not know the last inserted ID
on an AUTO_| NCREMENT column when a DELAYED insert is performed (e.g. mysql _i nsert _idin

PHP will not work correctly).
= | GNORE

Normally, when an inserted operation causes a clash in a PRI MARY KEY or UNI QUE column, the
insert fails and produces an error message. This option allows the insert to fail silently-the new row is
not inserted, but no error message is displayed.

The word | NTOiis entirely optional, and has no effect on the operation of the query.

As you can see above, | NSERT queries may take three forms. The first form lets you insert one or more
rows by specifying the values for the table columns in parentheses. If the optional list of column names is
omitted, then the list(s) of column values must include a value for every column in the table, in the order in
which they appear in the table.

In the second form of | NSERT, the rows to be inserted result from a SELECT query. Again, if the list of
column names is omitted, the result set of the SELECT must contain values for each and every column in
the table, in the correct order. A SELECT query that makes up part of an insert statement may not contain
anORDER BY clause, and you cannot use the table into which you are inserting in the FROMclause.

The third and final form of | NSERT can be used only to insert a single row, but it very intuitively allows you
to assign values to the columns in that row by giving them in col _nane=val ue format.

Columns to which you assign no value (e.g. if you leave them out of the column list) are assigned their
default. By default, inserting a NULL value into a NOT NULL field will also cause that field to be set to its
default value; however, if MySQL is configured with the DONT_USE_DEFAULT_FI ELDS option enabled,
such an | NSERT operation will cause an error. For this reason, it's best to avoid them.



LOAD DATA INFILE

LOAD DATA [LOWPRIORITY | CONCURRENT] [LOCAL] |INFILE
"file_nanme.txt' [REPLACE | | GNORE] | NTO TABLE tbl_nane
[ FI ELDS
[ TERM NATED BY 'string']
[[ OPTI ONALLY] ENCLOSED BY 'char']
[ ESCAPED BY 'char'] ]
[LI NES TERM NATED BY 'string']
[ GNORE nunber LI NES]
[(col _name, ...)]

TheLOAD DATA | NFI LE query is used to import data from a text file either on the MySQL server, or on
theLOCAL (client) system (for example, a text file created with a SELECT | NTO OUTFI LE query). The
syntax of this command is given above; however, the reader is referred to the MySQL Reference Manual
for a complete explanation of this query and the issues that surround it.




LOCK/UNLOCK TABLES

LOCK TABLES
tbl _nanme [AS alias] {READ | [LOWPRI ORI TY] WRITE},
tbl _nane ...

LOCK TABLES locks the specified table(s) so that the current connection has exclusive access to them,
while other connections will have to wait until the lock is released with UNLOCK TABLES, with another
LOCK TABLES query, or with the closure of the current connection.

AREAD lock prevents the specified table(s) from being written by this, or any other connection. This allows
you to make certain that the contents of a table (or set of tables) are not changed for a certain period of
time.

AWRI TE lock prevents all other connections from reading or writing the specified table(s). It's useful when
a series of | NSERT or UPDATE queries must be performed together to maintain the integrity of the data
model in the database. New support for transactions in MySQL provides more robust support for these
types of “grouped queries” (see the sidebar in "LOCK ing TABLES" for details).

By default, a WRI TE lock that is waiting for access to a table will take priority over any READ locks that may
also be waiting. To specify that a WRI TE lock should yield to all other READ lock requests, you can use the
LOW PRI ORI TY option. Be aware, however, that if there are always READ lock requests pending, a

LOW PRI ORI TY WRI TE lock will never be allowed to proceed.

When locking tables, you must list the same aliases that you're going to use in the queries you will be
performing. If, for example, you are going to refer to the same table with two different aliases in one of
your queries, you will need to obtain a lock for each of those aliases beforehand.

For more information on locking tables, see "LOCK ing TABLES".




OPTIMIZE TABLE
OPTI M ZE TABLE tbl _nane[, tbl_nanme, ...]

Much like a hard disk partition becomes fragmented if old files are deleted or resized, MySQL tables
become fragmented over time as you delete rows and modify variable-length columns (such as VARCHAR
orBLOB). This query performs the database equivalent of a ‘defrag’ on the table, reorganizing the data it

contains to eliminate wasted space.

It's important to note that a table is locked while an optimize operation is going on, so if your application
relies on a large table being constantly available, that application will grind to a halt while the optimization
takes place. In such cases, it's better to copy the table, optimize the copy, and then replace the old table
with the newly optimized version using a RENAME query. Changes made to the original table in the interim
will be lost, so this technique is not appropriate for all applications.



RENAME TABLE
RENAME TABLE tbl _nanme TO new_table_nanme[, tbl_name2 TO ..., ...]

This query quickly and conveniently renames one or more tables. This differs from ALTER TABLE

t bl _nanme RENAME in that all the tables being renamed in the query are locked for the duration of the
query, so that no other connected clients may access them. As the MySQL Reference Manual explains,
this assurance of atomicity lets you replace a table with an empty equivalent, for example, if you wanted to
start a new table once a certain number of entries was reached, safely:

CREATE TABLE new table (...)
RENAME TABLE ol d_table TO backup_table, new table TO ol d_table;

You can also move a table from one database to another by specifying the table name as
db_nane. t bl _nane, as long as both tables are stored on the same physical disk, which is usually the

case.

You must have ALTER and DROP privileges on the original table, as well as CREATE and | NSERT
privileges on the new table to perform this query. A RENAME TABLE query that fails to complete halfway
through will be automatically reversed, so that the original state is restored.



REPLACE
REPLACE [LOW PRI ORI TY | DELAYED] [IGNORE] [INTO tbl _nane

{ [(col _name, ...)] VALUES (expression, ...),
| [(col _name, ...)] SELECT ...
| SET col _name=expression, col_name=expression, ... }

REPLACE is identical to | NSERT, except that if an inserted row clashes with an existing row in a PRI MARY
KEY or UNI QUE column, the old entry is replaced with the new.



REVOKE

REVOKEpriv_type [(colum_list)], :
ON {tbl _nane | * | *.* | db_nane.*}
FROM user,

This function removes access privileges from a user account. If all privileges are removed from an
account, the user will still be able to log in, though he or she simply won't be able to access any
information.

See"MySQL Access Control" for a complete description of this query.




SELECT

SELECT [sel ect _options]
sel ect _expression,
[INTO {QUTFI LE | DUMPFILE} 'file_nanme' export_options]
[ FROM t abl e_references
[ WHERE wher e_definition]

[ GROUP BY {col _nanme | col _pos } [ASC | DESC], ...]
[ HAVI NG where_definition]
[ ORDER BY {col _nane | col _pos } [ASC | DESC], ...]

[LIMT [offset,] rows]]

SELECT is the most complex query in SQL, and is used to perform all data retrieval operations. This query
supports the following sel ect _opti ons, which may be specified in any sensible combination by simply
listihg them separated by spaces:

= STRAI GHT_JOI N

Forces MySQL to join multiple tables specified inthe t abl e_r ef er ences argument in the order
specified there. If you think MySQL'’s query optimizer is doing it the ‘slow way’, this argument lets you
override it. For more information on joins, see "Joins" below.

= SQL_SMALL_RESULT

This option shouldn’t be needed in MySQL 3.23 or later; however, it remains available for
compatibility. This option informs MySQL that you are expecting arelatively small result set from a
query that uses the DI STI NCT option or the GROUP BY clause, so it uses the faster, but more

memory-intensive, method of generating a temporary table in memory to hold the result set as itis
created.

= SQL_BI G RESULT

Along the same lines as SQL_SMALL_RESULT, this option informs MySQL that you are expecting a
large number of results from a query that makes use of DI STI NCT or GROUP BY. When it creates the
result set, MySQL will create on disk, as needed, a temporary table in which the results are sorted.
This is a quicker solution than generating an index on the temporary table, which would take longer to
update for each result row in a large result set.

m SQL_BUFFER RESULT

This option forces MySQL to store the result set in a temporary table. This frees up the tables that
were used in the query for use by other processes, while the result set is transmitted to the client.

m HGH PRICRITY

This option does exactly what it says—it assigns a high priority to the SELECT query. Normally, if a
query is waiting to update a table, all read-only queries (such as SELECT) must yield to it. A SELECT
Hl GH_PRI ORI TY, however, will go first.

m DI STINCT | DI SCTI NCTROW | ALL

Any one of these three options may be used to specify the treatment of duplicate rows in the result
set. ALL (the default) specifies that all duplicate rows appear in the result set, while DI STI NCT and
DI STI NCTROW(they have the same effect) specify that duplicate rows should be eliminated from the
result set.

sel ect _expressi on defines a column of the result set to be returned by the query. Typically, thisis a
table column name, and may be specified as col _nane,t bl _nane. col _nane, or
db_nane. t bl _nane. col _name, depending on how specific you need to be for MySQL to know to which



particular column you are referring. sel ect _expr essi ons need not refer to a database column—a
simple mathematical formulasuchas1 + 1 or a complex expression calculated with MySQL functions
may also be used. Here’s an example of the latter, which will give the date one month from now in the
form “January 1st, 2002”:

SELECT DATE_FORNMAT(
DATE_ADD( CURDATE(), | NTERVAL 1 NMONTH),' %M %D, %" )

sel ect _expressi ons may also contain an alias, or assigned name for the result column, if the
expression is followed with [ AS] al i as (the AS is entirely optional). This expression must be used when
referring to that column elsewhere in the query (e.g. in WHERE and ORDER BY clauses), as follows:

SELECT JokeDate AS JD FROM Jokes ORDER BY JD ASC

MySQL lets you use an | NTO clause to output the results of a query into a file instead of returning them to
the client. The most typical use of thisis to export the contents of a table into a text file containing comma-
separated values (CSV). Here's an example:

SELECT * | NTO OUTFI LE '/ hone/user/ nyTabl e. t xt'

FI ELDS TERM NATED BY ',' OPTI ONALY ENCLCSED BY ' "'
LI NES TERM NATED BY '\ n'

FROM nyTabl e

The file to which the results are dumped must not exist beforehand, or this query will fail. This restriction
prevents an SQL query from being used to overwrite critical operating system files. The created file will
also be world-readable on systems that support file security, so consider this before you export sensitive
data to atext file that anyone on the system can read.

DUMPFI LE may be used instead of OUTFI LE to write to the file only a single row, without row or column
delimiters. It can be used, for example, to dump a BLOB stored in the table to a file (SELECT bl obCol
I NTO DUVPFI LE . .. ). For complete information on the | NTO clause, see the MySQL Reference
Manual. For information on reading data back from a text file, see "LOAD DATA INFILE".

TheFROMclause contains a list of tables from which the rows composing the result set should be formed.
At its most basic, t abl e_r ef er ences is a comma-separated list of one or more tables, which may be
assigned aliases with or without using AS as described above for sel ect _expr essi on. If you specify
more than one table name, you are performing a join. These are discussed in "Joins" below.

Thewher e_defi ni ti on in the WHERE clause sets the condition for a row to be included in the table of
results sent in response to the SELECT query. This may be a simple condition (e.g. i d=5) or a complex

expression that makes use of MySQL functions and combines multiple conditions using Boolean operators
(AND,OR,NQT).

TheGROUP BY clause lets you specify one or more columns (by name, alias, or column position, where 1
is the first column in the result set) for which rows with equal values should be collapsed into single rows in
the result set. This clause should usually be used in combination with the MySQL grouping functions such
asCOUNT,MAX, and AVG, described in "MySQL Functions”, to produce result rows that give summary
information about the groups produced. By default, the grouped results are sorted in ascending order of
the grouped column(s); however, the ASC or DESC argument may be added following each column
reference to explicitly sort the results in ascending or descending order for that column, respectively.
Results are sorted by the first column listed, and then tying sets of rows are sorted by the second, and so
on.

Note that the WHERE clause is processed before GROUP BY grouping occurs, so conditions in the WHERE
clause may not refer to columns produced by the grouping operation. To impose conditions on the post-
grouping result set, you should use the HAVI NG clause instead. This clause’s syntax is identical to that of
theWHERE clause, except the conditions specified here are processed just prior to returning the set of
results, and are not optimized in any way. For this reason, you should use the WHERE clause whenever
possible. For more information on GROUP BY and the HAVI NG clause, see "Advanced SOL".




TheORDER BY clause lets you sort results according the values in one or more rows before they are
returned. As for the GROUP BY clause, each column may be identified by a column name, alias, or
position (where 1 is the first column in the result set), and each column may have an ASC or DESC
argument to specify that sorting occurs in ascending or descending order, respectively (ascending is the
default). Rows are initially sorted by the first column listed, and then tying sets of rows are sorted by the
second, and soon.

TheLl M T clause instructs the query to return only a portion of the results it would normally generate. In
the simple case, LI M Tn returns only the first n rows of the complete result set. You can also specify an
offset by using the form LI M Tx, n. In this case, up to n rows will be returned, beginning from the xth
row of the complete result set. The first row correspondsto x = 0, the secondtox = 1 and soon.

Joins

As described above, the FROMclause of a SELECT query lets you specify the tables that are combined to
create the result set. When multiple tables are combined in this way, it is called a join. MySQL supports
several types of joins, as defined by the following supported syntaxes for the t abl e_r ef erences
component of the FROMclause above:

tabl e_ref

tabl e_references, tabl e_ref

tabl e_references [CROSS] JO N tabl e_ref

tabl e_references INNER JO N table_refjoin_condition

tabl e_references STRAIGHT _JO N tabl e_ref

tabl e_references LEFT [OUTER] JO N table_refjoin_condition
{ oj table_ref LEFT OUTER JO N table ref ON cond_expr }

tabl e_references NATURAL [LEFT [OUTER]] JO N table_ref

tabl e_references RIGHT [OUTER] JO N table_refjoin_condition
tabl e_references NATURAL [RIGHT [OQUTER]] JO N tabl e_ref

Wheret abl e_r ef is defined as:

table_nane [[AS] alias] [USE I NDEX (key_list)]
[ GNORE | NDEX (key_list)]

andj oi n_condi ti on is defined as one of the following:

ONcond_expr
USI NG (col um_lIi st)

Don't be disheartened by the sheer variety of join types; I'll explain how each of them works below.

The most basic type of join, an inner join, produces rows made up of all possible pairings of the rows from
the first table with the second. You can perform an inner join in MySQL either by separating the table
names with a comma (, ) or with the words JO N,CROSS JA N, or | NNER JOI N (these are all
equivalent).

Normally, the WHERE clause of the SELECT query is used to specify a condition to narrow down which of
the combined rows are actually returned (e.g. to match up a primary key in the first table with a column in
the second); however, when the | NNER JO N syntax is used, the ON form ofthe j 0i n_condi ti on can
play this role as well. As a final alternative, the USI NG (col utm_1li st) form ofj oi n_condi ti on lets
you specify columns that must match between the two tables. For example,

SELECT * FROMt1 INNER JO N t2 USI NG (aid)



is equivalent to
SELECT * FROMt1l INNER JONt2 ONtl.aid = t2.aid

and also
SELECT * FROMt1, t2 WHERE t1l.aid = t2.aid

STRAI GHT_JO N works the same as an inner join, except that the tables are processed in the order listed

(left first, then right). Normally MySQL selects the order that will produce the shortest processing time, but
if you think you know better, you can use a STRAI GHT_JO N.

The second type of join is an outer join, which is accomplished in MySQL with LEFT/ Rl GHT [ OQUTER]
JO N (OUTER is completely optional, and has no effect). In a LEFT outer join, any row in the left-hand
table that has no matching rows in the right-hand table (as defined by the j oi n_condi ti on), will be
listed as a single row in the result set. NULL values will appear in all the columns that come from the right-
hand table.

The{ oj ... } syntaxis equivalentto a standard left outer join; it is included for compatibility with other
ODBC databases.

RI GHT outer joins work in the same way as LEFT outer joins, except in this case, it is the table on the right

whose entries are always included, even if they do not have matching entries in the left-hand table. Since
RI GHT outer joins are nonstandard, it is usually best to stick to LEFT outer joins for cross-database

compatibility.

For some practical examples of outer joins and when they are useful, see "Advanced SOL".

Natural joins are kind of "automatic’, in that they will automatically match up rows based on column names
that are found to match between the two tables. Thus, if a table called Jokes has an AID column that
refersto entries in an Authors table whose primary key is another AID column, you can perform a join of
these two tables on that column very simply (assuming there are no other columns with identical names in
the two tables):

SELECT * FROM Jokes NATURAL JO N Aut hors



SET

SETopti on = val ue,
TheSET query allows you to set a number of options both on your client and on the server.

The most common uses of the SET OPTI ON query are changing your password,
SET PASSWORD = PASSWORD( ' new_password')
and changing another user's password (if you have appropriate access privileges).

SET PASSWORD FOR user = PASSWORD(' new_password')
For a complete list of the options that may be SET, refer to the MySQL Reference Manual.




SHOW

TheSHOWquery may be used in a number of forms to get information about the MySQL server, the
databases, and the tables it contains. Many of these forms have an optional LI KEwi | d component,
wherewi | d is a string that may contain wild card characters (‘% for multiple characters, ‘_' for just one) to
filter the list of results. Each of the forms of the SHOWquery are described below:

SHOW DATABASES [ LI KE wi | d]
This query lists the databases that are available on the MySQL server.
SHOW [ OPEN] TABLES [ FROM db_nane] [LIKE wi | d]

This query lists the tables (or, optionally, the currently OPEN tables) in the default or specified
database.

SHOW [ FULL] COLUWNS FROM tbl _name [ FROM db_nane] [LIKE wil d]

WhenFULL is not used, this query provides the same information as a DESCRI BE query (see
"DESCRIBE"). The FULL option adds a listing of the privileges you have on each column to this
information.SHOW FI ELDS is equivalent to SHOW COLUNVNS.

SHOW | NDEX FROM t bl _nanme [ FROM db_nane]

This query provides detailed information about the indexes that are defined on the specified table. See
theMySQL Reference manual for a guide to the results produced by this query. SHOW KEYS is
equivalent to SHOW | NDEX.

SHOW TABLE STATUS [ FROM db_nane] [LIKE wil d]
This query displays detailed information about the tables in the default or specified database.
SHOW STATUS [ LI KE wi | d]

This query displays detailed statistics for the server. See the MySQL Reference Manual for details on
the meaning of each of the figures.

SHOW VARI ABLES [ LI KE wi | d]

This query lists the MySQL configuration variables and their settings. See the MySQL Reference
Manual for a complete description of these options.

SHOW [ FULL] PROCESSLI ST

This query displays all threads running on the MySQL server, and the queries being executed by each.
If you don't have the ‘pr ocess' privilege, you will only see threads executing your own queries. The
FULL option causes the complete queries to be displayed, rather than only the first 100 characters of
each (the default).

SHOW GRANTS FOR user

This query lists the GRANT queries that would be required to recreate the privileges of the specified
user.

SHOW CREATE TABLE t abl e_nane

This query displays the CREATE TABLE query that would be required to reproduce the specified table.



UPDATE

UPDATE [LOWPRIORITY] [|IGNORE] tbl_nane
SET col _name=expr,
[ WHERE wher e_definition]
[ ORDER BY ...]
[LIMT #]

TheUPDATE query updates existing table entries by assigning new values to the specified columns.
Columns that are not listed are left alone, with the exception of the TI MESTAMP column (see
"TIMESTAMP[(M )] MySQL column types TIMESTAMP Description: A timestamp (date/time), in
YYYYMMDD..."). The WHERE clause lets you specify a condition (wher e_def i ni t on) that rows must
satisfy if they are to be updated, while the LI M T clause lets you specify a maximum number of rows to be

updated.
Important IMHERE and LI M T are not specified, then every row in the table will be updated!

TheORDER BY clause lets you specify the order in which entries are updated. This is most useful in
combination with the LI M T clause—together they let you create queries like “update the 10 most recent
rows”.

ANnUPDATE operation will fail with an error if the new value assigned to a row clashes with an existing
value in a PRI MARY KEY or UNI QUE column, unless the | GNORE option is specified, in which case the
query will simply have no effect on that particular row.

TheLOW PRI ORI TY option instructs MySQL to wait until there are no other clients reading the table
before it performs the update.



USE
USE db_nane

This simple query sets the default database for MySQL queries in the current session. Tables in other
databases may still be accessed as db_nane. t bl _nane.



Appendix B: MySQL Functions

MySQL provides a sizeable library of functions to format and combine data within SQL queries in order to
produce the desired results in the desired format. This appendix provides a reference to the most useful of
these functions, as implemented in MySQL as of version 3.23.54a, current as of this writing.

For a complete, up-to-date reference to supported SQL functions, see the MySQL Reference Manual.

Control Flow Functions

| FNULL( expr1, expr2
(exp Pr2) This function returns expr 1 unless it is NULL, in which

case it returns expr 2.

NULLI F(expr1, expr2
(exp Pr2) This function returns expr 1 unless it equals expr 2, in

which case it returns NULL.

| F(expr1, expr2, expr3) ) )
Ifexpr 1 is TRUE (that is, not NULL or 0), returns expr 2;

otherwise, returns expr 3.

CASEval ue ] ]
WHEN [ conpar e-val uel] THEN result1 This function returns r esul t 1 whenval ue=conpar e-
[ WHEN ] [ELSE el se-result] END val uel (note that several compare-value/result pairs

can be defined); otherwise, returns el se-resul t, or
NULL if none is defined.

CASE WHEN [conditionl] THEN ) . - .
resultl [WHEN ...] [ELSE This function returns r esul t 1 whencondi ti onis

TRUE (note that several condition/result pairs can be
defined); otherwise, returns el se-resul t, or NULL if
none is defined.

el se-result] END



Mathematical Functions

ABS( expr)

SI GN( expr)

MOD( expr 1, expr2),exprl % expr2

FLOOR( expr)

CEl LI NG expr)

ROUND( expr)

ROUND( expr, num)

EXP( expr)

LOG expr)

LOG10( expr)

POW expr 1, expr 2) ,POAER( expr 1, expr 2)

SQRT( expr)

Pl ()

This function returns the absolute (positive) value of
expr.

This function returns -1, 0, or 1 depending on whether
expr is negative, zero, or positive, respectively.

This function returns the remainder of dividing expr 1 by
expr2.

This function rounds down expr (i.e. returns the largest
integer value that is less than or equal to expr).

This function rounds up expr (i.e. returns the smallest
integer value that is greater than or equal to expr ).

This function returns expr rounded to the nearest
integer. Note that the behaviour when the value is
exactly an integer plus 0.5 is system dependant. Thus,
you should not rely on any particular outcome when
migrating to a new system.

This function rounds expr to a number with num
decimal places, leaving trailing zeroes in place. Use
nun¥2, for example, to format a number as dollars and

cents. Note that the same uncertainty about the
rounding of 0.5 applies as discussed for ROUND( )

above.

This function returns e®XP" | the base of natural
logarithms raised to the power of expr .

This function returns In(expr ), or loge(expr ), the
natural logarithm of expr .

Remember, a logarithm with an arbitrary base B can be
calculated as LOG(expr )/LOG(B).

This function returns the base-10 logarithm of expr .

This function returns expr 1 raised to the power of
expr 2.

This function returns the square root of expr .

This function returns the value of p (pi).



COS( expr)

SI N(expr)

TAN( expr)

ACOS( expr)

ASI N( expr)

ATAN( expr)

ATAN(y, x) ,ATAN2(y, X)

COT( expr)

RAND( ) ,RAND( expr)

LEAST(exprl, expr2,...)

GREATEST(expr 1, expr2,...)

DEGREES( expr)

RADI ANS( expr)

TRUNCATE( expr, num

This function returns the cosine of expr in radians (e.g.
COS(PI()) = -1).

This function returns the sine of expr in radians (e.g.
SIN(PI()) = 0).

This function returns the tangent of expr in radians (e.g.
TAN(PI ()) = 0).

This function returns the arc cosine (cos™ or inverse
cosine) of expr (e.g. ACOS(-1) = 3.141593).

This function returns the arc sine (sin"! or inverse sine)
ofexpr (e.g. ASIN(0) = 3.141593).

This function returns the arc tangent (tan! or inverse
tangent) of expr (e.g. ATAN(O0) = 3.141593).

This function returns the angle (in radians) made at the
origin between the positive x axis and the point (x,y)
(e.g.ATAN(1,0) = 1.570796).

This function returns the cotangent of expr (e.qg.
COr(PI()/2) = 0).

This function returns a random, floating point number
between 0.0 and 1.0. If expr is specified, a random

number will be generated based on that value, which will
always be the same.

This function returns the smallest of the values
specified.

This function returns the largest of the values specified.

This function returns the value of expr (in radians) in
degrees.

This function returns the value of expr (in degrees) in
radians.

This function returns the value of floating point number
expr truncated to numdecimal places (i.e. rounded

down).



String Functions

ASCI | (str)

ORD(str)

CONV(expr,from base, to_base)

Bl N( expr)

OCT( expr)

HEX( expr)

CHAR(expr,...)

CONCAT(stri1,str2,...)

CONCAT_WB(separator,strl,str2,...)

LENGTH(str) ,OCTET_LENGTH(str),
CHAR_LENGTH( st r) ,CHARACTER LENGTH(str)

Bl T_LENGTH(str)

LOCATE( substr, str),POSI TI ON( substr IN str)

This function returns the ASCII code value of the le
characterinstr, 0 if str is an empty string, or NUL
iSNULL.

This function returns the ASCII code of the left-mos
character in st r , taking into account the possibility
might be a multi-byte character.

This function converts anumber (expr ) inbasefr
toa number in base t o_base. Returns NULL if any
arguments are NULL.

This function converts decimal expr to binary, equi
CONV( expr, 10, 2) .

This function converts decimal expr to octal, equiv
CONV( expr, 10, 8) .

This function converts decimal expr to hexadecimé
equivalent to CONV( expr, 10, 16) .

This function creates a string composed of charactt
ASCII code values of which are given by the expres
passed as arguments.

This function returns a string made up of the strings
as arguments joined end-to-end. If any of the argur
NULL,NULL is returned instead.

CONCAT "With Separator" (W5). Same as CONCAT,
the first argument is placed between each of the ac
arguments when they are combined.

All of these return the length in characters of str.
CHAR_LENGTH and CHARACTER_LENGTH, howeve
multi-byte characters into consideration when perfo
count.

This function returns the length (in bits) of st r (i.e.
BI T_LENGTH(str) = 8 * LENGTH(str)).

This function returns the position of the first occurre
substr instr (1if it occurs at the beginning, 2 if it
after one character, and so on). Returns 0O if subst
not occurinstr.



LOCATE( substr, str, pos)

| NSTR(str, substr)

LPAD(str, | en, padstr)

RPAD(str, | en, padstr)

LEFT(str,len)

Rl GHT(str, | en)

SUBSTRI N&( st r, pos, | en),
SUBSTRI N str FROM pos FOR | en),
M D(str, pos,|en)

SUBSTRI NG( st r, pos) ,SUBSTRI N& st r

SUBSTRI NG_| NDEX(str, delim count)

LTRIM str)

RTRI M str)

FROM pos)

Same as LOCATE( substr, str), but begins sear
from character number pos.

This function is the same as LOCATE( substr, stt
with argument order swapped.

This function shortens or lengthens st r so that it is
| en. Lengthening is accomplished by inserting pad
the left of the characters of st r (e.g.
LPAD("!"','5",".") = "....I").

This function shortens or lengthens st r so that it is
| en. Lengthening is accomplished by inserting pad
the right of the characters of st r (e.g.
RPAD('!"','5",".") = "1....").

This function returns the left-most | en characters ¢
str is shorter than | en characters, st r is returnec
extra padding.

This function returns the right-most | en characters
str is shorter than | en characters, st r is returnec
extra padding.

This function returns a string up to | en characters |
taken from st r beginning at position pos (where 1
first character). The second form of SUBSTRI NG is
standard.

This function returns the string beginning from posit
inst r (where 1 is the first character) and going to t
str.

MySQL counts count occurrences of del i min st
takes the substring from that point. If count is posi
MySQL counts to the right from the start of the strin
then takes the substring up to but not including that
Ifcount is negative, MySQL counts to the left from
of the string, and then takes the substring that starts
after that delimiter, and runs to the end of str.

This function returns st r with any leading white spi
trimmed off.

This function returns st r with any trailing white spa
trimmed off.



TRIM[[BOTH | LEADI NG | TRAILING str)
[remstr] FROM

SOUNDEX( st r)

SPACE( num)

REPLACE(str,fromstr,to_str)

REPEAT(str, count)

REVERSE( st r)

| NSERT(str, pos, | en, newstr)

ELT(N,strl,str2,str3,...)

FI ELD(str,strl,str2,str3,...)

FIND I N SET(str,strlist)

This function returns st r with either white space (b
or occurrences of the string r enst r removed from
of the string (LEADI NG), end of the string (TRAI LI I
both (BOTH, the default).

This function produces a string that represents how
sounds when read aloud. Words that sound similar
have the same 'soundex string'.

E.g.

SOUNDEX("tire") = "T600"
SOUNDEX("tyre") = "T600"
SOUNDEX("terror™) = "T600"
SOUNDEX( "t yrannosaur") = "T6526"

This function returns a string of numspace characte

This function returns st r after replacing all occurre
fromstr toto_str.

This function returns a string made up of st r repee
count times, an empty string if count <=0, or NULI
argument is NULL.

This function returns st r spelled backwards.

This function takes st r , and removes the substring
beginning at pos (where 1 is the first character in tt
with length | en, then inserts newst r at that positio
= 0, simply inserts newst r at position pos.

This function returns the Nth string argument (st r 1
str 2 if N=2 and soon), or NULL if there is no argur
the given N.

This function returns the position of st r in the subs
listof arguments (Lifstr = strl1,2ifstr = st
S0 on).

Whenstr|i st is a list of strings of the form

"stringl,string2,string3,..." thisfunctio
the index of st r in that list, or O if st r is notin the |
function is ideally suited (and optimized) for determ
str is selected in a column of type SET (see "MyS!

Column Types").



MAKE_SET(bits,strl,str2,...)

EXPORT_SET(bits,on_str,
of f _str[,separator[, nunber_of _bits]])

LCASE(str) ,LONER(str)

UCASE( str) ,UPPER(str)

LOAD _FI LE(fil ename)

This function returns a list of strings of the form
"stringl,string2,string3,..." usingthe ¢
parameters (str 1,str 2, etc.) that correspond to tt
that are set in the number bits. For example, if bi t
(binary 1010) then bits 2 and 4 are set, so the outpt
MAKE_SET willbe ' str2, str4'.

This function returns a string representation of whic
are, and are not setin bi t s. Set bits are represent:
on_str string, while unset bits are represented by
of f _str string. By default, these bit re presentatior
comma-separated, but the optional separ at or str
you define your own. By default, up to 64 bits of bits
read; however, nunber _of _bi t s lets you specify
smaller number be read.

Eg.:
EXPORT_SET(10,'Y ,"N,',"',6) = "NY,N

This function returns st r with all letters in lowercas

This function returns st r with all letters in upperca:

This function returns the contents of the file specifie
fil enane (an absolute path to a file readable by M

Your MySQL user should also have file privileges.



Date and Time Functions

DAYOFVEEK( dat €)

WEEKDAY( dat e)

DAYOFMONTH( dat e)

DAYOFYEAR( dat €)

MONTH( dat e)

DAYNAME( dat e)

MONTHNAME( dat e)

QUARTER( dat e)

WEEK( dat e, first) ,WEEK( dat e)

YEAR( dat e)

YEARVEEK( dat e) ,YEARVEEK( dat e, first)

HOUR(t i ne)

M NUTE(t i me)

This function returns the weekday of dat e in the form
of an integer, according to the ODBC standard (1 =
Sunday, 2 = Monday, 3 = Tuesday, ... 7= Saturday).

This function returns the weekday of dat e in the form
of an integer (O = Monday, 1 = Tuesday, 2 =
Wednesday,... 6 = Sunday).

This function returns the day of the month for dat e
(from 1 to 31).

This function returns the day of the year for dat e (from
1 to 366-remember leap years!).

This function returns the month for dat e (from 1,
January, to 12, December).

Returns the name of the day of the week for dat e (e.g.
'Tuesday).

This function returns the name of the month for dat e
(e.g. 'April").

This function returns the quarter of the year for dat e
(e.g.QUARTER(' 2001- 04-12") = 2).

This function returns the week of the year for dat e
(from 1 to 53), assuming by default that the first day of
the week is Sunday (if first is not specified or 0), or
Monday (if first is 1).

Returns the year for dat e (from 1000 to 9999).

This function returns the year and week for dat e in the
formYYYYWN Note that the first or last day or two of the
year may often belong to a week of the year before or
after, respectively.

E.g.
YEARWEEK( " 2001-12-31") = 200201

This function returns the hour for t i me (from 0 to 23).

This function returns the minute for t i me (from 0 to 59).



SECOND( t i re)

PERI OD_ADD( peri od, num _nont hs)

PERI OD_DI FF( peri odl, peri od2)

DATE_ADD( dat e,
,DATE_SUB( dat e,
ADDDATE( dat e,
SUBDATE( dat e,

| NTERVAL exprtype)
| NTERVAL exprtype),
| NTERVAL exprtype),
| NTERVAL exprtype)

This function returns the second for t i me (from O to
59).

This function adds num_nont hs months to period
(specified as YYMMor YYYYMM and returns the value in
the form YYYYMM

This function returns the number of months between
peri odl and peri od2 (each of which should be
specified as YYMMor YYYYMW.

This function returns the result of either adding or
subtracting the specified interval of time to or from dat e
(aDATE or DATETI ME value). DATE_ADD and ADDDATE
are identical, as are DATE_SUB and SUBDATE.expr
specifies the interval to be added or subtracted and may
be negative if you wish to specify a negative interval,
andt ype specifies the format of expr , as shown in
"Interval types for date addition/subtraction functions".

Ifdat e and expr involve only date values, the result will be a DATE value; otherwise, this function will

return a DATETI ME value.

Interval types for date addition/subtraction functions

‘t ype ‘Format for expr

\SECC]\ID \number of seconds

\M NUTE \number of minutes

\HCIJR \number of hours

DAY number of days

\N[]\ITH \number of months

\YEAR \number of years

\M NUTE_SECOND "m nut es: seconds’
HOUR_M NUTE ' hour s: m nut es’
DAY_HOUR ' dayshour s’

\YEAR_IVL‘)\ITH 'year s- mont hs'
\H&JR_SECG\ID \ hour s: m nut es: seconds’
\DAY_M NUTE " dayshours: m nutes'
‘DAY_SECO\ID " dayshours: m nut es: seconds'

Here are a few examples to help you see how this family of functions works:

The following both return the date six months from now:

ADDDATE( CURDATE(), | NTERVAL 6 MONTH)
DATE_ADD( CURDATE(), |NTERVAL '0-6' YEAR MONTH)

The following all return this time tomorrow:

ADDDATE(NOW ), | NTERVAL 1 DAY)
SUBDATE(NOA(), | NTERVAL -1 DAY)
DATE_ADD(NOW( ), | NTERVAL ' 24:0:0' HOUR SECOND)



DATE_ADD(NOW ), INTERVAL '1 0:0' DAY_M NUTE)

TO_DAYS( dat e) ) . )
This function converts date to a number of days since year 0. Allows

you to calculate differences in dates (i.e. TO_DAYS(dat el) -
TO _DAYS(dat e2) = days_i n_bet ween).

FROM DAYS(days
- (days) Given the number of days since year 0 (as produced by TO_DAYS),

this function returns a date.

DATE_FORMAT( dat e, f or mat)
This function takes the date or time value date and returns it formatted

according to the formatting string f or mat , which may contain any of
the symbols shown in "DATE FORMAT symbols (2004-01-01
01:00:00)" as place-holders.

DATE_FORMAT symbols (2004-01-01 01:00:00)

‘Symbol ‘Displays ‘Example
9 Month name January
\%N \Weekday name \Thur sday
) Day of the month with English suffix 1st
% Year, numeric, 4 digits 2004
%y Year, numeric, 2 digits 03
\%1 \Abbreviated weekday name \Thu
e Day of the month 01
\%3 \Day of the month \1
%m Month of the year, numeric 01
\%3 \Month of the year, numeric \1
% Abbreviated month name Jan
% Day of the year 001
\%-I \Hour of the day (24 hour format, 00-23) \01
\%< \Hour of the day (24 hour format, 0-23) \1
% Hour of the day (12 hour format, 01-12) 01
\% \Hour of the day (12 hour format, 01-12) \01
% Hour of the day (12 hour format, 1-12) 1
% Minutes 00
% Time, 12 hour (hh:mm:ss AM/PM) 01: 00: 00 AM
\"/d' \Time, 24 hour (hh:mm:ss) \01: 00: 00
% Seconds 00
%s Seconds 00
% AM or PM AM
\%N \Day of the week, numeric (0=Sunday) \4
wJ Week (00-53), Sunday 15t day of the 00
week
% Week (00-53), Monday 15t day of the 01
week
9 Year of the week where Sunday is the 15t 2003
day of the week, 4 digits (use with %/)




w Week (01-53), Sunday 15t day of week |53
(%)

9 Like%X, Monday 1 st day of week (use 2004
with %v)

Ny Week (01-53), Monday 15t day of week |01
(%)

%80 \An actual percent sign %

TI ME_FORMAT(ti nme, format)

CURDATE( ) ,CURRENT_DATE

CURTI ME() ,CURRENT_TI ME

NOW( ) ,SYSDATE( ) ,CURRENT_TI MESTAMP

UNI X_TI MESTAMP() ,UNI X_TI MESTAMP( dat e)

FROM_UNI XTI ME(uni x_ti mest anp)

FROM_UNI XTI ME(uni x_ti mest anp, f or mat)

SEC _TO _TI ME(seconds)

TI ME_TO_SEC(ti ne)

This function is the same as DATE_FORMAT, except
thef or mat string may only contain symbols referring
to hours, minutes, and seconds.

This function returns the current system date in the
SQL date format' YYYY- MMt DD' (if used as a date)
or as YYYYMVDD (if used as a number).

This function returns the current system time in the
SQL time format' HH: MM SS' (if used as a time) or
asHHMMVSS (if used as a number).

This function returns the current system date and time
in SQL date/time format ' YYYY- MM DD HH: MM SS'

(if used as a date/time) or as YYYYMMDDHHMMSS (if
used as a number).

This function returns either the current system date
and time, or the specified date/time as the number of
seconds since 1970-01-01 00:00:00 GMT.

The opposite of UNI X_TI MESTAMP, this function
converts a number of seconds from 1970-01-01
00:00:00 GMT to "YYYY-MM-DD HH:MM:SS" (if used
as a date/time) or YYYYMVDDHHMVESS (if used as a

number), local time.

This function formats a UNIX timestamp according to
thef or mat string, which may contain any of the

symbols listed in "DATE _FORMAT symbols (2004-01-
01 01:00:00)".

This function converts some number of seconds to
the format' HH: MM SS' (if used as a time) or
HHMVSS (if used as a number).

This function converts at i me in the format
' HH: MMt SS' to a number of seconds.



Miscellaneous Functions

DATABASE( )

USER() ,SYSTEM_USER( ) ,SESSI ON_USER( )

PASSWORD( st r )

ENCRYPT(str[,salt])

ENCODE( st r, pass_str)

DECODE( crypt _str, pass_str)

MD5(string)

LAST | NSERT_I DY)

FORMAT( expr, num)

VERSI ON( )

This function returns the currently selected database name or
database is currently selected.

This function returns the current MySQL user name, including
(e.g9." kevi n@ocal host' ). The SUBSTRI NG_I NDEX functic
obtain the user name alone:

SUBSTRI NG_| NDEX(USER() , "@, 1) = ' kevin'

A one-way password encryption function, which converts any s
plaintext password) into an encrypted format precisely 16 char
particular plaintext string will always yield the same encrypted :
thus, values encoded in this way can be used to verify the corr:
without actually storing the password in the database.

This function does not use the same encryption mechanism as
ENCRYPT for that type of encryption.

This function uses standard UNIX encryption (via the crypt ()
encryptst r. The sal t argument is optional, and lets you cont
used for the generation of the password. If you want the encry,
password file entry, the salt should be the two first characters
you are trying to match. Depending on the implementation of c
system, the encrypted value may only depend on the first 8 ch.
value.

On systems where cr ypt () is not available, this function retu

This function encrypts st r using a two-way password-based €
with password pass_st r. To subsequently decrypt the value,

This function decrypts the encrypted cr ypt _st r using two-w:
encryption, with password pass_str. If the same password is
provided to ENCODE the value originally, the original string will

This function calculates an MD5 hash based on string. The res
digit hexadecimal number. A particular string will always produ
hash; however, MD5( NOWN() ) may be used, for instance, to ob

string when one is needed (as a default password, for instance

This function returns the last number that was automatically ge¢
AUTO _| NSERT column in the current connection.

This function formats a number expr with commas as "thouse
numdecimal places (rounded to the nearest value, and padde

This function returns the MySQL server version (e.g."' 3. 23. 5



CONNECTI ON_I DX )

GET_LOCK(str,tineout)

RELEASE_LOCK(str)

BENCHVARK( count , expr)

| NET_NTOA( expr)

| NET_ATON( expr)

This function returns the thread ID for the current connection.

If two or more clients must synchronize tasks beyond what tab
named locks may be used instead. GET_LOCK attempts to obt
name (st r). If the named lock is already in use by another clie
up to t i meout seconds before giving up waiting for the lock tc

Once a client has obtained a lock, it can be released either usi
by using GET_LOCK again to obtain a new lock.

CGET_LOCK returns 1 if the lock was successfully retrieved, O if
ti meout elapsed, or NULL if some error occurred.

GET_LOCK is not a MySQL command in and of itself-it must a
another query.

E.g.
SELECT GET_LOCK( "yl ock", 10)

This function releases the named lock that was obtained by Gt
the lock was released, 0 if the lock wasn't locked by this threac
doesn't exist.

This function repeatedly evaluates expr count times, for the |
testing. The MySQL command line client allows the operation

This function returns the IP address represented by the integel
I NET_ATON to create such integers.

This function converts an IP address expr to a single integer r

E.g.
| NET_ATON(' 64.39.28.1")

64 * 2553 + 39 * 25
1063751116



Functions for Use with croup BY Clauses

Also known as summary functions, the following are intended for use with GROUP BY clauses, where they
will produce values based on the set of records making up each row of the final result set.

If used without a GROUP BY clause, these functions will cause the result set to be displayed as a single
row, with a value calculated based on all of the rows of the complete result set. Without a GROUP BY
clause, mixing these functions with columns that do not contain summary functions will cause an error,
because you cannot collapse those columns into a single row and get a sensible value.

COUNT( expr) This function returns a count of the number of times in the
ungrouped result set that expr had a non-NULL value. If
COUNT( *) is used, it will simply provide a count of the
number of rows in the group, irrespective of NULL values.

COUNT( DI STI NCTexpr[,expr...]) )
This function returns a count of the number of different non-

NULL values (or sets of values, if multiple expressions are
provided).

AVGE expr)
This function calculates the arithmetic mean (average) of the
values appearing in the rows of the group.

M N(expr) ,MAX( expr) _ _ .
This function returns the smallest or largest value of expr in

the rows of the group.

SUM expr
Meexpr) This function returns the sum of the values for expr in the

rows of the group.

STD( expr) ,STDDEV( expr) o
This function returns the standard deviation of the values for
expr in the rows of the group (either of the two function

names may be used).

Bl T_OR(expr) ,BlI T_AND( expr) o o
This function calculates the bit-wise OR and the bit-wise AND
of the values for expr in the rows of the group, respectively.



Appendix C: MySQL Column Types

Overview

When you create a table in MySQL, you must specify the data type for each column. This appendix
documents all of the column types that MySQL provides as of version 3.23.544a, current as of this writing.

In this reference, many column types can accept optional parameters to further customize how data for
the column is stored or displayed. First, there are the Mand D parameters, which are indicated (in square
brackets when optional) immediately following the column type name.

The parameter Mis used to specify the display size (i.e. maximum number of characters) to be used by
values in the column. In most cases, this will limit the range of values that may be specified in the column.
Mmay be any integer between 1 and 255. Note that for numerical types (e.g. | NT), this parameter does
not actually restrict the range of values that may be stored. Instead, it causes spaces (or zeroes in the
case of a ZERCFI LL column—see below for details) to be added to the values so that they reach the
desired display width when they're displayed. Note also that the storage of values longer than the specified
display width can cause problems when the values are used in complex joins, and thus should be avoided
whenever possible.

The parameter D lets you specify how many decimal places will be stored for a floating-point value. This
parameter may be set to a maximum of 30, but Mshould always allow for these places (i.e. D should
always be less than or equal to M 2 to allow room for a zero and a decimal point).

The second type of parameter is an optional column attribute. The attributes supported by the different
column types are listed for each, and are enabled by simply typing them after the column type, separated
by spaces. Here are the available column attributes, and their meanings:

m ZEROFI LL

Values for the column always occupy their maximum display length, as the actual value is padded
with zeroes. The option automatically sets the UNSI GNED option as well.

= UNSI GNED

The column may accept only positive numerical values (or zero). This restriction frees up more
storage space for positive numbers, effectively doubling the range of positive values that may be
stored in the column, and should always be set if you know that you won't need to store negative
values.

m Bl NARY

By default, comparisons of character values in MySQL (including sorting) are case-insensitive.
However, comparisons for Bl NARY columns are case-sensitive.

For a complete, up-to-date reference to supported SQL column types, see the MySQL Reference Manual.




Numerical Types

TINYI NT[ (M ]

SMALLI NT[ (M) ]

MEDI UM NT[ (M ]

INT[(M]

BIG NT[(M]

Description: Atiny integer value.
Attributes allowed: UNSI GNED,ZEROFI LL
Range: -128 to 127 (0 to 255 if UNSI GNED)

Storage space: 1 byte (8 hits)

Description: A small integer value.
Attributes allowed: UNSI GNED,ZEROFI LL
Range: -32768 to 32767 (0 to 65535 if UNSI GNED)

Storage space: 2 bytes (16 bits)

Description: A medium integer value.
Attributes allowed: UNSI GNED,ZEROFI LL
Range: -8588608 to 8388607 (0 to 16777215 if UNSI GNED)

Storage space: 3 bytes (24 bits)

Description: Aregular integer value.

Attributes allowed: UNSI GNED,ZEROFI LL

Range: -2147483648 to 2147483647 (0 to 4294967295 if
UNSI GNED)

Storage space: 4 bytes (32 bits)

Alternative syntax:l NTEGER[ (M) ]

Description: A large integer value.

Attributes allowed: UNSI GNED,ZEROFI LL

Range: -9223372036854 775808 to 9223372036854775807
(0 to 18446744073709551615 if UNSI GNED)

Storage space: 8 bytes (64 bits)

Notes:MySQL performs all integer arithmetic functions in
signedBl G NT format; thus, Bl G NT UNSI GNED values over
9223372036854 775807 (63 bits) will only work properly with
bit functions (e.g. bit-wise AND, OR, and NOT). Attempting
integer arithmetic with larger values may produce inaccurate
results due to rounding errors.



FLOAT[ (M D)],FLOAT( preci si on)

DOUBLE[ (M D) ] ,DOUBLE( pr eci si on)

DECI MAL[ (M, D] )]

Description: A floating point number.
Attributes allowed:ZERCFI LL
Range: 0and +1.175494351E-38 to £3.402823466 E+38

Storage space: 4 bytes (32 bits)

Notes:pr eci si on (in bits), if specified, must be less than or
equal to 24, or else a DOUBLE column will be created instead
(see below).

Description: A high-precision floating point number.

Attributes allowed:ZEROFI LL

Range: 0 and £2.2250738585072014-308 to
+1.7976931348623157E+308

Storage space: 8 bytes (64 bits)

Notes:pr eci si on (in bits), if specified, must be greater than
or equal to 25, or else a FLOAT column will be created
instead (see above). pr eci si on may not be greater than 53.

Alternative syntax:DOUBLE PRECI SI ON[ (M D)] or
REAL([ M D] )

Description: A floating point number stored as a character
string.

Attributes allowed: ZEROFI LL

Range: As for DOUBLE, but constrained by Mand D (see
Notes).

Storage space:M+2 bytes (8M+16 bits) (see Notes prior to
MySQL 3.23)

Notes: If D is not specified, it defaults to O and numbers in this
column will have no decimal point or fractional part. If Mis not
specified, it defaults to 10. In versions of MySQL prior to 3.23,
Mhad to include space for the negative sign and the decimal
point, so the storage space required was Mbytes (8 Mbits).
The newer format in MySQL 3.23 or later is ANSI SQL
compliant.

Alternative syntax:NUMERI C([ M, D] ])



Character Types

CHAR( M)

VARCHAR( M

T1 NYBLOB, TI NYTEXT

Description: A fixed-length character string.
Attributes allowed: Bl NARY

Maximum Length:Mcharacters

Storage space:Mbytes (8Mbits)

Notes:CHAR values are stored as strings of length M even though the
assigned value may be shorter. When the string does not occupy the full
length of the field, spaces are added to the end of the string to bring it to
exactly M characters. Trailing spaces are then stripped off when the
value is retrieved.

CHAR columns are quicker to search than variable-length character
column types such as VARCHAR, since their fixed-length nature makes
the underlying database file format more regular.

Mmay take any integer value from 0 to 255, with a CHAR( 0) column
able to store only two values: NULL and ' ' (the empty string), and
occupying only a single bit.

Alternative syntax:CHARACTER( M)

Description: A variable-length character string.
Attributes allowed: Bl NARY
Maximum Length:Mcharacters

Storage space: Length of stored value, plus 1 byte to store length.

Notes: As VARCHAR values occupy only the space they require, there is
usually no point to specifying a maximum field length Mof anything less
than 255 (the maximum). Values anywhere from 1 to 255 are
acceptable, however, and will cause strings longer than the specified
limit to be chopped to the maximum length when inserted. Trailing
spaces are stripped from values before they are stored.

Alternative syntax:CHARACTER VARYI NG M

Description: A short, variable-length character string.
Maximum Length: 255 characters
Storage space: Length of stored value, plus 1 byte to store length.

Notes: These types are basically equivalent to VARCHAR( 255)
Bl NARY and VARCHAR( 255) , respectively. However, these column

types do not trim trailing spaces from inserted values. The only
difference between TI NYBLOB and Tl NYTEXT is that the former

performs case-sensitive comparisons and sorts while the latter does not.



BLOB, TEXT

MEDI UMBLOB,MEDI UMTEXT

LONGBLOB,LONGTEXT

ENUM val uel, val ue2, .. .)

Description: A variable-length character string.
Maximum Length: 65535 characters (65KB)
Storage space: Length of stored value, plus 2 bytes to store length.

Notes: The only difference between BLOB and TEXT is that the former
performs case-sensitive comparisons and sorts, while the latter does
not.

Description: A medium, variable-length character string.

Maximum Length: 16777215 characters (16.8MB)

Storage space: Length of stored value, plus 3 bytesto store length.
Notes: The only difference between MEDI UVBLOB and MEDI UMTEXT is
that the former performs case-sensitive comparisons and sorts, while
the latter does not.

Description: Along, variable-length character string.

Maximum Length: 4294967295 characters (4.3GB)

Storage space: Length of stored value, plus 4 bytesto store length.

Notes: The only difference between LONGBLOB and LONGTEXT is that
the former performs case-sensitive comparisons and sorts, while the
latter does not.

Description: A set of values from which a single value must be chosen
for each row.
Maximum Length: One value chosen from up to 65535 possibilities.

Storage space:

m 1to 255 values: 1 byte (8 bits)
m 256 to 65535 values: 2 bytes (16 bits)

Notes: Values in this type of field are stored as integers that represent
the element selected. 1 represents the first element, 2 the second, and
so on. The special value 0 representsthe empty string ' ' , which is

stored if a value that does not appear in column declaration is assigned.

NOT NULL columns of this type default to the first value in the column
declaration if no particular default is assigned.



SET(val uel, val ue2,...) o )
Description: A set of values, each of which may be set or not set.

Maximum Length: Up to 64 values in a given SET column.
Storage space:

m 1to 8 values: 1 byte (8 bits)

9 to 16 values: 2 bytes (16 bits)

17 to 24 values: 3 bytes (24 bits)

25 to 32 values: 4 bytes (32 bits)
m 33 to 64 values: 8 bytes (64 bits)

Notes: Values in this type of field are stored as integers representing the
pattern of bits for set and unset values. For example, if a set contains 8
values, and in a particular row the odd values are set, then the binary
representation 01010101 becomes the decimal value 85. Values may
therefore be assigned either as integers, or as a string of set values,
separated by commas (e.g. ' val uel, val ue3, val ueb, val ue7' =
85). Searches should be performed either with the LI KE operator, or the
FI ND_I N_SET function.



Date/Time Types

DATE

TI MVE

DATETI ME

YEAR

TI MESTAVP (M ]

Description: A date.
Range:' 1000- 01- 01" to' 9999-12-31',and' 0000- 00- 00'

Storage space: 3 bytes (24 bits)

Description: Atime.
Range:' - 838: 59: 59' to' 838: 59: 59'

Storage space: 3 bytes (24 bits)

Description: A date andtime.

Range:' 1000- 01- 01 00: 00: 00" to' 9999-12-31 23:59: 59

Storage space: 8 bytes (64 bits)

Description: A year.
Range: 1901 to 2155, and 0000
Storage space: 1 byte (8 bits)

Notes: You can specify a year value with a four-digit number (1901 to 2155, or
0000), a4-digit string (* 1901"' to' 2155', or' 0000' ), atwo-digit number (70 to 99
for 1970 to 1999, 1 to 69 for 2001 to 2069, or 0 for 0000), or a two-digit string (' 70"
to' 99' for 19701to 1999, ' 00' to' 69" for 2000 to 2069). Note that you cannot
specify the year 2000 with a two-digit number, and you can't specify the year 0000
with a two-digit string. Invalid year values are always converted to 0000.

Description: A timestamp (date/time), in YYYYMVDDHHMVSS format.
Range:19700101000000 to sometime in 2037 on current systems.
Storage space: 4 bytes (32 bits)

Notes:Anl NSERT or UPDATE operation on a row that contains one or more

TI MESTAMP columns will automatically update the first TI MESTAMP column in the
row with the current date/time. This lets you use such a column as the 'last modified
date/time’ for the row. Assigning a value of NULL to the column will have the same
effect, thereby providing a means of 'touching' the date/time. You can also assign
actual values as you would for any other column.

Allowable values for Mare 14, 12, 10, 8, 6, 4, and 2, and correspond to the display
formatsYYYYMVDDHHWS, YYMVDDHHMVSS, YYMVDDHHVM YYYYMVDD, Y YMVDD,
YYMM and YY respectively. Odd values from 1to 13 will automatically be bumped up
to the next even number, while values of 0 or greater than 14 are changed to 14.



Appendix D: PHP Functions for Working with MySQL

Overview

PHP provides a vast library of built-in functions that let you perform all sorts of tasks without having to look
to third party software vendors for a solution. The online reference to these functions provided by the PHP
Official Website is second to none. Obtaining detailed information about a function is as simple as opening
your browser and typing:

http://ww. php. net/functi onname

As aresult of the convenience of this facility, we have judged that a complete PHP function reference is
beyond the scope of this book. All the same, this appendix contains a reference to those PHP functions
specifically designed to interact with MySQL databases, so that if you use this book as your primary
reference while building a database-driven Website, you won't have to look elsewhere for the information
you need.

This list of functions and their definitions are current as of PHP 4.3.0.


http://www.php.net/

mysql _affected_rows
mysql _affected_rows([link_id])
This function returns the number of affected rows in the previous MySQL | NSERT,UPDATE,DELETE, or

REPLACE operation performed with the specified | i nk_i d. If the link is not specified, then the last-opened
link is assumed. It returns - 1 if the previous operation failed.



mysql _cl ose
mysql _close([link_id])

This function closes the current or specified (I i nk_i d) MySQL connection. If the link is a persistent link
opened by nysql _pconnect (see below), this function call is ignored. As non-persistent connections are

closed automatically by PHP at the end of a script, this function is usually not needed.

This function returns t r ue on success, f al se on failure.



mysql _connect
mysql _connect ([ host nane[: port]|:/socket/path][, usernane[, password]]])
This function opens a connection to a MySQL server and returns a connection ID (which evaluates to true)

that may be used in other MySQL-related functions. The following default values are assumed if they are
not specified:

host nane: port
"l ocal host: 3306'

user nane
Server process name

password
If the connection attempt is unsuccessful, an error message will be displayed by default and the function

will return f al se. To bypass display of the error message (e.g. to display your own by checking the return
value), put '@at the start of the function name (i.e. @rysql _connect (...)).



mysql _create_db
mysql _create_db(db_nane[,link_id])
This function creates a new MySQL database with the specified name, using the default or specified

(I'i nk_i d) MySQL connection. It returns true on success, or false on error. The function name
mysgl _cr eat edb may also be used, but is deprecated.

Note mysql _creat e_db is deprecated. Use nysql _query to issue a CREATE DATABASE
command to MySQL instead.



mysql _dat a_seek
mysql _data_seek(result_id, row _nunber)
This function moves the internal result pointer of the result set identified byresul t _i d to row number

r ow_number , so that the next call to a mysql _f et ch_* function will retrieve the specified row. It returns
t rue on success, and f al se on failure. The first row in a result set is number 0.



mysql _db_nane
mysql _db_nane(result _id, row_nunber)
resul t _i d should refer to aresult set produced by a call to nysqgl _| i st _dbs (see below), and will

retrieve the name of the database listed on the row specified by r ow_nunber . The first row in a result set
isrow 0. The function name nysql _dbname may also be used, but is deprecated.



mysql _db_query
mysql _db_query(db_nane, sql _query[,link_id])

This function selects the MySQL database identified by db_nane as if with nysql _sel ect _db, and then
executes the specified MySQL query (sql _query). If the MySQL connection identifier (I i nk_i d) isnot

specified, PHP will use the currently active connection. If no such connection exists, PHP will attempt to
open a connection by implicitly calling mysql _connect with default parameters.

If the query fails, an error message to that effect will be displayed unless '@is added to the beginning of
the function name, and the function will return f al se instead of a result identifier (which evaluates to

t rue). If the error occurred due to an error in the SQL query, the error number and message can be
obtained using mysq_errno and nysql _err or respectively.

The function name nmysqgl may also be used, but is deprecated.

Note As of PHP 4.0.6, this function is deprecated. Use mnysql _sel ect _db and then nysql _query,
or use only nysql _query and fully specify your table names in your query as
dbnane. t bl name in your query.



mysql _drop_db
mysql _drop_db(db_nanme[,link_id])

This function drops (deletes) the specified database and all the tables it contains, using the default or
specified (I i nk_i d) MySQL connection. It returns t r ue on success or f al se on failure.

The function name nysql _dr opdb may also be used, but is deprecated.



mysql _errno
mysql _errno([link_id])

This function returns the numerical value of the error message from the last MySQL operation on the
default or specified (I i nk_i d) MySQL connection.



mysql _error
mysql _error([link_id])

This function returns the text of the error message from the last MySQL operation on the default or
specified (I i nk_i d) MySQL connection.



mysql _escape_string

mysql _escape_string(string)

This function returns an escaped version of a st ri ng (with backslashes before special characters such
as quotes) for use in a MySQL query. This function is a little more thorough than addsl ashes or PHP's

Magic Quotes feature, but those methods are generally sufficient (and in the case of Magic Quotes,
automatic), so this function is rarely used.



mysql _fetch_array
mysql _fetch_array(result_id[,array_type])
This function fetches the next row of a MySQL result set, and then advances the internal row pointer of the

result set to the next row. It returns the row as an associative array, a numeric array, or both, depending on
the value of array_t ype.

Whenar r ay_t ype is not specified, or set to MYSQL_BOTH, each field in the row will be given a numerical
index ($r ow] 0] ) as well as a string index ($r ow{ ' col _nane' ] ) inthe returned array. MYSQL_NUM
causes only numerical indices to be assigned, while MYSQL_ ASSOC assigns only string indices.

This function returns f al se if there are no rows left in the specified result set.



mysql _fetch_assoc
mysql _fetch_assoc(result_id)

This function fetches a result row as an associative array. It's identical to nysqgl _fetch_array called
with the MYSQL_ ASSOC parameter.



mysql _fetch field
mysql _fetch_field(result_id[,field_position])

This function returns an object that contains information about a particular column in the supplied result
set(result _id). Ifthefiel d_position (the first column is position 0) is not specified, then repeated
callstonysqgl _fetch_fi el dwilretrieve each of the columns one at a time, from left to right. Assuming
the result of this function is stored in $f i el d, then the properties of the retrieved field are accessible as
shown in "Object fields for mysgl fetch field".

Object fields for mysql _fetch_field

‘Object property ‘Information contained

$fiel d->nane Column name

$field->table Name of table the column belongs to
$fi el d- >max_| engt h Maximum length of the column

$fi el d->not _nul | 1 if the column is set NOT NULL

\$f i el d->primary_key \1 if the column is set PRI MARY KEY
\$f i el d->uni que_key \1 if the column is set UNI QUE
$fiel d->nul tiple_key 1 if the column is a non-unique key
$fi el d->nuneric 1 if the column is numeric

$fi el d- >bl ob 1 if the column is a BLOB

\$f i el d->type \The data type of the column

$fi el d- >unsi gned 1 if the column is UNSI GNED

$fiel d->zerofill 1 if the column is set ZEROFI LL




mysql _fetch_l engths
mysql _fetch_lengths(result_id)

This function returns an array containing the lengths of each of the fields in the last-fetched row of the
specified result set.



mysql _fetch_object
mysql _fetch_object(result_id)

This function returns the next result row from r esul t _i d in the form of an object, and advances the

internal row pointer of the result set to the next row. Column values for the row become accessible as
named properties of the object (e.g. $r ow- >user for the value of the user field in the $r ow object).



mysql _fetch_row
mysql _fetch_row(result _id)

This function fetches a result row as numerical array. Identical to nysql _f et ch_array called with the
MYSQL_NUM parameter.



mysql _field _flags

mysql _field flags(result_id,field_position)

This function returns a string containing the flags associated with the specified field (f i el d_posi ti on)in
the specified result set (r esul t _i d). The flags are separated by spaces in the returned string. Possible

flags are: not _nul | ,pri mary_key,uni que_key,mul ti pl e_key,bl ob,unsi gned,zerofill,
bi nary,enumaut o_i ncrement ,and ti nest anp.

The function name nysql _fi el df | ags may also be used, but is deprecated.



mysql _field_len
mysql _field_len(result_id,field_position)

This function returns the length of the specified field (fi el d_positi on)inaresultset (result _id).

The function name nysqgl _fi el dl en may also be used, but is deprecated.



mysql _fiel d_name
mysql _field_name(result_id,field_position)

This function returns the name of the specified field (fi el d_posi ti on)inaresultset (result _id).

The function name nysql _fi el dname may also be used, but is deprecated.



mysql _fiel d_seek
mysql _field_seek(result_id,field_position)

This function sets the default field position for the next call to nysql _fetch_fi el d.



mysql _field_ table
mysql _field table(result_id,field _position)

This function returns the name of the table containing the specified field (f i el d_posi ti on) of the
specified result set (r esul t _i d).

The function name nysql _fi el dt abl e may also be used, but is deprecated.



mysql _field_type
mysql _field_ type(result_id,field_position)

This function returns the type of the specified field (f i el d_posi ti on) inthe specified result set
(result _id).

The function name nysql _fi el dt ype may also be used, but is deprecated.



mysql _free_result
mysql _free_result(result_id)

This function destroys the specified result set (r esul t _i d), freeing all memory associated with it. As all
memory is automatically freed at the end of a PHP script, this function is only really useful when working
with multiple very large result sets in a single script.

The function name nysql _freeresul t may also be used, but is deprecated.



mysql _get _client_info
mysqgl _get_client_info()

This function returns a string indicating the version of the MySQL client library that PHP is using (e.g.
'3.23.54a").



mysql _get _host _info
mysql _get _host _info([link_id])

This function returns a string describing the type of connection and server host name for the specified
(I'i nk_i d) or last opened MySQL connection (e.g.' Local host via UN X socket").



mysql _get _proto_info
mysql _get _proto_info([link_id])

This function returns an integer indicating the MySQL protocol version in use for the specified (I i nk_i d)
or last opened MySQL connection (e.g. 10).



mysql _get _server_info

mysql _get _server _info([link_id])

This function returns a string indicating the version of MySQL server in use on the specified (I i nk_i d) or
last opened MySQL connection (e.g.' 3. 23. 54- al pha' ).



mysql _insert _id
mysql _insert _id ([link_id])
This function returns the value that was automatically assigned to an AUTO_| NCREMENT column in the

previousl NSERT query for the default or specified (I i nk_i d) MySQL connection. If no
AUTO_| NCREMENT value was assigned in the previous query, O is returned instead.



mysql _Iist_dbs
mysql _list_dbs([link_id])

This function returns a result set containing a list of the databases available from the current or specified
(I'i nk_i d) MySQL connection. Use nysqgl _db_namne to retrieve the individual database names from this

result set.

The function name nysql _| i st dbs may also be used, but is deprecated.



mysql _list_fields

mysql _list_fields(db_nane,table_name[,link_id])

This function returns a result set with information about all the fields in the specified table (t abl e_nane)
in the specified database (db_nane) using the default or specified (I i nk_i d) MySQL connection. The

result set produced may be used withnmysql _fi el d_fl ags,mysql _field_Ien,
mysqgl _field_name,andnysql _field_type.

The function name nysql _I i stfi el ds may also be used, but is deprecated.



mysql _list_tables
mysql _list_tables(db_nanme[,link_id ])

This function returns a result set containing a list of the tables in the specified database (db_nane) from
the current or specified (I i nk_i d) MySQL connection. Use nysql _t abl ename to retrieve the individual

table names from this result set.

The function name nysql _I i stt abl es may also be used, but is deprecated.



mysql _num fi el ds
mysql _num fields(result _id)

This function returns the number of fields in a MySQL result set (resul t _i d).

The function name nysql _nunfi el ds may also be used, but is deprecated.



mysql _num_r ows

mysql _num rows(result _id)

This function returns the number of rows in a MySQL result set (r esul t _i d). This method is not
compatible with result sets created by nysql _unbuf f er ed_query.



mysql _pconnect
mysql _pconnect ([ host nanme[ : port|:/socket/path][, username[, password]]])

This function opens a persistent connection to a MySQL Server. Works the same as mysql _connect,
except that the connection is not closed by mysqgl _cl ose or at the end of the script. If a persistent
connection is already found to exist with the specified parameters, then this is used, avoiding the creation
of a new one.



mysql _query
mysql _query(sql _query[,link_id])

This function executes the specified MySQL query (sql _quer y) on the currently selected database.

If the MySQL connection identifier (1 i nk_i d) is not specified, PHP will use the currently active connection.
If no such connection exsts, PHP will attempt to open a connection by implicitly calling mysql _connect
with default parameters.

If the query fails, an error message to that effect will be displayed unless '@is added to the beginning of
the function name, and the function will return f al se instead of a result identifier (which evaluates to

t rue). If the error occurred due to an error in the SQL query, the error number and message can be
obtained using nysq_errno and nysql _err or respectively.



mysql _result
mysql _result(result_id,row,field])

This function returns the value of a particular field of the specified row (r ow) of the specified result set
(result_id). Thefiel dargument may be the name of the field (either fi el dnane or

dbnane. fi el dnane), or its numerical position, where the first field in a row is at position 0. If field is not
specified, then O is assumed.



mysql _sel ect _db
mysql _sel ect _db(db_nane[,link_id])

This function selects the default database (db_nane) for the current or specified (I i nk_i d) MySQL
connection.

The function name nysql _sel ect db may also be used, but is deprecated.



mysql _t abl enane

mysql _tabl enane(result _id, row _nunber)

resul t _i d should refer to aresult set produced by a call to nysqgl _| i st _t abl es, and will retrieve the
name of the table listed on the row specified by r ow_numnber . The first row in a result set is row O.



mysql _unbuf fered_query
mysql _unbuf fered_query(query[,link_id[,result_nopde]])

This function sends an SQL query to MySQL, without fetching or buffering the result rows automatically, as
mysgl _query and nysql _db_query do. This method has two advantages: PHP does not need to
allocate a large memory buffer to store the entire result set, and you can begin to process the results as
soon as PHP receives the first row, instead of having to wait for the full result set to be received.

The down side is that functions that require information about the full result set (such as

mysql _num_r ows) are not available for result sets produced by nysql _unbuf f er ed_query, and you
must use nysql _f et ch_* functions to retrieve all of the rows in the result set before you can send
another query using that MySQL connection.
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